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Comité Ejecutivo de PROLE-2009
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Integración de ILOG CP en TOY . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 201
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Advances in Type Systems for Functional-Logic Programming . . . . . . . . 227

Análisis de Terminación . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 237
Salvador Lucas
Automatic proofs of termination with elementary interpretations . . . . . 239
Beatriz Alarcón, Salvador Lucas, Rafael Navarro-Marset
Using Matrix Interpretations over the Reals in Proofs of Termination . 255
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Prólogo
Las Jornadas sobre PROgramación y LEnguajes (PROLE) se vienen consolidando como un marco propicio de reunión, debate y divulgación para los
grupos españoles que investigan en temas relacionados con la programación y
los lenguajes de programación. La investigación en este campo está en continuo
desarrollo y comprende todo el estudio de conceptos, métodos, técnicas, fundamentos y aplicaciones relativos a la tarea de programar y a los lenguajes que se
utilizan en ella. El evento, de carácter anual, pretende fomentar tanto el intercambio de experiencias y resultados, como la comunicación y cooperación entre
los grupos de investigadores españoles que trabajan en el área de programación
y lenguajes, manteniendo un año más la enriquecedora trayectoria de las ocho
ediciones previas celebradas en Almagro (2001), El Escorial (2002), Alicante
(2003), Málaga (2004), Granada (2005), Sitges (2006), Zaragoza (2007) y Gijón
(2008).
En esta ocasión, la IX edición de las Jornadas (PROLE’09) va precedida por
primera vez en su historia del I Taller sobre Programación Funcional (TPF’09).
Ambos eventos se celebran entre el 8 y el 11 de septiembre de 2009, dentro de
la XXVIII edición de los Cursos de Verano de San Sebastián. Como en ocasiones previas, la organización de esta conferencia se realiza en paralelo con
las Jornadas de Ingenierı́a del Software y Bases de Datos (JISBD’09), compartiendo conferencias invitadas, actos sociales, publicidad, etc. Para información
más detallada puede consultarse http://www.mondragon.edu/prole2009/. La
organización conjunta de ambos eventos ha sido auspiciada por la Sociedad de
Ingenierı́a del Software y Tecnologı́as de Desarrollo de Software (SISTEDES).
Agradecemos desde aquı́ el soporte, la infraestructura y el apoyo prestado por
todos los agentes arriba mencionados.
En el ámbito de PROLE’09 se han seleccionado este año un total de 31 trabajos, que cubren tanto aspectos teóricos como prácticos relativos a la especiﬁcación, diseño, implementación, análisis y veriﬁcación de programas y lenguajes
de programación, además de herramientas tangibles y sistemas software que
incrementan el carácter pragmático del área. Por su parte, el Taller de Programación Funcional TPF’09 que precede a PROLE’09, inicia su recorrido como
una actividad independiente y complementaria a PROLE, con un comité de
programa propio que ha seleccionado 5 trabajos recogidos también en estas actas, y que se centran en aspectos relacionados con lenguajes de programación
con una fuerte componente funcional (en esta edición los trabajos se reﬁeren a
los lenguages Haskell, Lisp y Maude), incluyendo herramientas y experiencias
docentes y de investigación en torno a este tipo de lenguajes. Como parte del
Taller, se celebra también en esta ocasión una mesa redonda acerca de la inclusión de la programación funcional y lógica en los nuevos planes de Grado que
empezarán a impartirse en 2009.
Este volumen recopila por tanto un total de 36 trabajos que fueron rigurosamente revisados cada uno de ellos por 3 miembros de ambos comités de
programa y/o revisores adicionales, a los cuales es necesario agradecer su inestimable ayuda y reconocer su gran profesionalidad. También en consonancia

ix

con este agradecimiento, es justo felicitar a los autores por la calidad de sus
trabajos y su contribución a que esta edición sea la de mayor participación en
la evolución histórica de PROLE, lo que garantiza la buena salud del evento.
Por otro lado, además de las tres conferencias invitadas que compartimos
con la planiﬁcación de JISBD’09, el programa de PROLE’09 cuenta este año
con una excelente conferencia especı́ﬁca (un resumen de la misma se incluye
en este volumen) que, bajo el tı́tulo de “Understanding program veriﬁcation”,
será impartida por K. Rustan M. Leino, de Microsoft Research, USA, a quien
agradecemos el haber aceptado tan amablemente nuestra invitación.
Finalmente, queremos agradecer la conﬁanza que han depositado en
nosotros, para conducir la presente edición de estas jornadas, a todos los miembros del comité ejecutivo de PROLE, y esperamos no haberles defraudado. En el
desempeño de esta tarea, ha sido determinante la ayuda y experiencia prestada
por Jesús Almendros, quien presidió la anterior edición de PROLE en Gijón, y
a quien aprovechamos para dar mil gracias desde aquı́.

Septiembre de 2009
Paqui Lucio
Ginés Moreno
Ricardo Peña
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Charla Invitada

Understanding program veriﬁcation
K. Rustan M. Leino
Microsoft Research, USA
http://research.microsoft.com/en-us/um/people/leino/

Abstract
With program semantics and decision procedures, we can build automatic program veriﬁers. But can users
understand how to use the program veriﬁer or does that still require a PhD? In this talk, I will discuss how
program and speciﬁcation language features, the running of the program veriﬁer, and the presentation of
the veriﬁer’s output aﬀect usability. I will draw from experience with diﬀerent language front ends for the
Boogie program veriﬁer and will sketch a vision for an understandable, responsive, and ceaselessly analyzing
veriﬁcation environment.

IX Jornadas sobre Programación y Lenguajes
I Taller de Programación Funcional
P. Lucio, G. Moreno y R. Peña, Eds.
San Sebastián, 8-11 de septiembre de 2009

Taller de Programación Funcional

Veriﬁcación y eﬁciencia en programas para el
cálculo simbólico: estudio de un caso
1

F. J. Martı́n-Mateos2 J. L. Ruiz-Reina3
Grupo de Lógica Computacional
Depto. de Ciencias de la Computación e Inteligencia Artiﬁcial, Universidad de Sevilla
E.T.S.I. Informática, Avda. Reina Mercedes, s/n. 41012 Sevilla, España

L. Lambán5 J. Rubio4
Depto. de Matematicas y Computacion, Universidad de La Rioja
Ediﬁcio Vives, Luis de Ulloa s/n. 26004 Logroño, Spain

Resumen
Kenzo es un sistema de cálculo simbólico para Topologı́a Algebraica escrito en el lenguaje de programación
Common Lisp. Kenzo presenta un comportamiento mucho más eﬁciente que sus predecesores debido, entre
otras cosas, a importantes mejoras en los algoritmos que implementa y en la codiﬁcación de los datos sobre
los que dichos algoritmos se aplican. ACL2 es un sistema de demostración automatizado implementado en
Common Lisp. Este sistema permite implementar algoritmos en un subconjunto aplicativo del lenguaje y
veriﬁcar su comportamiento en una lógica de primer orden, e incorpora además herramientas que permiten
aumentar la eﬁciencia de las implementaciones. En este trabajo presentamos la implementación eﬁciente y
veriﬁcación en el sistema ACL2 de un algoritmo incluido en el sistema Kenzo.
Keywords: Cálculo Simbólico, Razonamiento Automático, Topologı́a Algebraica, Kenzo, ACL2

1

Introducción

Kenzo [5] es un sistema de Cálculo Simbólico para Topologı́a Algebraica escrito en
Common Lisp. Se trata de una herramienta de investigación con la que se han
obtenido resultados que no han podido ser conﬁrmados por ningún otro medio [10].
Es por eso que se plantea como cuestión importante la corrección de dicho sistema.
Para afrontar este problema se han realizado varias aproximaciones basadas en
los Métodos Formales, como la especiﬁcación algebraica de las estructuras de datos
1
2
3
4
5
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utilizadas [4] o el uso de asistentes de prueba para estudiar la corrección de sus algoritmos [2,3]. En estas últimas aproximaciones, se puede obtener código asociado a la
prueba de corrección de los algoritmos. Sin embargo este código no es comparable
con las implementaciones originales en Kenzo, tanto desde el punto de vista de
la eﬁciencia como del lenguaje de programación utilizado. Debido a esto, en [8]
presentamos una nueva lı́nea de trabajo en la que el objetivo es veriﬁcar el propio
código Kenzo. Para ello utilizamos el sistema ACL2 en el que se pueden demostrar
propiedades de programas Common Lisp. Sin embargo, este sistema tiene ciertas
limitaciones de expresividad que no hacen posible trabajar con el código Kenzo tal
cual; por ello, dicho código es reescrito en ACL2 respetando al máximo la versión
original. Esto genera diferencias que afectan a la eﬁciencia del resultado, aunque se
pueden paliar parcialmente utilizando caracterı́sticas especı́ﬁcas del sistema ACL2.
En este trabajo presentamos la implementación y veriﬁcación en ACL2 de un
fragmento del sistema Kenzo, en concreto el algoritmo de composición de listas
de degeneración. Este fragmento es muy pequeño en comparación con el tamaño
del sistema, pero es muy importante para el correcto funcionamiento del mismo,
dado que se utiliza con mucha frecuencia. La veriﬁcación en ACL2 de la implementación en Kenzo de este algoritmo aumenta la conﬁanza en este sistema, a pesar de las diferencias que puedan aparecer debido a la necesidad de reescribir dicha
implementación en ACL2. La metodologı́a que hemos seguido consiste en reescribir la implementación original en ACL2, usando código Common Lisp estándar,
a continuación veriﬁcamos la corrección de esta implementación, y ﬁnalmente mejoramos su eﬁciencia añadiendo caracterı́sticas especı́ﬁcas del sistema, comprobando
su equivalencia con la versión inicial.

2

Operadores de degeneración en Topologı́a Simplicial

La Topologı́a Simplicial [9] es un área de la Topologı́a dedicada a reemplazar espacios topológicos por modelos combinatoriales, para facilitar su estudio. Los elementos básicos en Topologı́a Simplicial son los 𝑛-sı́mplices, listas ordenadas de 𝑛 elementos que representan un espacio afı́n geométrico. Ası́ un 0-sı́mplice representa un
punto, un 1-sı́mplice un segmento, un 2-sı́mplice un triángulo, etc. Las operaciones
básicas sobre 𝑛-sı́mplices son los operadores ∂𝑖 , que consisten en eliminar el elemento
de la posición 𝑖-ésima, si es que existe, y los operadores de degeneración 𝜂𝑗 , que consisten en repetir el elemento de la posición 𝑗-ésima, si es que existe. Una propiedad
importante de estos últimos operadores es que repetir el elemento de la posición 𝑗
y después el de la posición 𝑖, con 𝑖 ≤ 𝑗, es igual a repetir el elemento de la posición
𝑖 y después el de la posición 𝑗 + 1, es decir: ∀𝑖, 𝑗 : 𝑖 ≤ 𝑗 → 𝜂𝑖 𝜂𝑗 = 𝜂𝑗+1 𝜂𝑖 (1).
Un sı́mplice degenerado es aquel que contiene repeticiones de elementos.
Cualquier sı́mplice se puede obtener como resultado de aplicar una secuencia de
0 o más operadores de degeneración a un sı́mplice no degenerado. Además, gracias
a la propiedad anterior, se puede conseguir que en esta secuencia de operadores
de degeneración los ı́ndices de los operadores sean estrictamente decrecientes. A
estas secuencias ordenadas de operadores de degeneración se las denomina listas de
degeneración y las identiﬁcaremos con la lista de los ı́ndices de dichos operadores
de degeneración. Denotaremos la composición 𝜂𝑖0 . . . 𝜂𝑖𝑛 como [𝑖0 , . . . , 𝑖𝑛 ]
8
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En general, la aplicación de listas de degeneración sobre sı́mplices es una operación muy frecuente en Topologı́a Simplicial. Cualquier sı́mplice se puede expresar
como la aplicación de una lista de degeneración sobre un sı́mplice no degenerado. La
aplicación de listas de degeneración sobre sı́mplices da lugar a una operación de composición entre listas de degeneración deﬁnida como la composición de los operadores
de degeneración asociados. Ası́ [𝑖0 , . . . , 𝑖𝑛 ] ∘ [𝑗0 , . . . , 𝑗𝑚 ] = 𝜂𝑖0 . . . 𝜂𝑖𝑛 𝜂𝑗0 . . . 𝜂𝑗𝑚 ; que
aplicando repetidamente la ecuación (1) puede ser transformado de nuevo en una
lista de degeneración. Por ejemplo, la composición de las listas de degeneración [3, 1]
y [5, 3, 0] es 𝜂3 𝜂1 𝜂5 𝜂3 𝜂0 , que usando (1) se transforma sucesivamente en 𝜂3 𝜂6 𝜂1 𝜂3 𝜂0 ,
𝜂3 𝜂6 𝜂4 𝜂1 𝜂0 , 𝜂7 𝜂3 𝜂4 𝜂1 𝜂0 y ﬁnalmente 𝜂7 𝜂5 𝜂3 𝜂1 𝜂0 , es decir, la lista [7, 5, 3, 1, 0].

3

El sistema ACL2

ACL2 [7] es simultáneamente un lenguaje de programación, una lógica computacional y un demostrador de teoremas. Este sistema constituye un entorno en el
que se pueden deﬁnir y ejecutar algoritmos, se pueden especiﬁcar formalmente sus
propiedades, y se pueden demostrar estas últimas con la ayuda de un sistema de
demostración automatizado.
Como lenguaje de programación, ACL2 es una extensión de un subconjunto
aplicativo de Common Lisp, sin efectos secundarios, de primer orden y sin variables
globales. Por otro lado, las primitivas básicas ACL2 se comportan exactamente
de la misma manera que en Common Lisp. De esta forma, cualquier programa
ACL2 puede ser ejecutado en cualquier entorno Common Lisp estándar extendido
con un pequeño conjunto de funciones (como la función natp que se deﬁne como
(and (integerp x) (<= 0 x))). Otra restricción adicional es que, para garantizar
la ausencia de inconsistencias en el sistema, sólo se admiten funciones totales cuya
terminación pueda ser comprobada para cualquier argumento de entrada.
La lógica de ACL2 es una lógica de primer orden, en la que las fórmulas se
escriben en notación preﬁja y las variables están cuantiﬁcadas universalmente de
forma implı́cita. Esta lógica incluye los axiomas habituales de la lógica proposicional
y otros que describen el comportamiento de las primitivas básicas Common Lisp soportadas por ACL2. Como demostrador automático, las principales técnicas utilizadas para demostrar un teorema son simpliﬁcación por reescritura e inducción. Las
reglas de simpliﬁcación se obtienen de deﬁniciones de funciones y de lemmas previos
añadidos por el usuario para guiar al sistema. Estos lemas suelen aparecer a partir
de una demostración a mano ya conocida o de la inspección de una prueba fallida.
En el sistema se han incorporado caracterı́sticas especı́ﬁcas para mejorar la
eﬁciencia del código. Hemos de destacar la directiva defexec que permite
asociar un cuerpo ejecutable a una especiﬁcación lógica siempre que se pueda
demostrar la equivalencia de ambas deﬁniciones bajo un conjunto de condiciones llamadas protecciones de ejecución. De esta forma el sistema utiliza
la especiﬁcación lógica en los procesos de razonamiento y el cuerpo ejecutable
en los de cálculo. También destacamos los objetos de hebra simple (stobjs)
mediante los cuales se pueden implementar con ciertas restricciones procesos de
actualización destructiva de datos, evitando ası́ el coste asociado a la duplicación
de datos en estos procesos.
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4

Composición de listas de degeneración en ACL2

A continuación presentamos la implementación eﬁciente y veriﬁcada en ACL2 del
algoritmo de composición de listas de degeneración implementado en Kenzo, usando
para ello la metodologı́a descrita al ﬁnal de la Sección 1.
4.1

Implementación en Kenzo

En el sistema Kenzo las listas de degeneración se codiﬁcan usando números naturales. Esta codiﬁcación se basa en lo siguiente: dada una lista de degeneración 𝑑𝑔 ,
su representación binaria es una lista 𝑙 de 0’s y 1’s en la que en la 𝑖-ésima posición
hay un 1 si y sólo si el número 𝑖 aparece en la lista 𝑑𝑔 ; al considerar la lista 𝑙 en
orden inverso obtenemos la expresión binaria de un número natural 𝑛, que es el
utilizado en Kenzo para codiﬁcar la lista 𝑑𝑔 . También diremos que la lista 𝑙 es la
representación binaria del número natural 𝑛. De esta forma, la lista de degeneración
[5, 3, 0] tiene asociada la representación binaria [1, 0, 0, 1, 0, 1], que considerada en
orden inverso es 101001, correspondiéndose con el número natural 41, que será el
utilizado en Kenzo para codiﬁcar la lista original. En este caso también diremos
que [1, 0, 0, 1, 0, 1] es la representación binaria del número 41.
La implementación en Kenzo de la composición de listas de degeneración diﬁere
mucho de la deﬁnición básica de esta operación. El proceso se entiende mejor si consideramos las representaciones binarias. Consideremos por ejemplo la composición
de la lista de degeneración [3, 1] con [5, 3, 0]. Aplicando repetidamente la ecuación
𝜂𝑖 𝜂𝑗 = 𝜂𝑗+1 𝜂𝑖 , cuando 𝑖 ≤ 𝑗, obtenemos [7, 5, 3, 1, 0]. Si tenemos en cuenta ahora las
representaciones binarias asociadas a estas listas de degeneración, tenemos que la
composición de [0, 1, 0, 1] y [1, 0, 0, 1, 0, 1] es [1, 1, 0, 1, 0, 1, 0, 1]. En general, aunque
no es nada obvio, esta composición puede ser descrita como el resultado de reemplazar secuencialmente los 0’s de la primera lista por los elementos sucesivos de la
segunda lista, hasta que una de ellas se termine; completando el resultado con los
elementos restantes de la otra lista: [0, 1, 0, 1] ∘ [1, 0, 0, 1, 0, 1] = [1, 1, 0, 1, 0, 1, 0, 1]
El código Common Lisp correspondiente a la deﬁnición en Kenzo de la composición de listas de degeneración es el siguiente:
(defun dgop*dgop (dgop1 dgop2)
(declare (type fixnum dgop1 dgop2))
(let ((dgop 0) (bmark 0))
(declare (fixnum dgop bmark))
(loop (when (zerop dgop1)
(return-from dgop*dgop (logxor dgop (ash dgop2 bmark))))
(when (zerop dgop2)
(return-from dgop*dgop (logxor dgop (ash dgop1 bmark))))
(cond ((evenp dgop1)
(when (oddp dgop2) (incf dgop (2-exp bmark)))
(setf dgop2 (ash dgop2 -1)))
(t (incf dgop (2-exp bmark))))
(setf dgop1 (ash dgop1 -1))
(incf bmark))))

Como hemos dicho antes, en Kenzo no se utiliza directamente la representación
binaria de las listas de degeneración, sino los números naturales asociados. La deﬁnición anterior utiliza los operadores estándar de desplazamiento ash y de disjunción
excluyente logxor para reﬂejar operaciones sobre listas. Ası́, (ash dgop1 -1)
es el número natural asociado al resultado de eliminar el primer elemento de
la representación binaria de dgop1. Es decir, equivale a una operación cdr sobre las
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representaciones binarias. Por otro lado, (logxor dgop (ash dgop2 bmark)) es
el número natural asociado al resultado de concatenar las representaciones binarias
de dgop y dgop2, ya que en esta situación se tiene siempre que la longitud de la
representación binaria de dgop es menor o igual que bmark y por tanto la representación binaria de (ash dgop2 bmark) tiene 0’s en todas las posiciones en las que
la representación binaria de dgop tiene algún valor. En este caso la expresión es
equivalente a una operación append sobre las representaciones binarias.
La función 2-exp implementa un acceso a una variable global en la que se han
almacenado previamente las expresiones 2𝑛 , para todos los números naturales 𝑛 para
los cuales dicha expresión sea menor que el lı́mite de representación de fixnum
en Lisp. De esta forma, (2-exp bmark) equivale a (exp 2 bmark), aunque sin el
coste de la evaluación de dicha operación. Ası́, (incf dgop (2-exp bmark)) será
el número natural asociado al resultado de añadir un 1 en la posición indicada por
bmark+1 dentro de la representación binaria de dgop. Dado que en este caso la longitud de la representación binaria de dgop es menor o igual que bmark, esto equivale
a añadir un 1 (y quizás algunos 0’s) a la representación binaria de dgop.
Teniendo en cuenta estas consideraciones, la función anterior se entiende mejor
si interpretamos sus argumentos en representación binaria: esta función recibe como
entrada dos representaciones binarias de listas de degeneración dgop1 y dgop2, y
a continuación ejecuta un bucle en el que se utilizan dos variables locales dgop y
bmark para almacenar respectivamente el resultado ya calculado y el número de
elementos de dgop1 que ya se han analizado. Si alguna de las representaciones
binarias es la lista vacı́a (el número natural asociado es 0) entonces se devuelve la
concatenación de la variable local dgop y los restantes elementos de la otra lista. En
caso contrario se actualizan las variables locales de acuerdo con los valores de los
primeros elementos de dgop1 y dgop2; y se ejecuta de nuevo el bucle, eliminando el
primer elemento de dgop1 y, si éste último es 0, el primer elemento de dgop2. En
resumen, las posiciones en las que dgop1 tiene un 0 son “rellenadas” secuencialmente
con los elementos de dgop2.
4.2

Implementación en ACL2

La deﬁnición de dgop*dgop contiene estructuras válidas en Common Lisp que no
están disponibles en el sistema ACL2. La principal diﬁcultad es el bucle interno
loop, ya que la única forma de realizar iteraciones en ACL2 es mediante deﬁniciones recursivas. De esta forma, para poder deﬁnir la función dgop*dgop en ACL2,
tendremos que utilizar una función auxiliar que implemente de forma recursiva el
bucle interno loop respetando al máximo la versión original. Para ello es necesario
analizar los distintos casos que se pueden dar dentro del bucle.
Por otro lado, ya que en ACL2 no es posible utilizar variables globales, en
principio no se puede utilizar una expresión con una funcionalidad similar a la de
(2-exp bmark). En este caso optamos por incluir la evaluación directa de la exponencial (exp 2 bmark), pero utilizando una forma equivalente y más eﬁciente:
(ash 1 bmark). Finalmente, para asegurar que la función ACL2 sea total, tendremos que indicar un valor como resultado cuando los argumentos no sean del tipo
adecuado. Dado que en la deﬁnición original de Kenzo los argumentos son siempre
del tipo fixnum positivo, usamos la condición natp, que es la más parecida que
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podemos encontrar en ACL2. En la sección 4.4 se indica de qué forma podemos
eliminar estas costosas comprobaciones de tipo en los procesos de cálculo.
Ası́, una opción aceptable para la función auxiliar es:
(defun dgop*dgop-loop (dgop1 dgop2 dgop bmark)
(if (and (natp dgop1)
(natp dgop2))
(cond ((zerop dgop1)
(logxor dgop (ash dgop2 bmark)))
((zerop dgop2)
(logxor dgop (ash dgop1 bmark)))
((evenp dgop1)
(dgop*dgop-loop (ash dgop1 -1) (ash dgop2 -1)
(if (oddp dgop2)
(+ dgop (ash 1 bmark))
dgop)
(+ bmark 1)))
(t (dgop*dgop-loop (ash dgop1 -1) dgop2
(+ dgop (ash 1 bmark)) (+ bmark 1))))
0))

Finalmente, la versión ACL2 de la función dgop*dgop no es más que una llamada
a la función auxiliar tomando los valores iniciales adecuados para las variables dgop
y bmark (que están indicados en la forma especial let de la deﬁnición original):
(defun dgop*dgop (dgop1 dgop2)
(dgop*dgop-loop dgop1 dgop2 0 0))

4.3

Veriﬁcación en ACL2

El algoritmo de composición de listas de degeneración que implementa la función
dgop*dgop no tiene nada que ver con la deﬁnición de composición de listas de degeneración planteada en la sección 2. Mientras que la deﬁnición original realiza una
aplicación sucesiva de operadores de degeneración sobre una lista de degeneración,
la función dgop*dgop realiza una mezcla de las listas de degeneración que recibe
como argumentos.
En ACL2, podemos veriﬁcar la corrección de la función dgop*dgop comprobando
que es equivalente a la deﬁnición dada en la sección 2. Para ello necesitamos deﬁnir
la composición de listas de degeneración siguiendo dicha deﬁnición. Deﬁnimos la
composición de listas de degeneración como el proceso recursivo de componer un
operador de degeneración con una lista de degeneración:
(defun cmp-ls-ls (ls1 ls2)
(cond ((endp ls1) ls2)
(t (cmp-s-ls (car ls1) (cmp-ls-ls (cdr ls1) ls2)))))

Por otro lado, la composición de un operador de degeneración con una lista de
degeneración consiste en aplicar la ecuación 𝜂𝑖 𝜂𝑗 = 𝜂𝑗+1 𝜂𝑖 , siempre que 𝑖 ≤ 𝑗:
(defun cmp-s-ls (s ls)
(cond ((endp ls) (list s))
((> s (car ls)) (cons s ls))
(t (cons (1+ (car ls)) (cmp-s-ls s (cdr ls))))))

Para poder expresar la equivalencia entre las funciones dgop*dgop y cmp-ls-ls
necesitamos disponer de funciones que implementen el cambio de representación
entre las listas de degeneración y su codiﬁcación basada en números naturales.
Para ello utilizamos versiones en ACL2 de funciones que tienen esta funcionalidad
en el sistema Kenzo. La función dgop-ext-int devuelve la codiﬁcación basada en
números naturales de una lista de degeneración y la función dgop-int-ext devuelve
la lista de degeneración asociada a un número natural.
La siguiente propiedad asegura el correcto funcionamiento de la función
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dgop*dgop y, al mismo tiempo, su equivalencia con la función cmp-ls-ls, módulo
el cambio de representación:
(defthm dgop*dgop-cmp-ls-ls
(implies (and (natp dgn1) (natp dgn2))
(equal (dgop*dgop dgn1 dgn2)
(dgop-ext-int (cmp-ls-ls (dgop-int-ext dgn1)
(dgop-int-ext dgn2))))))

Se pueden encontrar más detalles sobre la demostración de esta propiedad en [8],
ası́ como su desarrollo completo en http://www.cs.us.es/˜fmartin/acl2/kenzo.
4.4

Eﬁciencia en ACL2

La implementación en ACL2 de la composición de listas de degeneración presentada
en la sección 4.2 dista mucho, en lo que a eﬁciencia se reﬁere, de la versión implementada en Kenzo (tiene un grado de eﬁciencia del 33% con respecto a la original).
Entre las razones de esta diferencia destacamos: la implementación recursiva en
ACL2 frente a la iterativa en Kenzo; el uso en Kenzo de una variable global que
almacena los valores precalculados de 2𝑛 y la presencia de condiciones que aseguren
la deﬁnición total en ACL2.
Con respecto a la diferencia en la implementación no hay mucho que hacer.
La única forma de implementar en ACL2 un proceso iterativo es mediante una
función recursiva que lo simule. Aún cuando dicha función sea recursiva de cola y
el intérprete de Lisp en que está compilado el sistema ACL2 sea capaz de transformarla de forma automática en iterativa, la eﬁciencia del resultado obtenido es
notablemente inferior a la del original. En este caso, una reimplementación de la
versión de Kenzo cambiando únicamente el esquema iterativo por uno recursivo de
cola tiene un grado de eﬁciencia del 50% con respecto al original.
La versión implementada en Kenzo utiliza una variable global para almacenar
los resultados de las expresiones 2𝑛 . De esta forma se reemplaza el coste de realizar
el cálculo (exp 2 bmark) por el acceso en tiempo constante a dicha variable global
mediante la función 2-exp. Si bien en ACL2 no es posible utilizar variables globales,
se pueden utilizar los objetos de hebra simple (ver discusión sobre stobjs en [7])
para conseguir una funcionalidad similar. En este caso hemos creado el objeto
de hebra simple +2-exp+, cuyo valor inicial es el de una tabla con los resultados
de las expresiones 2𝑛 . Este objeto se incluye entre los argumentos de cualquier
función ACL2 en la que se vaya a utilizar, sin embargo dicho argumento se pasa por
referencia, evitando ası́ realizar copias del mismo.
La versión implementada en ACL2 incorpora condiciones iniciales que comprueban que los argumentos son del tipo correcto y ası́ garantizan que la deﬁnición es
total. Debido a la recursividad de la implementación, estas condiciones son comprobadas en más de una ocasión para una misma evaluación, aún cuando dichas
condiciones se mantienen a lo largo de toda la evaluación. Para evitar la comprobación innecesaria de estas condiciones se puede utilizar la directiva defexec [7]
que permite asociar un cuerpo ejecutable a una especiﬁcación lógica siempre que se
pueda demostrar su equivalencia bajo un conjunto de protecciones de ejecución. La
clave consiste en incluir las condiciones de tipo en este conjunto de protecciones de
ejecución.
La versión mejorada en ACL2 es la siguiente:
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(defexec dgop*dgop-loop-dfx-st (dgop1 dgop2 dgop bmark +2-exp+)
(declare (xargs :guard (and (natp dgop1) (natp dgop2) ...)))
(mbe :logic ... ; Versión lógica análoga a la presentada en la seccion 4.2
:exec (cond ((zerop dgop1) (logxor dgop (ash dgop2 bmark)))
((zerop dgop2) (logxor dgop (ash dgop1 bmark)))
((evenp dgop1) (dgop*dgop-loop-dfx-st (ash dgop1 -1) (ash dgop2 -1)
(if (oddp dgop2)
(+ dgop (tablei bmark +2-exp+))
dgop)
(+ bmark 1) +2-exp+))
(t (dgop*dgop-loop-dfx-st (ash dgop1 -1) dgop2
(+ dgop (tablei bmark +2-exp+))
(+ bmark 1) +2-exp+)))))

Ante esta expresión, el sistema ACL2 comprueba que bajo las protecciones de
ejecución, la versión lógica (:logic) es equivalente a la versión ejecutable (:exec).
A partir de ahı́, la versión lógica es utilizada en los procesos de razonamiento y la
ejecutable en los procesos de cálculo, mejorando ası́ la eﬁciencia del resultado. Esta
versión mejorada tiene un grado de eﬁciencia del 46% con respecto al original.

5

Conclusiones y trabajo futuro

El trabajo realizado demuestra que es posible realizar implementaciones veriﬁcadas
en ACL2 de algoritmos complejos. En este caso de estudio, la versión mejorada en
ACL2 tiene un grado de eﬁciencia del 46% con respecto al original. Este resultado es
satisfactorio si se tiene en cuenta que la diferencia entre la implementación iterativa
original y la recursiva en ACL2 supone una reducción del 50% de eﬁciencia, contando
además con la veriﬁcación de sus propiedades.
Si bien como continuación inmediata de este trabajo se plantea utilizar esta
metodologı́a para veriﬁcar otras implementaciones dentro del sistema Kenzo, quedan
abiertas otras cuestiones como la mejora del proceso de transformación automática
entre las implementaciones iterativas y recursivas de cola o el uso de objetos de
hebra simple para implementar procesos de actualización destructiva.
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Abstract
Transformation of programs among diﬀerent paradigms has been widely studied in academic research and
education. The interest on Datalog has recently increased as a speciﬁcation language for expressing,
in just a few lines, complex interprocedural analyses involving dynamically created objects. In real-world
problems, the Datalog rules encoding a particular analysis must be solved generally under a huge set of
Datalog facts that are automatically extracted from the analyzed program (e.g. pointer dependencies).
In that context, this work aims at exploiting Maude’s capabilities for supporting eﬃcient evaluation
of Datalog queries. We demonstrate how, starting from an almost straightforward transformation of
Datalog programs into Maude speciﬁcations, we are able to achieve a highly eﬃcient version.

1

Introduction

Datalog [9] has lately focused attention as a means to specifying static analysis

in a very succinct way (just a few clauses), compared to traditional imperative
approaches. The main advantage of formulating data-ﬂow analyses as a Datalog
query is that analyses that take hundreds of lines of code in a traditional language
can be expressed in a few lines of Datalog code [11]. This static analysis approach
implies to recover from the program all the information of interest as a (huge)
set of facts which must be handled eﬀectively by the solver. This paper aims at
taking advantage of Maude’s features for the eﬃcient evaluation of Datalog queries.
Transformation of programs among diﬀerent paradigms, and in particular from logic
programs to rewriting theories, has been widely studied in academic research and
education. In this work, we demonstrate the impact of diﬀerent implementation
choices under our working constraints, i.e., heavy data load (sets of hundreds of
facts) and just a few clauses coding the analysis to be carried out.
Logic and functional programming are both instances of rule-based, declarative
programming and hence it is not surprising that the relationship between them has
been studied. However, their operational principle diﬀers: logic programming is
1
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based on resolution whereas functional programs are executed by term rewriting.
There exist many proposals for transforming logic programs into rewriting theories
[5,8,10]. These transformations aim at reusing the infrastructure of term rewriting
systems to run the (transformed) logic program while preserving the intended observable behavior (e.g. termination, computed answers, etc). Traditionally, translations of logic programs into functional ones are based on imposing an input/output
relation among the parameters of the original program [10]. However, one distinguished feature of Datalog programs burdening the transformation is that predicate
arguments are not moded: they can be used both as input or output parameters.
One recent transformation that does not impose an input/output direction for
binding parameters was presented in [8]. The authors deﬁned a transformation
from deﬁnite logic programs into (inﬁnitary) term rewriting for the termination
analysis of logic programs. Contrary to our approach, the transformation of [8]
is not concerned with preserving the computed answers, but only the termination
behavior. Moreover, [8] does not tackle the problem of eﬃciently encoding logic
programs containing a huge amount of facts in a rewriting-based infrastructure.
In previous work [2], we developed a Datalog query solving technique which
is based on Boolean Equation Systems (Bess) [3]. Although the correspondence
between answering a Datalog query and solving a Bes can be established naturally,
the main limitation of this approach is in the diﬃculty to combine indexed and linked
data structures in order to schedule suitable optimizations which ensure that only
useful combination of facts are simultaneously considered. In this paper, we stay
at a higher level of reasoning in the sense that we transform a high-level Datalog
program into another high-level Maude program.
In Section 2, we present the running Datalog program example that we use to
illustrate the transformations. that are introduced by increasing order of eﬃciency.
Section 3 describes a quite straightforward, rule-based transformation and Section 4
replaces backtracking operations of conditional rules by equations. We conclude
with some experiments and further directions of research in Section 5.

2

The DATALOG example

Let us introduce the running Datalog program example that we use along the
paper. This program deﬁnes a simple, context-insensitive, inclusion-based pointer
analysis for an object-oriented language such as Java. This analysis is deﬁned by
the following predicate vP/2 representing the fact that a program variable points
directly (via vP0/2) or indirectly (via a/2) to a given position in the heap:
vP(Var,Heap) :- vP0(Var,Heap).
vP(Var1,Heap) :- a(Var1,Var2),vP(Var2,Heap).

The predicates a/2 and vP0/2 are deﬁned extensionally by a number of facts that are
automatically extracted from the original program being statically analyzed. The
intuition is that the a/2 predicate represents a direct assignment from a program
variable to another variable, whereas vP0/2 represents newly created pointers within
the analyzed (object-oriented) program from a program variable to the heap. The
following code excerpt contains a number of Datalog facts complementing the above
pointer analysis description for a particular object-oriented example program.
a(v1,v2).

a(v1,v3).

vP0(v2,h5).
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In the considered Datalog analysis program, a query typically consists in computing the objects in the heap pointed by a speciﬁc variable. We write such a query
as ?- vP(v1,Heap).. The expected outcome of this query is the set of all possible
answers, i.e., the set of substitutions mapping the variable Heap to constants satisfying the query. In the example, the set of computed answers for the considered
query is {{Heap/h4},{Heap/h5}}. Another possible query is ?- vP(Var,h5). ,
where h5 stands for a heap object. The solver is expected to compute which are
the variables in the analyzed program that can point to the object h5.
Similarly to [8], our goal is to deﬁne a mode-independent transformation for
deﬁnite (Datalog) logic programs in order to keep the possibility of running both
kinds of queries. Since variables in rewriting logic are input-only parameters, we
cannot use them to encode logic variables of Datalog. We do it by following the
standard approach based on deﬁning a ground representation for logic variables [4].

3

The rule-based approximation

As explained above, we are interested in recovering all the answers for a given
query. The naı̈ve approach consists in encoding the Datalog clauses as Maude
conditional rules, and then use the Maude search command in order to mimic all
possible executions of the Datalog program.
Let us ﬁrst introduce our representation of variables and constants of a Datalog
program as ground terms of a given sort in Maude. We deﬁne the sorts Variable
and Constant to speciﬁcally represent in Maude the variables and constants of the
original Datalog program, whereas the sort Term represents Datalog terms.
sorts Variable Constant Term .
subsort Variable Constant < Term .

In order to construct the elements of the Variable and Constant sorts, we introduce
two constructor symbols: Datalog constants are represented as Maude Quoted
Identiﬁers (Qids), whereas logical variables are encoded in Maude by means of the
constructor symbol v. These constructor symbols are speciﬁed in Maude as follows:
subsort Qid < Constant .
--- Every Qid is a Constant
op v : Qid -> Variable [ctor] . --- v(q) is a Variable if q is a Qid
op v : Term Term -> Variable [ctor] .

The last line of the code excerpt above allows us to build variable terms of the form
v(T1,T2) where both T1 and T2 are Terms. This is used to ensure that the ground
representation in Maude for existentially quantiﬁed variables appearing in the body
of the Datalog clauses is unique to the whole Maude speciﬁcation.
Having ground terms representing variables, we still lack a way to collect the
answers for an output variable. In our formulation, the answers are stored within the
term representing the ongoing partial computation of the Maude program. Thus,
we represent a (partial) answer for the original Datalog query as a sequence of
equations (answer constraint) that represents the substitution of (logical) variables
by (logical) constants computed during the program execution:
:
op =
op success :
op ,
:

Term Constant -> Constraint .
-> Constraint [ctor] .
Constraint Constraint -> Constraint [assoc comm id:

success] .

Note that the operator , has identity element success and obeys the laws of
associativity and commutativity.
Let us now introduce the translation of Datalog programs into Maude. Since
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we want to simulate the non-determinism of Datalog by using the Maude builtin breadth-ﬁrst search, we translate as Maude rules the original Datalog clauses.
Maude’s search command will take care of trying all the possible combinations
of them, providing us with the diﬀerent solutions. In a Datalog program, the
execution of the diﬀerent clauses or facts for a given predicate symbol is potentially
non-deterministic, so we deﬁne a one-to-one correspondence between each clause and
fact with a Maude rule. Considering the running example, we deﬁne the following
function symbols in Maude for the predicates vP/2, vP0/2 and a/2:
op vP vP0 a :

Term Term -> Constraint .

Note that it would be useless to carry out partial answers that are not correct. A
correct answer is a constraint in which there are no irreconcilable variable bindings.
In logic programming this is implicit within the uniﬁcation mechanism. In our
transformation, we need an alternative mechanism. We use Maude conditional
rules to encode simple consistency restrictions. Given a Constraint element, the
function isConsistent checks whether the constraint is consistent or not:
op
eq
ceq
ceq
ceq

isConsistent : Constraint -> Bool .
isConsistent(success) = true .
isConsistent((X = Cte1) , (X = Cte2) , C) = false if Cte1 =/= Cte2 .
isConsistent((Cte1 = Cte2) , C) = false if Cte1 =/= Cte2 .
isConsistent((T = Cte) , C) = true if isConsistent(C) [owise] .

Using this function, we can easily express the conditional rules encoding the original
Datalog clauses. For the running example, we obtain the following rules:
crl vP(T1,T2) => C if vP0(T1,T2) => C /\ isConsistent(C).
crl vP(T1,T2) => (v(T1,T2) = Cte) , C1 , C2 if
a(T1,v(T1,T2)) => ((v(T1,T2) = Cte) , C1) /\ isConsistent((v(T1,T2) = Cte) , C1) /\
vP(Cte,T2) => C2 /\ isConsistent((v(T1,T2) = Cte) , C1 , C2) .

Each Datalog clause is in one-to-one correspondence with a Maude conditional
rule. The ﬁrst rule rewrites the predicate vP to the constraint C whenever C is a
consistent result for the term vP0(T1,T2). Since the second Datalog clause has
two body subgoals, its rule condition is a bit more involved. On one hand, we
impose a left-to-right evaluation strategy similar to Prolog. On the other hand, the
second Datalog clause has a free variable, namely Var2. As a consequence, the
ﬁrst redex a(T1,v(T1,T2)) will be reduced to a constraint that assigns a constant
to the free variable v(T1,T2) representing Var2. Then, this value is propagated to
the next condition, which is a recursive call to the vP predicate.
Up to this point, we have discussed how to encode in Maude the terms and
clauses of a Datalog program. Let us now proceed with the translation of the
set of (ground) facts of a Datalog program. Each fact represents an assignment
of constants to predicate’s parameters making the predicate true. In our naı̈ve
approach, a fact is represented as a Maude rule rewriting the predicate to the
assignment of constants to the predicate’s arguments:
rl
rl
rl
rl

a(T1,T2)
a(T1,T2)
vP0(T1,T2)
vP0(T1,T2)

=>
=>
=>
=>

(
(
(
(

T1
T1
T1
T1

=
=
=
=

’v1
’v1
’v2
’v3

)
)
)
)

,
,
,
,

T2
T2
T2
T2

=
=
=
=

’v2
’v3
’h5
’h4

.
.
.
.

We use non-conditional Maude rules because substitution’s consistency does not
need to be checked at the level of facts, being already checked at the clause level.
Nevertheless, we have found experimentally that using conditional rules with a
simple check of consistency is signiﬁcantly more eﬃcient than using non-conditional
rules. Following this idea, facts are deﬁned in the example as follows:
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crl a(T1,T2) => ( T1 = ’v1 ) , T2 = ’v2
if (T1 == ’v1 or T1 :: Variable) and (T2 == ’v2 or T2 ::

Variable) .

Once the transformation of Datalog programs into Maude speciﬁcations is performed, we use the Maude search command to evaluate the query to be solved.
For example, to compute all objects in memory that are pointed by a given variable
of the object-oriented program under analysis, we write the following command:
search vP(v(’variable),v(’heap)) =>*
(v(’variable) = C1:Constant) , (v(’heap) = C2:Constant) , X:Constraint .

This command looks for every possible reduction of the query leading to a constraint that represents the solution for the variable of interest. We have tested this
transformation over diﬀerent sized sets of facts, getting the following results:
Facts per predicate
Time

100
1.4 sec.

150
4.5 sec.

200
10.9 sec.

Since our ﬁnal goal is to deal with programs consisting of a huge number of facts
(bigger than 104 facts), the results of this naı̈ve transformation are not satisfactory.
We have learned that the use of rules (especially conditional ones) under backtracking for the exploration of the search space unbearably penalizes the execution time
of Maude programs. Hence, one way to improve our transformation is to move to
an equation-based representation.

4

The equation-based transformation

Diﬀerently from the rule-based approach, we do not check explicitly for the consistency of a constraint. Instead, we use simpliﬁcation equations that collapse every
inconsistent constraint into false while building (partial) answers. We also set a hierarchy of subsorts that allows us to identify trivial constraints whenever possible,
improving the overall performance. The resulting Maude speciﬁcation is 3 :
sorts Constraint EmptyConstraint NonEmptyConstraint TConstraint FConstraint .
subsort EmptyConstraint NonEmptyConstraint < Constraint .
subsort TConstraint FConstraint < EmptyConstraint .
op = : Term Constant -> NonEmptyConstraint .
op T : -> TConstraint .
op F : -> FConstraint .
...
eq (Cte = Cte) = T .
--- Simplification
eq (Cte1 = Cte2) = F [owise] .
--- Unsatisfiability
eq NEC,NEC = NEC .
--- Idempotency
eq F,NEC = F .
--- Zero element
eq F,F = F .
--- Simplification
eq (V = Cte1),(V = Cte2) = F [owise] .--- Unsatisfiability

Since equations in Maude are run deterministically, all the non-determinism
of the original Datalog program has to be embedded into the carried constraints
themselves. This means that, at each execution point, we need to carry on not only
a single answer, but all the possible (partial) answers. To this end, we introduce the
notion of set of answer constraints implementing a new sort called ConstraintSet.
sorts ConstraintSet EmptyConstraintSet NonEmptyConstraintSet .
subsort EmptyConstraintSet NonEmptyConstraintSet < ConstraintSet .
subsort NonEmptyConstraint TConstraint < NonEmptyConstraintSet .
subsort FConstraint < EmptyConstraintSet .
op ; :
op ; :

ConstraintSet ConstraintSet -> ConstraintSet [assoc comm id: F] .
NonEmptyConstraintSet ConstraintSet -> NonEmptyConstraintSet [assoc comm id:

var NECS : NonEmptyConstraintSet .
eq NECS ; NECS = NECS .

3

--- Idempotency

The complete speciﬁcation can be found in [1].
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It is easy to grasp the intuition behind the diﬀerent sorts and subsort relations
in the above fragment of Maude code. The operator ; represents the union of
constraints. The associativity, commutativity and (the existence of an) identity
element properties of ; can be easily expressed by using ACU 4 attributes in Maude,
thus simplifying the equational speciﬁcation and achieving better eﬃciency. We
express the idempotency property of the operator ; by a speciﬁc equation on
variables from the NonEmptyConstraintSet subsort.
In order to incrementally add new constraints along the program execution, we
deﬁne the composition operator x as follows:
op x :

ConstraintSet ConstraintSet -> ConstraintSet [assoc] .

var CS
:
var NECS1 NECS2
:
var NEC NEC1 NEC2 :
eq
eq
eq
eq
eq

ConstraintSet .
NonEmptyConstraintSet .
NonEmptyConstraint .

F x CS = F .
CS x F = F .
F x F = F .
NEC1 x (NEC2 ; CS) = (NEC1 , NEC2) ; (NEC1 x CS) .
(NEC ; NECS1) x NECS2 = (NEC x NECS2) ; (NECS1 x NECS2) .

-----------

L-Zero element
R-Zero element
Double-Zero
L-Distributive
R-Distributive

In order to mimic the standard left-to-right 5 execution order of the subgoals
in the body of the Datalog clauses, the ﬁrst naı̈ve idea is trying to translate each
Datalog clause into a conditional equation. Unfortunately, the execution of these
kind of equations suﬀers an important penalty within the rewriting machinery of
Maude that dramatically slows down the overall performance of the computation.
In order to obtain better performance, we disregard conditional equations in favor
of non-conditional ones and impose an evaluation order by means of some auxiliary
unraveling [6] functions, that stepwisely evaluate each call and propagate the (partially) computed information. We rely on pattern matching to ensure that a call is
executed only when the previous one has been solved.
For each Datalog predicate, we introduce one equation representing the disjunction of the possible answers delivered by all the clauses deﬁning that predicate.
In this way, we generate as many auxiliary functions as diﬀerent clauses deﬁne the
Datalog predicate. For instance, the answers for vP/2 in the example are the union
of the answers of functions vPc1 and vPc2, representing the calls to the ﬁrst and
second Datalog clauses of the running example, respectively:
eq vP(T1,T2) = vPc1(T1,T2) ; vPc2(T1,T2) .

The speciﬁcation for the ﬁrst clause vPc1 is given by
eq vPc1(T1,T2) = vP0(T1,T2) .

The transformation for the second clause of the program, represented by vPc2, is
a bit more elaborated. First, it contains more than one subgoal, thus we need an
auxiliary function to impose the execution order. Second, it contains an existentially
quantiﬁed variable that carries information from one subgoal to the next.
eq vPc2(T1,T2) = vPc2s1(T1,T2) .
eq vPc2s1(T1,T2) = vPc2s2(a(T1,v(T1,T2)),T1 T2) .
eq vPc2s2(((v(T1,T2) = Cte) , C) ; CS, T1 T2) =
(vP(Cte,T1 T2) x ((v(T1,T2) = Cte) , C)) ; vPc2s2(CS,T1 T2) .
eq vPc2s2(F,T1 T2) = F .

As one can observe, vPc2 calls to vPc2s1, whose deﬁnition mirrors the execution of
the ﬁrst subgoal, carrying the (partial) set of answers to the second subgoal in the
4
5

Equational axioms of associativity, commutativity and identity.
This is the way some Datalog solvers such as Xsb [7] work.
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ﬁrst argument of the call vPc2s2. Then, the two arguments of vPc2s2 contain the
(partial) answers resulting from the resolution of a(T1,v(T1,T2)), and the list of
parameters in the head of the original clause. In the pattern at the left-hand side of
the equation vPc2s2, the use of the term v(T1,T2), representing the existentially
quantiﬁed variable Var2 of the original Datalog program, is the key for carrying
the computed information from one subgoal to the subsequent subgoals where the
variable occurs. Actually, it allows us to control the recursion over vP in vPc2s2
by constraining it to the value calculated by a(T1,v(T1,T2)). Note that vPc2s2 is
deﬁned to receive the value of the shared variable on the pattern ((V = Cte) , C)
; CS). The recursion over vPc2s2 is needed because its ﬁrst argument represents all
the possible answers computed by a(T1,v(T1,T2)), thus we recursively compute
each solution and use the constraints composition operator previously deﬁned to
combine them. The formal deﬁnition of the transformation can be found in [1].
Similarly to clauses, the set of facts deﬁning a particular predicate represent
non-deterministic choices and hence, they cannot be translated one-to-one into
equations, since equations are evaluated deterministically. We transform them by
joining all non-deterministic choices into a set of answer constraints. Considering
the running example, facts are transformed as follows:
eq a(T1,T2)
= ((T1 = ’v1) , (T2 = ’v2)) ; ((T1 = ’v1) , (T2 = ’v3)) .
eq vP0(T1,T2) = ((T1 = ’v2) , (T2 = ’h5)) ; ((T1 = ’v3) , (T2 = ’h4)) .

In order to execute a query in the transformed program, we call the Maude reduce
command. The query that computes all positions to which each variable can pointto can be written in Maude as follows:
reduce vP(v(’variable),v(’heap)) .

We have run this transformation over diﬀerent numbers of facts and for the given
query we got the results presented in Table 1. These results are much better than the
Table 1
Execution time (sec.) for the equational implementation.
Facts per predicate
100
150
200
Time
0.2 sec.
0.8 sec.
1.7 sec.

previous ones thanks to the use of non-conditional equations. Nevertheless, although
encouraging, the results are not yet good enough for the eﬃciency requirements we
have in static analysis for large (Java) programs.
We performed a last optimization with Maude’s memoization capabilities [4]. As
it is expected that the subgoal vP(X,Y) will be reduced many times in the recursive
calls, we mark the operator representing it as a memoized one:
op vP : Term Term -> ConstraintSet [memo].

This means that Maude stores each call to vP(X,Y) together with its normal form.
Thus, when Maude ﬁnds a memoized call it won’t reduce it but just replace it with
its irreducible form, saving a great amount of rewrites.
We have run again the same tests with this little modiﬁcation and we got the
results presented in Table 2. This allows us to gain another order of magnitude in
execution time with respect to the previous version.
Table 2
Execution time (sec.) for the equational implementation with memoization.
Facts per predicate
100
150
200
400
800
Time
0.01 sec.
0.01 sec.
0.02 sec.
0.08 sec.
0.6 sec.

21
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We want to mention that, as the number of facts increases, the time required
to read them by the Maude interpreter dominates signiﬁcantly over the resolution
time. Execution times presented in Tables 1 and 2 exclude the time spent for loading
the speciﬁcation. For instance, Maude inverts 95% (11.4 sec.) of the total execution
time (12 sec.) in reading and preparing a ﬁle with 800 facts before rewriting it.

5

Conclusion

In this work we have outlined diﬀerent transformations from Datalog programs
to Maude speciﬁcations in the context of Datalog-based static analysis. These
transformations are presented from the straightforward implementation to most
eﬃcient ones, simulating the steps we followed during the development process. We
also describe some encountered diﬃculties and adopted solutions.
The main advantage of the rule-based approximation is its intuitive correspondence to the original Datalog program, whereas the equational approach, although
less straightforward, is several orders of magnitude faster than the latter. Nevertheless, even our best implementation, that handles programs with several hundreds of
facts, is not suﬃciently competitive compared to traditional solvers.
As a future work, we plan to use a more compact representation of the facts
in order to minimize the signiﬁcant execution time spent in the present version
to load them. We can also explore the impact of more sophisticated optimization
techniques like tail-recursion or memoization (at the logical level).
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[1] M. Alpuente, M.A. Feliú, C. Joubert, and A. Villanueva. Deﬁning Datalog in Rewriting Logic. In D. de
Schreye, editor, Proc. of 19th Int’l Symposium on Logic-Based Program Synthesis and Transformation
(LOPSTR’09), vol. to appear, 2009.
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Abstract
An extensible hierarchical exceptions proposal has been recently incoporated as the standard in the latest
release of the GHC Haskell compiler. We discuss a signiﬁcant shortcoming of this approach, the loss of static
coverage-checking by the compiler, and show how to deal with it by extending the approach with explicitly
typed exceptions. In our proposal, exceptions show up in the type of functions, and the compiler is able
to check that every exception is eventually handled. In other words, what for other languages is a native
feature of the language, for Haskell is just a simple library. We accomplish this in Haskell 98 extended
with multi parameter type classes and overlapping instances; no other extensions to the type system are
necessary.
Keywords: functional programming, monads, exceptions

1

Introduction

Even well-typed programs may on occasions fail. Error handling is a time-consuming
task as one must check that the result of a function call has not failed before
continuing with the rest of a computation. As an example, let us consider a tiny
interpreter of arithmetic addition and division.
data Expr = Add Expr Expr | Div Expr Expr | Val Double
eval0 (Val x)
= x
eval0 (Add e1 e2) = eval0 e1 + eval0 e2
eval0 (Div e1 e2) = eval0 e1 / eval0 e2
When done naively, error handling results in a cascade of nested if/case expressions which obscure the essential intention of the code. Let us demonstrate this by
extending the Div equation to check that the divisor is not zero.
data ArithError = DivideByZero | ...
1
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eval1 :: Expr -> Either ArithError Double
eval1 (Val x) = Right x
eval1 (Add a1 a2) =
case (eval1 a1, eval1 a2) of
(Right v1, Right v2) -> Right (v1+v2)
(Left e, _) -> Left e
(_, Left e) -> Left e
eval1 (Div a1 a2) =
case (eval1 a1, eval1 a2) of
(_, Right 0) -> Left DivideByZero
(Right v1, Right v2) -> Right (v1/v2)
(Left e, _) -> Left e
(_, Left e) -> Left e
Now every call to eval1 can result in an error and the code must check whether
this is the case before continuing. For this reason nowadays most programming
languages feature a mechanism based on the well-known notion of exceptions. Arguably in Haskell the need is much less pressing, thanks to the widespread use of
monads [6] to hide the noise introduced by error handling and even provide exceptions as a library. A monad is a parameterized type constructor m of computations
that support the following two operations.
return :: a -> m a
>>=
:: m a -> (a -> m b) -> m b
return x creates the unit computation that returns a value x, and >>= (pronounced
bind) maps a monadic function over a computation, creating a new composite computation. Monads are extremely useful to model a number of computational effects. For instance, MonadError models exceptions via two additional operations
throwError and catchError.
throwError :: MonadError e m => e -> m a
catchError :: MonadError e m => m a -> (e -> m a) -> m a
Haskell includes the so-called do notation, syntactic sugar to simplify programming with monads. The use of bind is implicit in do notation; for instance, the
expression getContents >>= \x -> return (length x) is written more conveniently as do {x <- getContents; return (length x);}. Using do notation and
the MonadError operations we can rewrite eval1 in monadic style succesfully hiding
the error handling noise.
eval2 :: MonadError ArithError m => Expr -> m Double
eval2 (Val x) = return x
eval2 (Add a1 a2) = do
v1 <- eval2 a1
v2 <- eval2 a2
return (v1 + v2)
eval2 (Div a1 a2) = do
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v1 <- eval2 a1
v2 <- eval2 a2
if v2 == 0 then throwError DivideByZero else return (v1 / v2)
For a number of reasons however, MonadError has never been very popular
among Haskell programmers. We blame this to the fact that it is not easy to
combine computations throwing diﬀerent types of exceptions. One must introduce
a new datatype to assimilate every possible exception type. Suppose we want to
pair eval2 with a parser for expressions which can throw a ParseError.
parseExpr :: MonadError ParseError m => String -> m Expr
Since the type of exceptions is not the same, we are forced to introduce a new
datatype to carry either a ParseError or an ArithError, and lift all the monadic
operations to use this new error type.
data PAError = ParseError ParseError | ArithError ArithError
liftParse :: MonadError PAError m => String -> m Expr
liftParse = ...
liftEval :: MonadError PAError m => Expr
-> m Double
liftEval = ...
Aside from the extra boilerplate code and naming overhead, now the programmer
is forced to handle both parse errors and arithmetic errors every time he uses catch
in such a computation, even if the parsing stage has already been completed and
thus parsing errors cannot arise anymore.
Exception coverage
The compiler will emit a warning or an error if one constructs an exception
handler which does not handle all the possible exception types. In these notes we call
this feature static exception coverage, or simply exception coverage. Languages such
as Java and C# provide exception coverage via exception-speciﬁc type annotations
produced by the compiler, which result in type errors if exceptions are not eventually
handled. The MonadError class provides exception coverage via totality checking of
pattern matching in the handlers, which is also done by the Haskell compiler. This
solution is strictly inferior since in Java one can handle a subset of the exceptions
thrown by a computation, while in a MonadError computation as we have seen
we cannot have sets of exceptions. Therefore we claim that the adoption of the
approach above to combine diﬀerent exception types in MonadError amounts to
giving up exception coverage.
Native exceptions
Since the introducion of monadic IO, Haskell has also supported native exceptions inside the IO monad. These are not modeled by a monad; it is the actual
runtime who takes care of doing stack unrolling. The Exception type is abstract
and ﬁxed and the primitives throwIO and catchIO have the following signatures.
throwIO :: Exception -> IO a
catchIO :: IO a -> (Exception -> IO a) -> IO a
Native exceptions as shown above also suﬀer of poor exception coverage and composability. In its latest incarnation (6.10), the Glasgow Haskell Compiler features a
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new library for extensible hierarchical exceptions [5], which solves the composability
problem by introducing dynamically typed exceptions and exception handlers, but
in the process it also gives up on exception coverage.
In these notes, we propose a schema to restore exception coverage, providing
annotations of the exceptions thrown by a computation in its types, as well as the
ability to handle only a subset of them. The mechanism for exception coverage
is not based on pattern matching but on type constraints, and it is purely static;
it involves absolutely no performance penalties at runtime. We recall extensible
exceptions in Section 2, then in Section 3 our scheme is introduced and applied to
extensible exceptions. In Section 4 we propose a design for a better MonadError
combining extensible exceptions with our scheme, and Section 5 concludes.
1.1

Extensible Hierarchical Exceptions

The topic of native exceptions in Haskell 98 is studied in detail by Marlow [5]. Marlow identiﬁes several deﬁciencies including already the lack of exception coverage.
The main one is that since the Exception type is ﬁxed to roughly a string type,
programmers are forced to fall back to nasty hacks, e.g. serialization techniques, if
they want to have their own exception types.
From the deﬁciencies identiﬁed, Marlow constructs a list of desirable requirements, and designs an encoding of exceptions which satisﬁes them. The requirements can be summed up as extensibility and hierarchy. That is, in addition to an
extensible exception type, one also wants it to be hierarchical; it is very natural to
model exceptions as a hierarchy and be able to deﬁne handlers which catch entire
sets of exceptions. Unfortunately exception coverage is not included in the list of
requirements.
In the following we introduce the essential aspects of the encoding, in order to
make apparent why it gives up exception coverage.
Firstly we replace the ﬁxed Exception type with a class of types.
class (Typeable a, Show a) => Exception a where
toException
:: a -> SomeException
fromException :: SomeException -> Maybe a
The Exception class has two methods but they come equipped with suitable
defaults. Most user code need not override them. Types which wish to belong
to this class need only to belong also to the Show and Typeable classes. That is,
they must be equipped with an operation to serialize a value to a string, and they
must support dynamic typing 3 . As an example, in order to make ArithError an
instance of Exception we only need to declare it as follows.
data ArithError = DivOverflow | ...
instance Exception ArithError

deriving (Show,Typeable)

Throwing and catching exceptions is straightforward, the only thing to note is
that since exceptions are now dinamically typed, a type annotation is included to
pin down the type of the handler.
3 Typeable is the standard encoding of dynamic typing in Haskell, providing operations to reify a type as
well as type casting.
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newtype EIO l a = EIO {runEIO::IO a} deriving (Functor, Monad)
class Exception e => Throws e s
throwEIO :: (Throws e l, Exception e) => e -> EIO l a
throwEIO e = EIO (Control.Exception.throw e)
data Caught e l
instance Exception e => Throws e (Caught e l)
instance Throws e l => Throws e (Caught e1 l)
instance Exception e => Throws e (Caught SomeException l)
catchEIO :: Exception e =>
EIO (Caught e l) a -> (e -> EIO l a) -> EIO l a
catchEIO (EIO action) h = EIO (primCatch action (runEIO . h))
where primCatch = Control.Exception.catch

Fig. 1: EIO Monad
throw DivOverflow ‘catch‘ \(e :: ArithError) -> print e
catch and throw are deﬁned on top of the primitives throwIO and catchIO introduced before. Exceptions are boxed in the existential container SomeException, and
the underlying implementation works with this single, ﬁxed type. SomeException
also serves as the root of the exception hierarchy: every exception type introduced
by the user is a subclass. Under this scheme, we deﬁne throw as follows.
data SomeException -- left abstract for our purposes
throw e = primThrow (SomeException e)
catch is deﬁned in a similar way with the help of the dynamic cast operation
provided by Typeable.
And now it should be clear why exception coverage is lost. Since the type
checker does not know anything about the type of exceptions being thrown by a
computation, it cannot perform any coverage at all. Pattern matching completeness
checking does not suﬃce here anymore: since now there is no way to determine
statically the list of exceptions a computation can throw, it is not possible to use
this information to guarantee coverage.

2

Explicitly Typed Exceptions

Our position is that the list of requirements given in [5] is missing two essential
points, which are even provided by the simplistic MonadError solution:
∙

statically determine the exceptions a computation can throw.

∙

statically check that every exception which can be thrown is eventually handled.

In this section we discuss a lightweight extension to the extensible exceptions
framework in order to cover these two requirements. The main idea is to track the
list of exceptions that a function can raise in its own type. This directly satisﬁes
the ﬁrst point above, but also the second one, at least indirectly, since now one can
construct a run function the type of which demands that the computation to be
run is exception-free. In order to track the list of exceptions we will, unsurprisingly,
be using a monad, the monad EIO of computations with explicit exceptions.
Figure 1 contains all the code related to the EIO monad. EIO is declared as
a newtype wrapper around IO, but with an extra phantom [4] type parameter.
Therefore it is a Monad and a Functor by construction. The phantom variable
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class (Monad m, Exception e) => MonadThrow e m where

throw :: e -> m a

instance Exception e => MonadThrow e IO where throw = Control.Exception.throw
instance Throws e l

=> MonadThrow e (EIO l) where throw = throwEIO

Fig. 2: MonadThrow
l will be used to keep track of the list of exceptions, attached as Throws type
constraints.
Our throwEIO function is on the surface nothing more than the standard throw
primitive. But its type signature additionally attaches a Throws constraint to the
l parameter of the resulting computation.
Now we need a deﬁnition of catch that, in addition to capturing the exception at
run time, removes it from the set of constraints at type checking time. We introduce
a datatype Caught with no constructors as a witness of the fact that an exception
is captured and thus can be removed from the constraint set. The instances of
Throws explain this story to the compiler. The ﬁrst instance states that Caught e l
removes exception e, the second one states that any other exception e1 remains,
and the third one states that SomeException is the parent of the hierarchy and
capturing it removes all exceptions. As with throwEIO, catchEIO is nothing more
than the underlying catch with a bit more structure at the type level.
Finally, the runEIO function’runs’ a EIO computation m returning a plain IO
computation. Operationally runEIO is the identity function, but additionally the
typechecker ensures that m cannot fail with an uncaught exception. For instance,
if we take the code for eval2, replace the uses of throwError by throwEIO, and
rename the result to eval3 4 , then trying to compute the evaluation of an expression
with eval3 without handling the DivideByZero exception will result in a compile
time error.
> :t runEIO (eval3 (Val 1))
No instance for (Throws ArithError l)
Once we handle the exception, the computation is exception-free and the expression typechecks.
> :t runEIO (eval3 (Val 1) ‘catchEIO‘ \DivideByZero -> return (-1))
....:: IO Double
It is important that the primitives for throwing and handling exceptions are always the same, regardless of the types involved 5 . In ﬁgure 2 we generalize throwEIO
by means of the MonadThrow type class and provide two instances, one for EIO and
one for lean and mean IO.
Can we generalize the type of catchEIO to a suitable type class? Yes, we can,
but we need to rely on either Funcional Dependencies (FDs) [3] or Associated Types
(ATs) [1] in order to preserve type inference. Figure 3 shows an encoding with FDs.
We close this section by noting that the EIO type must be kept abstract in
order to ensure that there is no way to make the type checker “forget” about the
exceptions. Otherwise one could always deﬁne the following function which just
4
5

we omit the code for eval3 due to the lack of space
This is actually one of Marlow’s requirements
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class (Exception e, Monad m, Monad m’) => MonadCatch e m m’ | e m -> m’, e m’ -> m where
catch :: m a -> (e -> m’ a) -> m’ a
instance Exception e => MonadCatch e IO IO where
catch = Control.Exception.catch
instance Exception e => MonadCatch e (EIO (Caught e l)) (EIO l)
where catch = catchEIO

Fig. 3: MonadCatch with Functional Dependencies
newtype EM l a = EM {runEM :: Either SomeException a}
instance (Exception e, Throws e l) => MonadThrow e (EM l) where
throw = EM . Left . toException
instance Exception e => MonadCatch e (EM (Caught e l)) (EM l) where
catch (EM(Right x)) h = EM (Right x)
catch (EM(Left e)) h = case fromException e of
Nothing -> EM (Left e)
Just e’ -> h e’

Fig. 4: Improved MonadError
ignores any Throws constraints of a computation and runs it.
unsafeRunEIO :: EIO (Caught SomeException l) a -> IO a
unsafeRunEIO (EIO c) = c
2.1

Dealing with the hierarchy of exceptions

The design proposed by Marlow allows for a limited form of exception subtyping
based on a hierarchy of layers of existential type wrappers. For instance, we may
wish to keep track of whether an overﬂow exception comes from a sum or from a
division, by deﬁning an exception Overflow and two subclasses SumOverflow and
DivisionOverflow. This is done by creating a new existential wrapper Overflow
which will be used as an intermediate layer before SomeException.
data OverflowException -- left abstract for our purposes
data SumOverflow
= SumOverflow
deriving (Show, Typeable)
data DivisionOverflow = DivisionOverflow deriving (Show, Typeable)
It is not essential to describe the encoding here in any further detail. The only
relevant bit is that it is not possible to learn from the types any information about
the subtyping relation. That is, when an exception e is handled, we would like to
remove the Throws e constraint, and the Throws constraints for all the subclasses
of e, but unfortunately there is no way to ﬁnd out which are the subclasses of
an exception. Since this information is not readily available, we need to ask the
programmer to “introduce” it manually. This is far from ideal, but fortunately not
too hard. We introduce a Throws instance for every ancestor-child relation. For the
overﬂow example, this means we need two Throws instances.
instance Throws SumOverflow
(Caught OverflowException l)
instance Throws DivisionOverflow (Caught OverflowException l)
To simplify the treatment of multi level hierarchies it would be desirable to
declare Throws as a transitive relation 6 . However, the GHC type checker is not a
6

instance (Throws gp (Caught p l), Throws p (Caught c l)) => Throws c (Caught gp l)
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theorem prover, and as far as we know there is no reasonable way to encode such a
transitiveness property.

3

A better MonadError

As a second application of our scheme, we can apply it to improve the current
state of things with MonadError. We identiﬁed the main problem with the existing MonadError encoding as the inability to compose code throwing exceptions of
diﬀerent types. As Marlow has already solved the composability problem and our
scheme recovers exception coverage, all we need to do is to put them together and
deﬁne an alternative to MonadError.
The monad EM of computations that may throw exceptions is introduced in
ﬁgure 4. It is declared as a newtype around Either (the sum type), so it is a
Monad by construction since Either is a monad (and in fact a MonadError too).
The MonadThrow and MonadCatch instances just do the obvious thing.
We have included the code for the EM monad and the Throw and Catch classes
in a Haskell package made publically available at Hackage [2].

4

Conclusion

Exceptions are a feature of most programming languages nowadays. Haskell supports them either via the IO or the MonadError monad, but their use is not very
widespread. For good reason, as it is not a secret that until very recently both
mechanisms provided only a very limited form of exceptions. Extensible exceptions improve the situation, but they are still missing an important feature: static
coverage checking of exceptions.
These notes show a way to recover it and in the process provide self-documenting,
safer exceptions while preserving extensibility and modularity. In other words,
we bundle in a Haskell library what for other languages is a native feature. The
implementation of our explicit exceptions is very simple and, moreover, it comes for
free: explicit exceptions are purely static and bear no runtime cost at all.

References
[1] Manuel M. T. Chakravarty, Gabriele Keller, Simon Peyton Jones, and Simon Marlow. Associated types
with class. In POPL ’05: Proceedings of the 32nd ACM SIGPLAN-SIGACT symposium on Principles
of programming languages, pages 1–13, New York, NY, USA, 2005. ACM.
[2] José
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Abstract
Safe is an eager language introduced as a research platform for programming small devices and embedded
systems with strict memory requirements. It follows a semi-explicit approach to memory control combining
regions and a deallocation construct but with a very low eﬀort from the programmer’s point of view. Here
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1

Introduction

Safe 5 was introduced as a research platform for investigating the suitability of
functional languages for programming small devices and embedded systems with
strict memory requirements. The ﬁnal aim is to infer, at compile time, safe upper
bounds on memory consumption. The compiler produces Java bytecode so Safe
programs can be executed in most mobile devices and web navigators.
In most functional languages memory management is delegated to the runtime
system. Fresh heap memory is allocated during program evaluation as long as there
is enough free memory available. Garbage collection interrupts program execution
in order to copy or mark the live part of the heap so that the rest is considered as
free. This does not avoid memory exhaustion if not enough free memory is recovered
to continue execution. The main advantage of this approach is that programmers
do not have to bother about low level details concerning memory management.
1
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Its main disadvantages are the time delay introduced by garbage collection, the
personal or economic damages provoked by memory exhaustion, and the diﬃculty
of reasoning about memory consumption. These reasons make automatic memory
management unacceptable in small devices where garbage collectors are a burden
both in space and in service availability. Programmers of such devices would like
both to have more control over memory and to be able to reason about the memory
consumption of their programs.
Our ﬁrst-order functional language Safe is a semi-explicit approach to memory
control which combines regions and a deallocation construct. Implicit regions are
used to destroy garbage. They are allocated/deallocated by following a stack discipline associated to function calls and returns. Each function call allocates a local
working region, which is deallocated when the function returns. The compiler infers
which data structures may be allocated in this local region because they are not
needed as part of the result of the function [9]. In order to overcome the problems related to nested regions, Safe provides a case! construct that deallocates the
individual cells of a data structure, so that they can be reused by the memory management system. Regions and explicit destruction are orthogonal mechanisms: we
could have destruction without regions and viceversa. This combination of explicit
destruction and implicit regions is novel in the functional programming ﬁeld. We
have deﬁned a type system [10] and a type inference algorithm [12] guaranteeing
that none of the two mechanisms create dangling pointers in the heap.
Safe’s syntax is a ﬁrst-order subset of Haskell extended with destructive pattern matching, so programming in Safe is straightforward for Haskell programmers.
They only have to write a destructive pattern matching, denoted by ! or a case!
expression, when they want a cell to be reused. As an example, we show an append
function destroying the ﬁrst list’s spine, while keeping its elements in order to build
the result. Using recursion the recursive spine of the ﬁrst list is deallocated:
appendD :: [a]! -> [a] -> [a]
appendD []!
ys = ys
appendD (x:xs)! ys = x : appendD xs ys

This version needs constant additional heap space (a cell is destroyed and another
one is created at each call), while the usual one needs additional linear heap space.
Type [𝑎]! denotes the type of a list being destroyed by the function.
In this paper we describe our experiences in implementing a compiler for Safe
using Haskell. In Section 2 we describe the diﬀerent phases of the compiler. In
Section 3 we show how polymorphism, higher-order functions and monads provided
by Haskell have been used in several phases. In Section 4 we mention the libraries
we found useful for our implementation. In Section 5 we provide our conclusions.

2

A brief overview of the Safe’s compiler

The phases of the compiler’s frontend are shown in Fig. 1. First, the input is scanned
and parsed in order to obtain an abstract syntax tree (AST), which is represented
as a Haskell term of type Prog a, where a is a polymorphic decoration (Sec 3.1).
We have used standard tools (Alex [2] and Happy [8]) to implement these phases
(Sec. 4.1). Then, the following phases are performed:
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Lexer / Preprocessor / Parser
Renamer / contextual constraints check

Full-Safe

Hindley-Milner and region inference

Core-Safe transformation
Sharing analysis
Destruction analysis

Core-Safe

Fig. 1. Safe’s compiler frontend
∙

Renamer / Contextual constraints check: The analyses implemented in
the subsequent phases assume that all bound variables have diﬀerent names, so
each variable is replaced by a fresh one. Additionally, we check the language’s
contextual constraints, e.g. that every variable is in scope, that functions and
data constructors are called with the right number of arguments, etc.

∙

Hindley-Milner type and region inference: This phase decorates every expression, data constructor and function deﬁnition with its corresponding type,
after inferring it. The AST is also decorated with information about the regions
in which each data structure lives. In particular, it determines whether a given
data structure is local or not to the current function call.

∙

Core-Safe transformation: The original Safe program is translated into a desugared and semantically equivalent Core-Safe version. The previously inferred type
decorations are preserved.

∙

Sharing analysis: Given two variables belonging to the same function deﬁnition, it computes whether the respective data structures pointed to by them at
runtime may share memory locations. The program is decorated with this sharing
information [13], which is needed by the following phase.

∙

Destruction analysis: It infers a typing for the source program w.r.t. the type
system in [10], guaranteeing that dangling pointers are not generated as a consequence of a case!.

The user can choose between diﬀerent available backends. We have implemented
the translation from Core-Safe to the language of the Safe Virtual Machine [11],
which may be further translated into Java bytecode in order to produce platformindependent executables. A certiﬁcate written in Isabelle/HOL is also generated
in order to prove the absence of dangling pointers at runtime. We have also implemented the generation of Term Rewriting Systems [7], which may be used in
conjunction with existing tools for proving termination, such as AProVE or 𝜇-Term.

3

Polymorphism, higher-order and monads

3.1

Polymorphic datatypes

The use of polymorphic datatypes is intensive along all the phases of the compiler.
First, they are used to represent the abstract syntax of programs and expressions:
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type Prog a = ([DataDec], [Def a], Exp a) -- programs
...
data Exp a = ConstE Lit a
-- literal
| ConstrE String [Exp a] RegVar a
-- constructor application
| VarE String a
-- variable
| CopyE String RegVar a
-- copy expression
| ReuseE String a
-- reuse expression
| AppE String [Exp a] [RegVar] a
-- function application
| LetE [Def a] (Exp a) a
-- let expression
| CaseE (Exp a) [CaseAlt a] a
-- non-destructive case
| CaseDE (Exp a) [CaseAlt a] a
-- destructive case

The polymorphic argument a is used to decorate the abstract syntax tree with
diﬀerent kinds of information:
∙ The Hindley-Milner inference phase decorates programs and expressions with
their types:
decorProg :: Assumps -> Prog a -> (Assumps, Prog TypeExp)
∙

The sharing analysis augments the decoration with information about sharing:
sharingProg :: Prog TypeExp -> Prog (TypeExp, SharingDec)

∙

The destruction analysis phase decorates programs with information about the
destructive nature of variables. When destructive pattern matching is not safely
used by the programmer an error is returned and the program is rejected:
destInferenceProg :: DestEnv -> Prog (TypeExp, SharingDec)
-> Either DestInferenceError (DestEnv, Prog DestDec)

Also, polymorphic types deﬁned in libraries are instantiated in order to deﬁne many
diﬀerent types used in the compiler, in particular Data.List, Data.Map, and Data.Set
where the standard functions for lists, maps from ordered keys to values (dictionaries), and ordered sets are available. Both sets and maps are eﬃciently implemented
using size balanced binary trees. We use maps for deﬁning:
∙

Environments containing information about functions and/or variables, such as
sharing signatures, destruction signatures, types etc:
type
type
type
type

∙

ShEnvironment = Map String ShSignature
Relations = Map Variable ShInfo
DestEnv = Map String DestSig
Assumps = Map String TypeExp

sharing signatures for functions
sharing information for variables
destruction signatures for functions
HM types

Substitutions, such as region substitutions obtained during region inference and
type substitutions obtained during type inference:
type RegSubst = Map TypeVar TypeVar
type Subst = Map TypeVar TypeExp

∙

-----

-- region substitution
-- type substitution

Tables containing diﬀerent kinds of auxiliary information, such as the number of
region parameters in data declarations, the recursive positions of each constructor
and the types of the recursive calls (Sec. 3.3):
type DecDataInfo = Map String Int
type TablaRecPos = Map String [Int]
type RecCalls = Map RecId TypeExp

-- number of region parameters of a data
-- recursive positions of a constructor
-- types of recursive calls

We use in several places sets containing program or type variables. For example,
the decoration generated by the destruction analysis consists basically of four sets
of program variables (safe, condemned, in-danger and unknown [12]) :
type Variables = Set Variable
data DestDec = DD (Variables, Variables, Variables, Variables) ExpDepDec

We also use nested datatypes. For example, the sharing information is a map from
variable names to a tuple of seven sets of variables (see [13] for details):
type Relations = Map Variable ShInfo
type ShInfo = (Variables, Variables, Variables,Variables, Variables, Variables, Variables)
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3.2

Standard higher-order functions

Many standard higher-order functions available for lists, like folds and map, have
been intensively used in the compiler, as well as their counterparts in other polymorphic data types, e.g. sets and maps. We highlight an accumulating map function,
used almost in all the phases of the compiler, including code generation:
mapAccumL :: (acc -> x -> (acc, y)) -> acc -> [x] -> (acc, [y])
mapAccumL _ s []
= (s, [])
mapAccumL f s (x:xs) = (s’’,y:ys)
where (s’, y ) = f s x
(s’’,ys) = mapAccumL f s’ xs

It behaves as a combination of map and foldl: while applying the argument function
to each element of the list, it passes an accumulator from left to right, which is
returned as result together with the new list. This function has been useful whenever
an environment or a state must be accumulatively threaded while processing a
program, where diﬀerent kinds of lists appear: function deﬁnitions, call arguments,
case alternatives etc. We have found it useful to deﬁne a monadic version:
mapAccumM :: Monad m => (acc -> x -> m (acc,y)) -> acc -> [x] -> m (acc, [y])
mapAccumM f acc [] = return (acc, [])
mapAccumM f acc (x:xs) = do (acc’,y) <- f acc x
(acc’’,ys) <- mapAccumM f acc’ xs
return (acc’’, y:ys)

3.3

Error and State Monads. Use of Laziness

An extensive use of the Monad Transformer Library(mtl) is done. This library,
inspired by [5], provides deﬁnitions of several monads and monad combinators.
The State monad encapsulates computations requiring the explicit propagation of a
state. It is used in the Hindley-Milner type and region inference phase. This phase
traverses the AST of a given deﬁnition and decorates it with a preliminary type,
while propagating an internal state, wrapped in the monad as follows:
type IntState = ([Equation],[Constraint], Set TypeVar, [TypeVar], [TypeVar],
[String], RecCalls)
type HMState = State IntState

During the AST traversal, several uniﬁcation equations and constraints between
types are generated and stored in the ﬁrst two components of the state. This may
involve the generation of fresh names for type and region type variables. These are
represented as lazy inﬁnite lists in the fourth and ﬁfth components of the state.
When one of these is needed, the head of the corresponding list is taken and its tail
is put back into the state. The set of explicit generated region variables, needed by
the region inference, is stored in the third component. In addition, the type assigned
to each recursive call is uniquely identiﬁed and stored in a separate table of type
RecCalls (seventh component), used later to infer polymorphic recursion over regions.
The recursive call identiﬁers are generated in the same way as type variables.
As an example, the following (simpliﬁed) code fragment decorates a let expression. The state is propagated from the auxiliary expression to the main one. We
compare below the monadic approach with an explicit state propagation approach:
Explicit propagation:
decorAndGenExp :: Assumps -> Exp a -> IntState -> (IntState, Exp a)
decorAndGenExp as (LetE defs exp _) st = (st2, LetE defs’ exp’ (decExp exp’))
where (st1, (as’,defs’)) = decorAndGenInnerDefs as stdefs st
(st2, exp’) = decorAndGenExp (M.union as as’) exp st1
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State monad:
decorAndGenExp :: Assumps -> Exp a -> HMState (Exp TypeExp)
decorAndGenExp as (LetE defs exp _) = do (as’,defs’) <- decorAndGenInnerDefs as defs
exp’
<- decorAndGenExp (M.union as as’) exp
return (LetE defs’ exp’ (decExp exp’))

A state-monadic computation is started by the function runST. It receives the monadic
computation to be executed and the initial state, and returns the result of the
computation (the decorated tree, in our case) together with the ﬁnal state.
When dealing in Haskell with functions that may produce an error, there are
several approaches. The most popular one is the error function, which allows little
possibility of error handling. This can be solved by using the Either a b datatype,
so that the caller can establish whether the computation failed, and what kind of
error has taken place. Errors are handled in this fashion in the renaming phase, i.e.
the corresponding function may return either an error or the modiﬁed program:
sparser :: Show a => Prog a -> Either SemanticError (Prog a)

where the SemanticError datatype provides information about the error thrown. The
mtl library deﬁnes the datatype Either a as a monad, allowing to combine partial
computations. In this phase, the Either monad is combined with the State monad,
which propagates the arities of each type, constructor and function in the program:
data SemState = SemState { typeNames :: Map String Int, constrNames :: Map String Int,
funcNames :: Map String Int,...}
type Sem e a = StateT SemState (Either e) a

For example, the following code fragment checks a function application:
checkExp :: Exp a -> Sem DefError (Exp a)
checkExp (AppE f es rs dec) =
do -- We look up the arity of the function in the state
mar <- lookupT funcNames f
-- Is the function f defined?
ar <- maybe (throwError (ExpUndefinedId f)) return mar
-- Is the number of arguments correct? Partial applications are not supported.
when (ar /= length es) (throwError (HigherOrderApp f (length es) ar))
-- Perform the renaming on the arguments and return the result.
es’ <- mapM checkExp es
return (AppE f es’ rs dec)

where the maybe function is given a value of type Maybe as its third parameter. If its
value is Just x, the function passed as its second parameter is applied to x and the
result returned. If its value is Nothing, the ﬁrst parameter is returned. The when 𝜑
combinator executes a given action provided the condition 𝜑 is satisﬁed.

4

External libraries

4.1

Parsing and pretty printing tools

Haskell provides many diﬀerent tools for helping in the initial phases of the compiler:
lexical analysis or scanning, and syntactic analysis or parsing. We have chosen to
use the scanner generator Alex [2] and the parser generator Happy [8].
The ﬁrst one receives as input a regular grammar describing the lexical units
—or tokens— of the input language, and produces as output a scanner written in
Haskell which, when executed, scans the input language and, provided there are
no lexical errors, produces a list of tokens as output. Alex gives facilities to annotate tokens with its position (line and column numbers) in the input text. This is
useful for generating meaningful errors, but we also used the column positions to
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implement the layout rule of some functional languages, included Safe: the starting
column of the text has syntactic meaning, as it can be used to open a new declaration (by starting it in the same column as the previous one), to close the current
declaration block (by moving some columns to the left), or to continue with the
current declaration (by moving to the right).
The parser generator Happy receives as input an LALR-(1) grammar describing
the input language, and produces as output a parser written in Haskell which, when
executed, parses the list of tokens produced by the scanning phase and, provided
there are no syntactic errors, produces the abstract syntax tree of the program being
compiled. Our grammar has 31 terminal symbols, 43 non-terminal and 120 rules.
The LALR-(1) automaton generated by Happy has 243 states.
We also use a pretty printing library in order to present the diﬀerent intermediate
ﬁles in an easy-to-read format. The one chosen is PPrint [6] by D. Leijen, based
on the P. Wadler paper [14], based in turn on the famous J. Hughes combinator
library [4]. This library is claimed to be 30% shorter and 30% faster than Hughes’s
one. It provides a class Pretty with the overloaded function pretty :: Pretty a => a
-> Doc which creates pretty-printed versions of some simple types such as integers,
booleans, tuples, and lists. All we had to do is overload the function pretty with
the Haskell types describing our intermediate ﬁles. Most of these are diﬀerently
decorated versions of the abstract syntax tree. Some other are the token list returned
by the scanning phase, and the instruction lists returned by the diﬀerent code
generation phases. A number of combinators to indent, concatenate, group, etc.,
pretty documents is provided by the library to deﬁne the diﬀerent instances of pretty.
4.2

Web interface support

We are building a web-based version of the compiler in which a remote user may
interactively activate each compiler’s phase and browse or change the intermediate
ﬁles produced. This compiler generates XML versions of the ﬁles so that the user
may browse them in a web browser. To this aim, we use the library HaXml, 6 and
other related tools such as DrIFT [15] and polyparse, 7 which provide support for
translating Haskell types into XML, and vice versa. This version of the compiler,
each time it is invoked, only executes a given phase. All of them expect and produce
XML ﬁles.

5

Conclusions

Summarising our experiences in using Haskell for building the Safe’s compiler, we
believe that that Haskell has reached a high level of maturity, both from the point of
view of its oﬀered constructs, and from its available tools such as the GHC compiler,
the various libraries, and other related programs. Without the use of higher-order
functions (such as mapAccumL, zipWith, map, foldr, ...) and polymorphism,
the Safe compiler would have been much more longer and painful to build. The rest
of language features, such as laziness, monads, type classes, etc., have contributed in
6
7

Available at: http://www.cs.york.ac.uk/fp/HaXml/
Available at: http://www.cs.york.ac.uk/fp/polyparse/
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a positive way to speciﬁc parts of the compiler. The specialised libraries for scanner
and parser generation, and for web-interfacing have also saved a lot of work.
Perhaps, we have missed a better aid for debugging. The oﬃcial supported tool
in the ghc library is the function trace, which is very primitive. More sophisticated
tools such as Hat [1] and Hood [3] are supported for earlier versions of GHC, but
not for the current ones (we have used ghc 6.10). It is a pity that such useful tools
are not adequately maintained in order to conform to the latest GHC versions.
Our development has spanned four years of non-continuous work, around ten
people have participated in diﬀerent parts of the compiler, and this is still growing.
The current ﬁgures are: about 20.000 lines of code, including comments, distributed
among 40 Haskell modules, some of them automatically generated by other tools.
A last remark is that the module called AbstractSyntax has been very useful in
achieving good compiler modularity. The abstract syntax tree constitutes the main
interface between most compiler phases, as many of them need a syntax tree either
as input, or as output, or both. This has allowed us to work in parallel in diﬀerent
modules without major interferences between programmers.
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Abstract
This paper presents the experience of the implementation of a uniqueness analysis and heap memory reuse
in the context of the Utrecht Haskell Compiler (UHC). Our proposed approach adapts a type checking
algorithm with uniqueness annotations to the extended lambda-calculus of UHC’s Core and modiﬁes the
subsequent generation of its intermediate language (GRIN). The goal is to automatically identify and reuse
memory cells guaranteed not to be used in the future and, hence, to reduce the garbage to be collected by
the run-time system. In the paper, we go through each layer of the compiler and sketch the implementation
and open issues that arise.
Keywords: UHC, Haskell, uniqueness analysis, compile-time garbage collection

1

Introduction

The beneﬁts of high level programming languages, speciﬁcally purely functional
languages, are well known: great power of abstraction and expressiveness, (formally) reasoning about code correction, modelling of inﬁnite data structures, and
so on. To make this possible, functional language implementations must work hard
to make sure that referential transparency holds. A consequence of this is that
data structures must be immutable, that is, in order to mimic imperative-like data
structure modiﬁcation, a new modiﬁed version has to be built with the inherent
cost of copying data around. To circumvent this and, at the same time, remain
1
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pure, several techniques have been developed in recent years, of which uniqueness
analysis [13,6] is a promising one. The key idea of this technique is to detect which
variables (memory cells) are only used once in the program. With this information, a compiler can transform a program to reuse heap cells that, once used, are
guaranteed not to be used in the future again. Such a transformed program would
behave semantically as the original one but, by reusing those non-live cells when
creating new data structures instead of allocating fresh new cells, less heap space
is required and the program will run faster (hopefully) because garbage collection
work is reduced.
In this work in progress, we present our speciﬁc implementation of one of these
uniqueness analysis techniques [6] in the Utrecht Haskell Compiler (UHC) [4], an
almost complete implementation of Haskell98 [8] developed at Utrecht University.
This compiler uses various intermediate languages, each with a lower level of abstraction, before generating the ﬁnal target code (in this case C). The proposed compiler modiﬁcation is performed in two diﬀerent intermediate languages: (a) UHC’s
Core, which extends an untyped lambda-calculus with some additional constructs, is
modiﬁed to introduce an extension of the type system with uniqueness annotations
presented in [6]; and (b) As the program is transformed into GRIN [2] intermediate
language, the memory reuse is made explicit guided by previous uniqueness hints.
In this case, GRIN is quite appropriate to accomplish that because it is a ﬁrst order,
strict functional language that makes explicit the order of evaluation and the graph
reduction machinery, making it easy to identify and change how data is created.
The content of the paper is organized as follows. In the following section, background knowledge is discussed. In section 3, an overview of the UHC compiler is
sketched. Section 4 presents the changes performed to UHC to achieve our goal,
discussing design decisions at every stage in the compiling process and raising open
issues in this ongoing work. Finally, we conclude.

2

Background

While unpure languages like ML family allow unrestricted collateral eﬀects, the
purely functional languages have to push hard to maintain referential transparency
in the presence of side-eﬀects. Some languages, such as Haskell, use monads [9] to
integrate imperative actions; others, such as Clean [12], make unique types explicitly
available to the programmer to allow eﬃcient in-place update while maintaining
referential transparency. In order to reuse already allocated memory cells remaining
pure, diﬀerent techniques have been proposed in the past. Region-based memory
management [11,10], for instance, allows to completely avoid garbage collection by
statically stablishing future memory needs in strict functional languages. Safe [7],
for example, use the latter technique to allow the programmer to explicitly indicate
when a data structure will not be needed in the future.
In this work, uniqueness typing, an analysis technique that guarantees that an
object is used in a single-threaded way with at most a single reference to it, is proposed. If an object has the type ‘unique’ in a functional program, in-place updates
can be used to improve the eﬃciency or to introduce side-eﬀects while maintaining
referential transparency. Uniqueness typing analysis keeps track of object references
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in the program, typing those used more that once as non-unique. Although oﬀering a language level annotation mechanism to the programmer allows to explicitly
take advantage of writing in-place updates, an implicit analysis represents an opportunity to introduce automatic optimizations without exposing a (more) complex
type system to the developer. Previous knowledge about the technique described
by Hage & Holdermans [6] is needed for the correct understanding of this paper.
The implementation of UHC uses attribute grammars and, hence, some examples
in section 4 use this notation. An attribute grammar is a formal way to deﬁne
attributes for productions of a grammar, associating these attributes with values.
For deeper understanding, the reader should be familiar with the UUAG system [5].

3

An overview of the UHC compiler

The Utrecht Haskell Compiler (UHC) [4,3] is a new Haskell compiler meant for
experimentation and teaching. It is conceived not as a single compiler, but a series
of compilers, each adding some features or extensions to the previous one.
The implementation of UHC uses attribute grammars, thereby facilitating the
aspectwise internal organisation. In particular, UHC uses the UUAGC (Utrecht
University Attribute Grammar Compiler), a preprocessor which translates the attribute equations for a grammar, to the corresponding catamorphisms in Haskell.
Like many other compilers, UHC performs the compilation by means of a sequence of transformations between internal representations of the program. The
goal of that is to keep the compiler understandable to ease further extensions. Figure 1 sketches the diﬀerent languages involved in the compiling stages.

Silly

HS

EH

Core

GRIN

C

Exe

Fig. 1. Pipeline of the UHC languages
∙

HS (Haskell). A representation of the program text as parsed. The transformations and analysis involved are desugaring, name and dependency analysis, and
making binding groups explicit.

∙

EH (Essential Haskell). A simpliﬁed and desugared representation. Used for
type analysis and code expansion of class system related constructs.

∙

Core. Representation of the program in an untyped 𝜆-calculus with case and
let-in expressions, explicit strictness and primitive types.

∙

GRIN. A ﬁrst order, strict functional language that makes explicit the order of
evaluation and the graph reduction machinery [2].

∙

Silly (Simple imperative little language). A simple abstraction of an imperative
language with an explicit stack and heap, and functions that can be called or
tail-called.
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∙

C. Universal back-end. Primitives are implemented here.

Most of the program transformations are done in the Core, GRIN, and Silly
languages. Some of these transformations are necessary simpliﬁcations, and others
are optimizations that can be left out.

4

Description of the Memory Reusing Algorithm

The following simple Haskell program, a tail-recursive list reversal function, will
illustrate the proposed memory reusing algorithm throughout the compiling process
and the required changes to the compiler. Typical UHC’s EH code is similar to this
function deﬁnition. For the sake of simplicity, we just consider monomorphic lists
of integers in the example.
reverse :: [Int ] → [Int ]
reverse l = rev l [ ]
where rev [ ]
acc = acc
rev (x : xs) acc = rev xs (x : acc)

4.1

Introducing Uniqueness Analysis at the Core Stage

In UHC, the EH code is translated into the untyped Core language. In the original
compiler, most of the typing information at EH stage is dropped. In order to perform
the uniqueness analysis, we can consider either preserving and reusing the typing
information during the transformation into Core, or introducing a new alternative
typing algorithm at Core stage. The latter is our choice as adapting the typing
information is much more complicated than typing the Core language again, and
little is gained by doing so, because the uniqueness analysis is driven by the type
reconstruction algorithm. In our proposal, the original EH code is translated into
Core, having explicit type and uniqueness information for each object.
The uniqueness typing system by Hage & Holdermans [6] is extended to also
cover unrestricted user-deﬁned data types in addition to carry out uniqueness analysis. The typing rules for uniqueness analysis are deﬁned in Figure 2. Being a
conservative extension of the standard Hindly-Milner type system, an automatic
type-reconstruction algorithm can be developed as an extension of Algorithm 𝒲.
On each rule, the uniqueness condition 𝜑 is inferred, being 𝜑 either 1 (value used
only once) or 𝑤 (used more than once), where a total order is imposed (1 ⊏ 𝑤).
The key of this analysis is embodied in the following rules:
∙

T-AppVar and T-Let. These rules use context splitting, notated by ⊳⊲, which
states that a variable that appears in two contexts related by this operator must
be non-unique. Both branches of these rules use this relation to preserve the
uniqueness annotations.

∙

T-Sub. Subeﬀecting is introduced in order to allow diﬀerent uses of the same
term to be assigned diﬀerent annotations.

∙

Containment restriction. Rules T-AppVar and T-Constr explicitly limit the
uniqueness annotation on the applied function and the data value to prevent
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fv(𝑡1 ) − {𝑥}}= {𝑥1 , . . . , 𝑥𝑛 }
Γ(𝑥𝑖 ) =𝜑𝑥𝑖 ∣𝜓𝑥𝑖 𝜎𝑥𝑖 for each 𝑖 ∈ {1, . . . , 𝑛}
(C-Empty)
Γ ⊩ 𝜑0 ⊑ 𝜑𝑥 𝑖
Γ, 𝑥 :𝜑1 ∣𝜖 𝜏1 ⊢ 𝑡1 :𝜑2 𝜏2

Context splitting
∅ = ∅ ⊳⊲ ∅
𝜑 ∈ {𝛽, 1}
Γ1 , 𝑥 :

𝜑∣𝜓

Γ1 = Γ11 ⊳⊲ Γ12

𝜎 = Γ11 , 𝑥 :

𝜑 ∈ {𝛽, 1}

𝜑∣𝜓

(C-VarOnce1)

𝜎 ⊳⊲ Γ12 ∖ 𝑥

Γ1 = Γ11 ⊳⊲ Γ12

(C-VarOnce2)

Γ1 , 𝑥 :𝜑∣𝜓 𝜎 = Γ11 ∖𝑥 ⊳⊲ Γ12 , 𝑥 :𝜑∣𝜓 𝜎
Γ1 = Γ11 ⊳⊲ Γ12

(C-VarMany)

Γ1 , 𝑥 :𝜑∣𝜓 𝜎 = Γ11 , 𝑥 :𝜔∣𝜓 𝜎 ⊳⊲ Γ12 , 𝑥 :𝜔∣𝜓 𝜎
Γ1 = Γ11 ⊳⊲ Γ12
Γ1 , 𝜋 = Γ11 , 𝜋 ⊳⊲ Γ12 , 𝜋

(C-Qual)

(T-Abs)

𝜑

Γ ⊢ 𝜆𝑥.𝑡1 :𝜑 𝜏1𝜑1 →0 𝜏2𝜑2
Γ = Γ1 ⊳⊲ Γ2
𝜑
Γ1 ⊢ 𝑡1 :𝜑1 𝜏2𝜑2 →0 𝜏 𝜑
Γ ⊩ 𝜑1 ⊑ 𝜑0
Γ2 ⊢ 𝑥 :𝜑2 𝜏2
Γ ⊢ 𝑡1 𝑥 :𝜑 𝜏

(T-AppVar)

Γ ⊢ Γ1 ⊳⊲ Γ2
Γ1 ⊢ 𝑡1 :𝜑1 𝜎1
Γ2 , 𝑥 :𝜑1 ∣𝜖 𝜎1 ⊢ 𝑡2 :𝜑 𝜎
Γ ⊢ let 𝑥 = 𝑡1 in 𝑡2 :𝜑 𝜎

(T-Let)

Γ, 𝜋 ⊢ 𝑡 :𝜑 𝜌1
Γ ⊢ 𝑡 :𝜑 𝜋 ⇒ 𝜌1

Entailment

(T-Qual)

𝜋∈Γ
Γ⊩𝜋

(Q-Mono)

Γ ⊢ 𝑡 :𝜑 𝜋 ⇒ 𝜌
Γ⊩𝜋
Γ ⊢ 𝑡 :𝜑 𝜌

(T-Res)

Γ⊩𝜑⊑𝜑

(Q-Refl)

Γ ⊢ 𝑡 :𝜑 𝜎1
𝛼∈
/ ftv(Γ)
Γ ⊢ 𝑡 :𝜑 ∀𝛼. 𝜎1

(T-TyGen)

Γ ⊢ 𝑡 :𝜑 ∀𝛼. 𝜎1
Γ ⊢ 𝑡 :𝜑 [𝛼 7→ 𝜏 ]𝜎1

(T-TyInst)

Γ ⊢ 𝑡 :𝜑 𝜎1
𝛽∈
/ fav(Γ)
Γ ⊢ 𝑡 :𝜑 ∀𝛽. 𝜎1

(T-EffGen)

Γ ⊢ 𝑡 :𝜑 ∀𝛽. 𝜎1
Γ ⊢ 𝑡 :𝜑 [𝛽 7→ 𝜑0 ]𝜎0

(T-EffInst)

Γ ⊩ 𝜑1 ⊑ 𝜑2
Γ ⊩ 𝜑2 ⊑ 𝜑3
Γ ⊩ 𝜑1 ⊑ 𝜑3

(Q-Trans)

Γ⊩1⊑𝜑

(Q-Bot)

Γ⊩𝜑⊑𝜔

(Q-Top)

Typing
Γ(𝑥) =𝜑∣𝜓 𝜎
Γ ⊢ 𝑥 :𝜑 𝜎

Γ ⊢ 𝑡 :𝜑0 𝜎
Γ ⊢ 𝜑0 ⊑ 𝜑
Γ ⊢ 𝑡 :𝜑 𝜎

(T-Var)

𝑐𝑜𝑛𝑠𝑡𝑟(𝐶 𝑖 ) = 𝜏1𝑖 → ⋅ ⋅ ⋅ → 𝜏𝑛𝑖 𝑖 → 𝐾 𝜏¯
𝜑
Γ = Γ1 ⊳⊲ . . . ⊳⊲ Γ𝑛𝑖
(𝜑𝑗 , 𝜏𝑗𝑖 ) ∼ (𝜑, 𝐾 𝜏¯)
Γ𝑗 ⊢ 𝑥𝑗 𝑗 : 𝜏𝑗𝑖

Γ ⊩ 𝜑 ⊑ 𝜑𝑗

Γ ⊢ 𝐶 𝑖 𝑥1 . . . 𝑥𝑛𝑖 :𝜑 𝐾 𝜏¯
Γ ⊢ 𝑥 :𝜑0 𝐾 𝜏¯0

(𝜑𝑗 , 𝜏𝑗 ) ∼ (𝜑0 , 𝐾 𝜏¯)
Γ ⊢ case 𝑥 of

(T-Constr)

𝑖

Γ, 𝑥 :𝜑0 ∣𝑐 𝐾 𝜏¯0 , 𝐶 𝑖 : 𝜏¯𝑖 → 𝐾 𝜏¯0 , 𝑥𝑖𝑗 :𝜑𝑗 ∣𝜖 𝜏𝑗 ⊢ 𝑡𝑖 :𝜑 𝜎 for 𝑖 ∈ 𝐼
[𝐶 𝑖 𝑥𝑖1

. . . 𝑥𝑖𝑛𝑖

→ 𝑡𝑖 , 𝑛𝑖 ⩾ 0]𝑖∈𝐼 :𝜑 𝜎

Fig. 2. Rules for typing Core extended with uniqueness annotations

unique values within partial applications or larger data structures to promote
using the subeﬀecting rule.
∙

(T-Sub)

T-Constr and T-Case. We extended the List-related rules from [6] to allow
arbitrary user-deﬁned data types. A user-deﬁned type deﬁnition constr is needed
to statically know the type of a constructor as deﬁned before translating to Core.
In addition, this rule uses a relation ∼ which propagates eﬀects on the recursive
parameters of recursive data types. For example, when typing Cons x y, the
second parameter (y :: List a) must have the same uniqueness annotation as the
whole value, and the annotations of all elements (x :: a) must be the same.

To highlight diﬀerences in the compiling process from EH code into the original
untyped Core and also into the modiﬁed Core with uniqueness information, we
present both transformations using our running example in ﬁgure 3. In the example,
the type for reverse is:
𝑤

reverse :: ∀𝑝 q.[Int w ]p → [Int w ]q
which, when applied to a unique list becomes:
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𝑤

𝑟

let rec rev ::𝑤 ∀𝑝 q r . 𝑟 ⊑ 𝑝 ⇒ [Int w ]p → [Int w ]q → [Int w ]q =
𝜆x1 ::𝑝 [Int w ] x2 ::𝑞 [Int w ] →
case x1 of
Cons x xs →
let t1 ::𝑞 [Int w ] = Cons x x2 in
let t2 ::𝑞 [Int w ] = rev xs t1 in
t2
Nil →
x2
in
𝑤
let reverse ::𝑡 ∀𝑝 q.[Int w ]p → [Int w ]q =
𝜆l → rev l Nil

let rec rev =
𝜆x1 x2 →
case x1 of
Cons x xs →
let t1 = Cons x x2 in
let t2 = rev xs t1 in
t2
Nil →
x2
in
let reverse =
𝜆l → rev l Nil

Fig. 3. reverse in original Core and also in Core extended with uniqueness annotations
𝑤

reverse :: ∀𝑞.[Int w ]1 → [Int w ]q
In short, the typing of reverse exposes to the optimizer an opportunity to reuse
the input list to build the output, as shown in the following section, as long as the
input list is guaranteed not to be used again.
4.2

Using Uniqueness Information to Reuse Objects at GRIN Stage

GRIN [1,2] is a strict ﬁrst order functional language, generated from a lambdalifted Core representation before the transformation into the low level imperative
backend. This intermediate language makes explicit evaluation order and heap
allocation, allowing to make source-to-source transformations that take advantage
of this information in a functional setting. Some heap-related primitives include
store 𝑉 , to allocate a new cell and then store a value 𝑉 , fetchfield 𝐶 𝐼 to access
to 𝐶’s ﬁeld 𝐼, or update 𝑉 𝐶, to perform in-place update of an already allocated
cell 𝐶 with value 𝑉 . In UHC, the only use of update is to implement tail recursion.
Core translation into GRIN is deﬁned using attribute grammars. In the translation, store instructions are generated when a constructor application occurs. The
type of the data is identiﬁed using the tag associated with it. A quite simpliﬁed
fragment of this transformation is shown as follows:
attr CExpr syn grExpr :: GrExpr
grBindL :: GrBindL
...
sem CExpr
∣ Let (lhs.grExpr , lhs.grBindL) =
if @isGlobal
then (emptyGrExpr , @binds.grBindL +
+ @body.grBindL)
else (mkVarBinds @binds.grBindL @body .grExpr , [ ])
∣ Lam lhs.grLamArgL = @arg : @body.grLamArgL
∣ App lhs.grAppArgL = @arg .grVal : @func.grAppArgL
.grExpr =
let argL = reverse @grAppArgL
in case @func.tag of
Just t →
let n = GrVal Node (GrTag Con t) argL
in GrExpr Store n
Nothing →
GrExpr Call @grAppFun argL
∣ ...
sem CBind
∣ Bind lhs.grBindL = GrBind Bind @nm @expr .grLamArgL @expr .grLamBody
∣ ...
...
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GRIN generation is modiﬁed to include uniqueness information. For each function
argument, an extra one (𝑢𝑛𝑖𝑞𝑃 𝑎𝑟𝑎𝑚) is prepended representing the uniqueness
annotation @grAppArgUniqL. Abstractions are also modiﬁed to accept that extra
parameter (@arg.uniq). The proposed modiﬁcation is sketched as follows:
sem CExpr ∣ Let (lhs.grExpr , lhs.grBindL) = ...
∣ Lam lhs.grLamArgL = GrExpr Val @arg .uniqParam : @arg : @body.grLamArgL
∣ App lhs.grAppArgL = @arg.uniqTag : @arg.grVal : @func.grAppArgL
.grExpr = ...

With this modiﬁcation, original store primitives can be replaced by a case
statement that chooses the strategy to apply, either reusing a unique cell, when
the parameter is guaranteed to be unique, or storing into a new cell, the default
behaviour of the original compiler. For all uniqParam, a store instruction with the
same constructor must be identiﬁed within the current function being replaced by:
case uniqParam of
UniqYes →
update (C args) param
UniqNo →
store (C args)
An additional optimization pass partially-applies the uniqueness annotations at
compile-time, generating optimized versions of the function when constant unique
parameters are delivered. As a result, several versions of the same function are
expected to be created, depending on the number of unique arguments and occurrences of application instances.
In our example, the original translation of reverse into GRIN is performed by
the original compiler as follows (left). The let construct is translated to an explicit
allocation in the heap and case evaluates its arguments by fetching them from
memory. Using our proposed modiﬁed transformation, the target code takes into
account the extra uniqueness parameter, exposing the opportunity for cell reuse
(middle). When applied to a unique input list and relying on subsequent optimizations like specialization and inlining to remove the apparent ineﬃciency introduced,
a version of reverse with in-place update is then generated (right).
reverse l =
store CNil ; 𝜆acc →
call rev l acc
rev l acc =
rev uniqParam l acc =
rev l acc =
fetchﬁeld l 0; 𝜆t →
...
...
case t of
(case uniqParam of
update (CCons x acc) l ; 𝜆acc ′ →
CNil →
UniqYes →
call rev xs acc ′
fetchﬁeld acc 1; 𝜆x →
update (CCons x acc) l
fetchﬁeld acc 2; 𝜆xs →
UniqNo →
unit (CCons x xs)
store (CCons x acc)); 𝜆acc ′ →
CCons →
call rev xs acc ′
fetchﬁeld l 1; 𝜆x →
fetchﬁeld l 2; 𝜆xs →
store (CCons x acc); 𝜆acc ′ →
call rev xs acc ′
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5

Conclusions and future work

The ongoing work done in UHC compiler on memory reusing and in-place updating
of cells not longer in use identiﬁed automatically using a uniqueness analysis has
been presented. The design of the compiler and the use of attribute grammars to
deﬁne source-to-source transformations makes possible the addition of modiﬁcations
into the compiler such as the proposed analysis and subsequent code optimization.
As preliminary work, though promising expectations, further eﬀort has to be
done in order to have a realistic vision about the impact of this optimization in
both computation and memory usage performance in UHC programs. We expect
some programs to reduce its memory consumption and, therefore, to run faster
because less work has to be done by the garbage collector, though a much deeper
study should bring a better understanding of the inﬂuence on other optimizations
and memory management strategies (for example, eﬀect on generational garbage
collectors that most certainly would be aﬀected by in-place modiﬁcations of older
cells). Another issue to be considered is the code bloating eﬀect that can appear
as long as functions have to be instantiated with diﬀerent unique parameter uses.
Additional further work will look for extra uniqueness opportunities or even better
strategies to identify safe cells to be reused.
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Resumen
Si bien la comprobación estática de tipos ofrece robustez, legibilidad, abstracción y eﬁciencia en el desarrollo
de software, los sistemas de tipos dinámicos también otorgan una elevada ﬂexibilidad en tiempo de ejecución,
permitiendo al programador realizar un desarrollo más interactivo y ágil, idóneo para el desarrollo rápido de
prototipos. En este artı́culo se presenta el sistema de tipos del núcleo de un lenguaje de programación cuyo
principal objetivo es aunar los beneﬁcios de ambas aproximaciones en un mismo lenguaje. Manteniendo
la declaración explı́cita de tipos, se añade la declaración implı́cita para realizar reconstrucción de tipos
estática y dinámica en un mismo sistema de tipos. Se combinan la inferencia de tipos dirigida por sintaxis
con un sistema basado en restricciones, utilizando tipos unión como principal mecanismo para distinguir
entre inferencia de tipos dinámica y estática. Las principales ventajas obtenidas son la detección temprana
de errores en código dinámico, la integración de código estático y dinámico en un mismo lenguaje de
programación y una notable optimización de código.
Keywords: Sistemas de tipos, lenguajes dinámicos, tipos unión, sistemas de tipos basados en restricciones,
reconstrucción de tipos.

1.

Introducción

Los sistemas con comprobación estática de tipos han demostrado ser una herramienta indispensable en el desarrollo de software, ofreciendo al programador ventajas tales como la detección temprana de errores, mejor documentación y abstracción, y un incremento de oportunidades para la optimización de código [21]. No
obstante, los lenguajes con comprobación dinámica de tipos ofrecen una gran ﬂexibilidad en tiempo de ejecución, valiosa en el desarrollo rápido de prototipos cuando
existen numerosos cambios en los requisitos, o en aplicaciones que acceden a información (u otros sistemas) que se encuentren bajo un cambio continuo.
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Puesto que ambos sistemas de tipos (estáticos y dinámicos) ofrecen beneﬁcios,
ha habido estudios previos orientados a obtener las ventajas de ambos, siguiendo la
consigna de comprobación estática de tipos cuando sea posible y dinámica cuando
sea necesaria [12]. Uno de los primeros estudios fue Soft Typing [3], que aplicaba
comprobación estática a un lenguaje con tipado dinámico tal como Scheme [4]. No
obstante, el programador no puede controlar sobre qué fragmentos de código desea
que se lleve a cabo la comprobación, y la información estática de tipos no es utilizada
para optimizar el código generado. La aproximación de [1] añade el tipo Dynamic al
cálculo lambda, introduciendo dos operaciones de conversión (dynamic y typecase),
produciendo un código prolijo y acoplado al dinamismo de la aplicación. Los trabajos de Quasi-Static Typing [25], Hybrid Typing [5] y Gradual Typing [23] realizan
conversiones implı́citas de estático a dinámico y viceversa, utilizando reglas de subtipado en las dos primeras y la relación de consistencia entre tipos en la última.
La principal diferencia entre estos sistemas y el presentado en este artı́culo es que
nuestro trabajo realiza comprobación de tipos incluso para los tipos dinámicos, pudiendo generar errores de tipo en código dinámico, aumentando ası́ su robustez. Cabe
destacar que el trabajo de Gradual Typing ya identiﬁcó un sistema de inferencia de
tipos basado en uniﬁcación para la resolución de restricciones como mecanismo de
fusión del tipado dinámico y estático [24]. No obstante, en la aproximación de Siek
un tipo dinámico se puede siempre convertir a cualquier tipo estático, puesto que
no se inﬁere tipo alguno cuando éste es dinámico. Los estudios teóricos para aunar
los beneﬁcios de ambos sistemas de tipos también se han incluido parcialmente en
la implementación de determinados lenguajes tales como Boo, Visual Basic .Net,
Cobra, Dylan, Strongtalk o el futuro C# 4.0.
Este artı́culo presenta el sistema de tipos del núcleo del lenguaje de programación
StaDyn, cuyo principal objetivo es ofrecer las ventajas de ambos sistemas de tipos.
El programador podrá obtener la robustez, ﬁabilidad y eﬁciencia de los sistemas
estáticos y, sin sacriﬁcar estas ventajas, también podrá beneﬁciarse de la ﬂexibilidad
de los lenguajes dinámicos. Puesto que la comprobación de tipos también se lleva a
cabo en el código dinámico, éste será más seguro y eﬁciente, ofreciendo además una
interoperabilidad directa entre el código dinámico y estático. En función del tipo
de aplicación (o parte de ésta) que estemos desarrollando, podremos seleccionar el
dinamismo apropiado para su desarrollo. Para ello, hemos deﬁnido un sistema de
tipos sensible al ﬂujo de ejecución [6], con inferencia de tipos dinámicos, que une la
declaración explı́cita e implı́cita de tipos basada en restricciones [14], y utiliza tipos
unión [20] como principal mecanismo para distinguir la comprobación e inferencia
de tipos estática y dinámica.
El resto del artı́culo se estructura como sigue. La siguiente sección describe
la sintaxis abstracta del núcleo del lenguaje, ası́ como el código de ejemplo que
utilizaremos a lo largo de todo el artı́culo. La Sección 3 detalla el sistema de tipos
y en la Sección 4 presentamos una descripción somera de la implementación del
algoritmo de comprobación de tipos. Finalmente las conclusiones se exponen en la
Sección 5.
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Programa

P

::=

F * D* S +

Función

F

::=

T id (T id)* D S R?

Declaración

D

::=

T id

Sentencia

S

::=

E ∣ if E S+ S* ∣ while E S*

Retorno

R

::=

return E

Expresión

E

::=

id ∣ id ( E * ) ∣ E ⊕E ∣ E ⊗E ∣ E #E ∣ E =E ∣ E.id ∣
E [E ] ∣ new {(id=(E ∣VT ))*} ∣ true ∣ false ∣ ConstanteEntera

Tipo sintáctico

T

::=

int ∣ bool ∣ Array(TI ) ∣ { (id:TI )* }

Variable de tipo

VT

::=

Din? 𝑋𝑖

Dinamismo

Din

::=

sta ∣ dyn

Tipo interno

TI

::=

T ∣ 𝑇 × . . . × 𝑇 → 𝑇∣ 𝑅𝑒𝑠𝑡 ∣ Din? 𝑇 ∨ . . . ∨ 𝑇

Tipo de restricción

TR

::=

T ∣ [(id:TR)*] ∣ Din? 𝑇 ∨ . . . ∨ 𝑇 ∣ Din? 𝑇 ∧ . . . ∧ 𝑇

Restricción

Rest

::=

𝑇𝑅 ≤ 𝑇𝑅 ∣ 𝑇𝑅 ← 𝑇𝑅

Figura 1. Sintaxis abstracta del núcleo del lenguaje.

2.

Sintaxis

El lenguaje descrito en este artı́culo es la parte central del lenguaje de programación StaDyn, un lenguaje orientado a objetos que posee caracterı́sticas heredadas
de C# tales como herencia, ocultación de miembros, sobrecarga de métodos,
polimorﬁsmo de inclusión y enlace dinámico. La parte central del lenguaje presentada en este artı́culo no incluye estas caracterı́sticas, pero modela sus elementos centrales tales como objetos, funciones, vectores, asignaciones y expresiones
aritméticas, relacionales y de comparación. También se añaden a C# variables de
tipo (ofreciendo reconstrucción de tipos mediante un polimorﬁsmo implı́cito [11]),
y la especiﬁcación del dinamismo de este tipo de referencias.
La gramática abstracta del núcleo del lenguaje se muestra en la primera parte de
la Figura 1. * representa repetición de cualquier número de elementos, ? opcionalidad y | alternativa. Puesto que se ha incluido la asignación como una expresión,
los nodos expresión del árbol de sintaxis abstracta se crearán con un valor lógico
indicando si es hijo directo a la izquierda de una expresión de asignación. La función
izqAsign que utilizaremos posteriormente en las reglas de inferencia devuelve este
valor lógico. Aunque el programador podrá utilizar la sentencia return igual que
en C#, la sintaxis abstracta sólo reconoce ésta al ﬁnal de una función. Este proceso
de transformación lo lleva a cabo el analizador sintáctico para facilitar la inferencia
de tipos en las estructuras de control (Sección 3.7).
La Figura 2 muestra un programa de ejemplo del núcleo del lenguaje. Aquellas
lı́neas de código que posean un comentario de error son ejemplos de programas
rechazados por nuestro sistema de tipos. En la parte derecha se muestra parte del
entorno y restricciones generados, que serán referenciados a lo largo del artı́culo.

3.

Sistema de Tipos

Los tipos utilizados en el núcleo de nuestro sistema se muestran en la segunda
parte de la Figura 1. Los tipos sintácticos son los que el programador puede utilizar
directamente (aceptados por el analizador sintáctico); los internos son aquéllos que
utiliza el compilador, ocultos al programador; los de restricción sólo pueden aparecer en las restricciones, totalmente transparentes al programador. Los objetos se
especiﬁcan mediante la colección de sus campos (atributos), no incluyendo dentro
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01:
02:
03:
04:
05:
06:
07:
08:
09:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:

void f(int a, var p, var q) {
var b, s, e; dyn var d; var[] ve;
b = a>=3;
if (b) d=e=s=p&&true&&q;
else d = s = a + p;
a = s + 1;
// * Error
a = d + 1;
a = s;
// * Error
ve[2] = new { atributo = 3 };
vector(ve);
}
void setCampo(var obj, var valor) {
obj.campo = valor;
}
bool sensibleFlujo() {
int n; bool b; var obj;
obj = new { campo = var };
obj.campo = 3;
n = obj.campo + 45;
obj.campo = obj.campo%2==0;
return obj.campo;
}
void vector(var[] w) {
var[] v;
a = v[3];
// * Error
v[0] = w[0] = 0;
v[1] = w[1] = true;
}
void setCampoInc(var p, var v) {
int a; var obj;
setCampo(p, v);
obj = new {campo=var,otro=3};
setCampo(obj, 3);
a = obj.campo + 1;
}
void main() { sensibleFlujo(); }

Γ(p):X1, Γ(q):X2
Γ(b):X3, Γ(s):X4, Γ(e):X5, Γ(d):dyn X6, Γ(ve):Array(X7)
Γ(X3):bool
X1<:bool, X2<:bool, Γ(X5):bool, Γ(dyn X6):bool, Γ(X4):bool
X1<:int, Γ(X4):int, Γ(dyn X6):int
Γ(X4):int∨bool
Γ(dyn X6):dyn int∨bool
Γ(X7):{atributo:int}
Γ(X7):{atributo:int}∨int∨bool
Γ(obj):X8, Γ(valor):X9
X8<:[campo:X18], X18←X9
Γ(setCampo):X8xX9→void | X8<:[campo:X18], X18←X9
Γ(obj):{campo:X10}
Γ(X10): int
Γ(X10): bool
Γ(w):Array(X11)
Γ(v):Array(X12)
Γ(X12):int, Γ(X11):X11∨int
Γ(X12):int∨bool, Γ(X11):X11∨int∨bool
Γ(vector):Array(X11)→void | Γ(X11):X11∨int∨bool
Γ(p):X13, Γ(v):X14
Γ(a):X15, Γ(obj):X16
Γ(X16):{campo:X17, otro:int}
Γ(X17):int

Figura 2. Ejemplo de programa, siguiendo la sintaxis abstracta.

de éstos a las funciones (métodos). Aunque las variables de tipo se especiﬁcan con
la palabra reservada var (introducida en C# 3.0 para otro propósito), el analizador
sintáctico numerará éstas secuencialmente, asignándole un número distinto a cada una. El dinamismo de los tipos es estático por omisión. Finalmente, los tipos
unión son internos al compilador, y los tipos miembro (tipos objeto con subtipado
estructural) sólo pueden aparecer en las restricciones.
3.1.

Entorno, Contexto y Restricciones

En la especiﬁcación del sistema de tipos utilizaremos aseveraciones con la siguiente estructura general: Γ; Ω ⊢ 𝐸 : 𝑇 ∣ 𝐶; Γ′ . Esta aseveración tiene por signiﬁcado
que, bajo las restricciones 𝐶, el entorno de entrada Γ y el contexto Ω, la expresión
E tiene un tipo T, produciendo un entorno de salida Γ′ .
Los entornos (Γ) asocian tipos a los identiﬁcadores dentro de un ámbito; también asocian a cada variable de tipo su tipo inferido (si existe). Dado el código de
la Figura 2, para el ámbito de la función f, se cumple que Γ(a):int y Γ(𝑋3 ):bool,
siendo 𝑋3 el tipo de la variable b. El contexto (Ω) alberga la información relativa a
la función que se está procesando actualmente, para que se puedan hacer determinadas comprobaciones de tipo. Ω.𝑙𝑜𝑐𝑎𝑙𝑠 colecciona el conjunto de identiﬁcadores que
constituyen los parámetros de la función actual, y Ω.𝑝𝑎𝑟𝑎𝑚𝑠 sus parámetros; Ω.𝑡𝑟
almacena el tipo de retorno declarado por la función, y Ω.𝑡𝑖𝑝 los tipos inferidos a
partir de los parámetros (se detallará en la Sección 3.3).
Las restricciones pueden ser de dos tipos distintos y su estructura está deﬁnida
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mediante última producción de Figura 1. La restricción de subtipado requiere que
un tipo sea un subtipo de otro dado [13]. Las de asignación no sólo comprueban que
se pueda realizar una asignación, sino que también asocian un tipo a una variable
de tipo en el entorno indicado. En la lı́nea 4 del ejemplo de código de la Figura 2,
se generan dos restricciones de subtipado para las variables q y p; ambas deberán
ser subtipos de bool (𝑋1 ≤ bool, 𝑋2 ≤ bool), puesto que forman parte de una
expresión lógica. En la lı́nea 13, se genera una restricción de asignación indicando
que tras la invocación a setCampo se deberá asociar el tipo de valor (𝑋9 ) a la
variable de tipo del campo del parámetro (𝑋18 ).
Las aseveraciones poseen entornos de entrada y salida. El entorno de entrada es
necesario para sustituir las expresiones cuyo tipo es una variable de tipo asociada
a otro tipo. Esto permite que el sistema de tipos sea sensible al ﬂujo de ejecución
[6], puesto que los identiﬁcadores y las variables de tipo pueden cambiar su tipo
asociado en función del ﬂujo de ejecución [7]. Un ejemplo de este comportamiento
se aprecia en la función sensibleFlujo de la Figura 2. En la lı́nea 17, el tipo del
campo de obj es una variable de tipo libre (𝑋10 ). En la asignación de la lı́nea 18
esta variable de tipo pasa a estar asociada a int, siendo, por tanto, correcta la lı́nea
19. En la lı́nea 20 su nuevo tipo pasa a ser bool, compilando sin errores la lı́nea 21.
Vemos pues cómo una misma variable puede tener varios tipos en el mismo ámbito,
siendo éstos dependientes del ﬂujo de ejecución. Este proceso también es aplicable
a las estructuras de control (Sección 3.7).
3.2.

Funciones

Las reglas de inferencia, en el caso de programa, declaraciones y funciones, se
tratan más de reglas de comprobación de correcta formación que de inferencia de
tipos: ⋄ indica la validez semántica de un término. No obstante, las reglas mostradas
en la Figura 3 inﬁeren restricciones y entornos de salida necesarias para la inferencia
de tipos del resto del sistema. La regla T-Func inﬁere en su entorno de salida el tipo
de la función (𝑇1 ×. . .×𝑇𝑛 → 𝑇 ∣ 𝐶) para que ésta pueda invocarse en adelante. Como
puede apreciarse en la Figura 3, la función incluye las restricciones que deberán
satisfacer sus argumentos en el momento de la invocación. Cabe destacar que la
declaración de una función no genera restricciones y el único elemento que añade al
entorno de salida es la asociación de su propio tipo a su identiﬁcador. Esto signiﬁca
que las restricciones, tipos de los identiﬁcadores y variables de tipo incluidos en todo
entorno son siempre locales a las funciones. El resto de reglas no genera restricción
alguna y los entornos sintetizados son la entrada de los siguientes, consiguiendo
ası́ establecer una sensibilidad al ﬂujo de ejecución.
3.3.

Contexto

Como veremos posteriormente, la información relativa a la función procesada
que se almacena en el contexto (Ω) es necesaria para realizar la comprobación de
tipos. La Figura 4 muestra cómo se calculan sus elementos. En la declaración de
una función (T-Func), se almacenan en Ω.𝑙𝑜𝑐𝑎𝑙𝑠 las variables locales, en Ω.𝑝𝑎𝑟𝑎𝑚𝑠
los parámetros y en Ω.𝑡𝑟 el tipo de retorno declarado para la función.
Más complejo es el cálculo de aquellos tipos que se han inferido a partir de los
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(T-Func)
′

′ 𝑖∈1..𝑛

id ∈
/ 𝑑𝑜𝑚(Γ)
Γ; Ω ⊢ 𝐷 : ⋄ ∣ ∅; Γ
id𝑖 ∈
/ 𝑑𝑜𝑚(Γ )
′
′′
′′′
Γ , id1 : 𝑇1 . . . id𝑛 : 𝑇𝑛 ; Ω ⊢ 𝑆 : ⋄ ∣ 𝐶; Γ
Γ
= Γ, id : 𝑇1 × . . . × 𝑇𝑛 → 𝑇 ∣ 𝐶
Γ; Ω ⊢ 𝑇 id(𝑇1 id1 . . . 𝑇𝑛 id𝑛 ) 𝐷 𝑆 : ⋄ ∣ ∅; Γ

T-Decls

T-Funcs

′

Γ; Ω ⊢ 𝐷1 : ⋄ ∣ ∅; Γ
′
′′
Γ ; Ω ⊢ 𝐷2 : ⋄ ∣ ∅; Γ

Γ; Ω ⊢ 𝐷1 𝐷2 : ⋄ ∣ ∅; Γ

′

id ∈
/ 𝑑𝑜𝑚(Γ)

Γ = Γ, id : 𝑇

Γ; Ω ⊢ 𝑇 id : ⋄ ∣ ∅; Γ

T-Prog

′

Γ; Ω ⊢ 𝐹1 : ⋄ ∣ ∅; Γ
′
′′
Γ ; Ω ⊢ 𝐹2 : ⋄ ∣ ∅; Γ

′′

T-Decl

′′′

Γ; Ω ⊢ 𝐹1 𝐹2 : ⋄ ∣ ∅; Γ

′

′

Γ; Ω ⊢ 𝐹 : ⋄ ∣ ∅; Γ
′
′′
Γ ; Ω ⊢ 𝑆 : ⋄ ∣ ∅; Γ

′′

⊢ 𝑃 : ⋄∣∅

Figura 3. Reglas de inferencia de programa, función y declaración.

(Ω-Func)
Γ; Ω.𝑝𝑎𝑟𝑎𝑚𝑠 = id1 . . . id𝑝 , Ω.𝑙𝑜𝑐𝑎𝑙𝑠 = id𝑝+1 . . . id𝑝+𝑙 , Ω.𝑡𝑟 = 𝑇, Ω.𝑡𝑖𝑝 = 𝑇1 . . . 𝑇𝑝 ⊢ 𝑆 : ⋄
Γ; Ω ⊢ 𝑇 id(𝑇1 id1 . . . 𝑇𝑝 id𝑝 ) 𝑇𝑝+1 id𝑝+1 . . . 𝑇𝑝+𝑙 id𝑝+𝑙 𝑆 : ⋄

(Ω.𝑡𝑖𝑝 -Field)
Γ; Ω1 ⊢ 𝐸 : 𝑇1
𝑇 ∈ Ω1 .𝑡𝑖𝑝

(Ω.𝑡𝑖𝑝 -Array)
Γ ⊢ 𝑇1 ≤ [id : 𝑇2 ]
Ω2 .𝑡𝑖𝑝 = 𝑇2

Γ; Ω1 ⊢ 𝐸1 : 𝑇1
𝑇 ∈ Ω1 .𝑡𝑖𝑝

Γ; Ω1 ∪ Ω2 ⊢ 𝐸.id : 𝑇2

Γ ⊢ 𝑇1 ≤ 𝐴𝑟𝑟𝑎𝑦(𝑇2 )
Ω2 .𝑡𝑖𝑝 = 𝑇2

Γ; Ω1 ∪ Ω2 ⊢ 𝐸1 [𝐸2 ] : 𝑇2

Figura 4. Reglas de cálculo de Ω.

parámetros (Ω.𝑡𝑖𝑝 ). Como se verá más adelante, este conjunto de tipos es necesario
para realizar comprobaciones de expresiones de asignación, obtención de campos de
objetos e indexación de vectores. Inicialmente, en la regla T-Func se introducen los
tipos de los parámetros en Ω.𝑡𝑖𝑝 ; en Ω.𝑡𝑖𝑝 -Field se añade el tipo del campo cuando
el tipo del objeto pertenece a Ω.𝑡𝑖𝑝 ; Ω.𝑡𝑖𝑝 -Array hace lo propio con los vectores.
3.4.

Expresiones

En este apartado analizaremos las variables, expresiones aritméticas, de comparación, lógicas, el acceso a campos de objetos y la indexación de vectores. Las
asignaciones y las invocaciones a funciones (ambas expresiones) serán analizadas en
las secciones 3.6 y 3.9 respectivamente.
En la Figura 5 se muestran las reglas de inferencia de variables. Las funciones vt
y vtl devuelven el conjunto de variables de tipo y variables de tipo libres existentes
en un entorno dado. El predicado izqAsign indica si una expresión es el hijo directo
a la izquierda (en el árbol de sintaxis abstracta) del operador de asignación.
Ninguna de las reglas genera restricción alguna ni añade elementos nuevos al
entorno existente. La regla T-Var inﬁere el tipo de un identiﬁcador previamente
declarado, cuando su tipo no es una variable de tipo. T-EVar tipa un identiﬁcador
declarado con una variable de tipo, estando ésta ya asociada con un tipo concreto.
Esto sucede, por ejemplo, en la lı́nea 4 de la Figura 2, puesto que la variable de tipo
de b (𝑋3 ) se asoció a bool (lı́nea 3).
Tanto T-PVar como T-AVar inﬁeren identiﬁcadores cuando tienen por tipo
una variable de tipo. En el primer caso, se podrá utilizar un identiﬁcador si éste es
un parámetro (y por tanto ya posee un valor) y no esté a la izquierda del operador
de asignación. En el caso de T-AVar se permite la utilización de variables de tipo
libres que no sean parámetros, siempre y cuando se les vaya a asignar un valor y, por
tanto, su variable de tipo pase a estar enlazada con un tipo concreto. Por ejemplo,
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(T-Var)

(T-EVar)

(T-PVar)

Γ(id) : 𝑇
𝑇 ∈
/ 𝑣𝑡(Γ)

Γ(id) : 𝑋
Γ(𝑋) : 𝑇

Γ; Ω ⊢ id : 𝑇 ∣ ∅; Γ

Γ; Ω ⊢ id : 𝑇 ∣ ∅; Γ

(T-AVar)

Γ(id) : 𝑋
id ∈ Ω.𝑝𝑎𝑟𝑎𝑚𝑠

𝑋 ∈ 𝑣𝑡𝑙(Γ)
¬𝑖𝑧𝑞𝐴𝑠𝑖𝑔𝑛(id)

𝑋 ∈ 𝑣𝑡𝑙(Γ)
𝑖𝑧𝑞𝐴𝑠𝑖𝑔𝑛(id)

Γ(id) : 𝑋
id ∈
/ Ω.𝑝𝑎𝑟𝑎𝑚𝑠

Γ; Ω ⊢ id : 𝑋 ∣ ∅; Γ

Γ; Ω ⊢ id : 𝑋 ∣ ∅; Γ

Figura 5. Reglas de inferencia de variables.

(T-Arit)

′

′

Γ; Ω ⊢ 𝐸1 : 𝑇1 ∣ 𝐶1 ; Γ
′′′
Γ ; Ω ⊢ 𝐸2 : 𝑇2 ∣ 𝐶3 ; Γ

(T-Log)

′′

Γ ⊢ 𝑇1 ≤ int ∣ 𝐶2 ; Γ
′′′
′′′′
Γ
⊢ 𝑇2 ≤ int ∣ 𝐶4 ; Γ

′′

′′′′

′

′

Γ; Ω ⊢ 𝐸1 : 𝑇1 ∣ 𝐶1 ; Γ
′′′
Γ ; Ω ⊢ 𝐸2 : 𝑇2 ∣ 𝐶3 ; Γ

(T-Objeto)

′′

′′′′

′′

Γ ; Ω ⊢ 𝐸2 : 𝑇2 ∣ 𝐶3 ; Γ

′

′′

′′

Γ; Ω ⊢ 𝐸.id : 𝑇2 ∣ 𝐶1 ∪ 𝐶2 ; Γ

′

′′′

′

Γ; Ω ⊢ 𝐸 : 𝑇1 ∣ 𝐶1 ; Γ
Γ ⊢ 𝑇1 ≤ [id : 𝑇2 ] ∣ 𝐶2 ; Γ
′′
𝑇2 ∈ 𝑣𝑡𝑙(Γ ) ∧ 𝑇2 ∈
/ Ω.𝑡𝑖𝑝 ⇒ 𝑖𝑧𝑞𝐴𝑠𝑖𝑔𝑛(𝐸.id)

Γ; Ω ⊢ 𝐸1 #𝐸2 : bool ∣ 𝐶1 ∪ 𝐶2 ∪ 𝐶3 ∪ 𝐶4 ; Γ

(T-Vector)

′′

Γ; Ω ⊢ 𝐸1 ⊗ 𝐸2 : bool ∣ 𝐶1 ∪ 𝐶2 ∪ 𝐶3 ∪ 𝐶4 ; Γ

Γ ⊢ 𝑇1 ≤ int ∣ 𝐶2 ; Γ
′′′
′′′′
Γ
⊢ 𝑇2 ≤ int ∣ 𝐶4 ; Γ

′′

′

Γ ⊢ 𝑇1 ≤ bool ∣ 𝐶2 ; Γ
′′′
′′′′
Γ
⊢ 𝑇2 ≤ bool ∣ 𝐶4 ; Γ
′′′′

Γ; Ω ⊢ 𝐸1 ⊕ 𝐸2 : int ∣ 𝐶1 ∪ 𝐶2 ∪ 𝐶3 ∪ 𝐶4 ; Γ

(T-Rel)

′

Γ; Ω ⊢ 𝐸1 : 𝑇1 ∣ 𝐶1 ; Γ
′′
′′′
Γ ; Ω ⊢ 𝐸2 : 𝑇2 ∣ 𝐶3 ; Γ

′

′′

Γ; Ω ⊢ 𝐸1 : 𝑇1 ∣ 𝐶1 ; Γ
Γ ⊢ 𝑇1 ≤ 𝐴𝑟𝑟𝑎𝑦(𝑇 ) ∣ 𝐶2 ; Γ
′′′
′′′′
′′′′
Γ
⊢ 𝑇2 ≤ int ∣ 𝐶4 ; Γ
𝑇 ∈ 𝑣𝑡𝑙(Γ
)∧𝑇 ∈
/ Ω.𝑡𝑖𝑝 ⇒ 𝑖𝑧𝑞𝐴𝑠𝑖𝑔𝑛(𝐸1 [𝐸2 ])
Γ; Ω ⊢ 𝐸1 [𝐸2 ] : 𝑇 ∣ 𝐶1 ∪ 𝐶2 ∪ 𝐶3 ∪ 𝐶4 ; Γ

′′′′

Figura 6. Reglas de inferencia de expresiones.

la utilización de la variable v en la lı́nea 25 de la Figura 2 no está permitida porque
es una variable de tipo libre, no es un parámetro, y no está a la izquierda de la
asignación (T-AVar). Sin embargo, la variable p sı́ puede utilizarse en la lı́nea 4,
al tratarse de un parámetro (T-PVar).
Las reglas de inferencia de expresiones aritméticas, lógicas y relacionales (Figura 6) se apoyan en la relación de subtipado entre tipos (siguiente sección). En el
caso de las aritméticas y relacionales, las dos subexpresiones han de ser subtipos
de entero; en el caso de las lógicas han de promocionar a bool. Los entornos de
salida se utilizan como entornos de entrada de las subexpresiones secuencialmente,
siendo el último entorno de salida el propio de la expresión. Las restricciones que
deberán satisfacerse para inferir el tipo de la expresión serán la unión de todas las
restricciones creadas en las cuatro operaciones del antecedente.
En el acceso a un campo de un objeto (T-Objeto), el tipo del objeto tiene
que promocionar al miembro [id:𝑇2 ]. Un miembro es un tipo interno que denota
cualquier objeto que al menos contenga los campos del miembro (sus reglas de
subtipado se describen en la siguiente sección), de igual forma que los tipos objeto
descritos en [2]. Además, si el tipo del miembro es una variable de tipo libre y no
está inferida a partir de los parámetros, ésta sólo podrá estar a la izquierda de la
asignación. A modo de ejemplo, la lı́nea 13 de la Figura 2 es correcta porque, aunque
el tipo del campo es una variable libre (𝑋18 ) y no está a la izquierda del operador
de asignación, su tipo ha sido inferido a partir de los parámetros (pertenece a Ω.𝑡𝑖𝑝 ).
T-Vector requiere que la primera expresión promocione a vector, el ı́ndice a
entero y, al igual que con los objetos, si se inﬁere una variable de tipo libre no
dependiente de parámetros, ésta tendrá que estar a la izquierda del operador de
asignación. Un ejemplo de error de compilación debido a este predicado es la lı́nea
25 de la Figura 2. El tipo de los elementos de v (𝑋12 ) es una variable libre no inferida
a partir de los parámetros (es local), produciéndose un error de compilación por no
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encontrarse a la izquierda del operador de asignación.
3.5.

Subtipado

Las reglas de subtipado utilizan entornos de entrada y salida y generan restricciones. El entorno de entrada es necesario para sustituir las expresiones que tienen
por tipo una variable de tipo y ésta ha sido asociada a otro tipo. En este caso, el tipo
ﬁnal de la expresión será este último (T-Sub mostrada en la Figura 7). El entorno
de salida se utiliza para asociar una variable de tipo libre a un tipo dado, cuando
ésta tenga que promocionar a dicho tipo. Este comportamiento es precisamente el
de la regla S-VTL de la Figura 7. Para esta regla, además, se genera una restricción
de promoción. De este modo, el funcionamiento es inferir que la promoción es cierta
si se satisface la condición creada. Para futuras expresiones, se sustituirá 𝑋 por 𝑇 ,
puesto que esta asociación ha sido añadida al entorno de salida.
La relación de subtipado es reﬂexiva y transitiva (Figura 7). Si las dos variables
de tipo son libres, se genera una restricción de promoción (S-VTLs). Los constructores de tipo Objeto (S-Objeto) y vector (S-Vector) son covariantes. Sin
embargo, un objeto es subtipo de otro dado cuando ambos tienen igual número de
campos, los campos poseen las mismas etiquetas y cada tipo de éstos es covariante
(S-Objeto).
La relación de subtipado entre miembros ofrece equivalencia estructural (SEMiembro). Un objeto es un subtipo de un miembro si posee todos los campos del
miembro y sus tipos son subtipos de los propios del miembro (S-Miembro). En la
lı́nea 32 de la Figura 2 se crea un objeto con dos campos (campo y otro) y éste promociona en la lı́nea 33 al tipo [campo:𝑋18 ] (parámetro obj de la función setCampo).
La promoción a nuevos miembros es posible gracias a la regla (S-IMiembro). Esta
regla es necesaria porque en T-Objeto (Figura 6) añadimos un único campo tanto
al entorno de salida como a las restricciones generadas. Esto signiﬁca que el tipo
es un objeto que posee al menos el campo que aparece en el miembro, pudiendo
poseer más (S-IMiembro).
El lenguaje StaDyn no ofrece aún funciones de orden superior (llamados delegados en C#), por lo que no se estudia el subtipado de funciones.
3.6.

Asignaciones

Hemos utilizado cuatro reglas distintas para la inferencia de tipos de las asignaciones (Figura 8). T-Asign inﬁere el tipo cuando la expresión a la izquierda del
operador no es una variable de tipo libre. En este caso, el tipo de la derecha ha de
ser un subtipo del de la izquierda. En el caso de que se trate de una variable de tipo
libre, ésta se asociará al tipo de la expresión de la derecha (T-VTLAsign).
T-OAsign tiene en cuenta el caso particular de asignación de campos de un
objeto, siendo su tipo una variable de tipo. En este caso, el objeto ha de promocionar
a un miembro. El nuevo tipo del campo será el tipo del valor asignado, obteniéndose
ası́ una inferencia de tipo sensible al ﬂujo de ejecución (función sensibleFlujo de la
Figura 2). Finalmente, si el tipo depende del parámetro, se generará una restricción
de asignación indicando que, en la invocación a la función, el tipo del argumento
cambiará al indicado en la restricción. Un ejemplo de este tipo de restricción es la
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(S-Trans)
(T-Sub)

′

Γ; Ω ⊢ 𝐸 : 𝑋 ∣ 𝐶; Γ

′

(S-Reflex)

′

Γ ⊢ 𝑇 ≤ 𝑇 ∣ ∅; Γ

Γ (𝑋) : 𝑇

Γ; Ω ⊢ 𝐸 : 𝑇 ∣ 𝐶; Γ

′′

Γ ⊢ 𝑇1 ≤ 𝑇3 ∣ 𝐶1 ∪ 𝐶2 ; Γ

(S-VTL)

(S-VTLs)

𝑋 ∈ 𝑣𝑡𝑙(Γ)
𝐶 =𝑋 ≤𝑇

𝑋1 ∈ 𝑣𝑡𝑙(Γ)
𝑋2 ∈ 𝑣𝑡𝑙(Γ)
𝐶 = 𝑋1 ≤ 𝑋2
Γ ⊢ 𝑋1 ≤ 𝑋2 ∣ 𝐶; Γ

′

Γ ⊢ 𝑇 1 ≤ 𝑇 2 ∣ 𝐶1 ; Γ
′
′′
Γ ⊢ 𝑇2 ≤ 𝑇3 ∣ 𝐶2 ; Γ

(S-Vector)

𝑇 ∈
/ 𝑣𝑡𝑙(Γ)
′
Γ = Γ, 𝑋 : 𝑇

′

Γ ⊢ 𝑇1 ≤ 𝑇2 ∣ 𝐶; Γ

′

′

Γ ⊢ 𝑋 ≤ 𝑇 ∣ 𝐶; Γ

Γ ⊢ 𝐴𝑟𝑟𝑎𝑦(𝑇1 ) ≤ 𝐴𝑟𝑟𝑎𝑦(𝑇2 ) ∣ 𝐶; Γ

(S-Objeto)
Γ ⊢ 𝑇1 ≤ 𝑇𝑛+1 ∣ 𝐶1 ; Γ1 . . . Γ𝑛−1 ⊢ 𝑇𝑛 ≤ 𝑇2𝑛 ∣ 𝐶𝑛 ; Γ𝑛
Γ ⊢ {id1 : 𝑇1 . . . id𝑛 : 𝑇𝑛 } ≤ {id1 : 𝑇𝑛+1 . . . id𝑛 : 𝑇2𝑛 } ∣ 𝐶1 ∪ . . . ∪ 𝐶𝑛 ; Γ𝑛

(S-Miembro)
∀ 𝑖 ∈ [𝑛 + 1, 𝑛 + 𝑚], ∃ 𝑗 ∈ [1, 𝑛], id𝑖 = id𝑗 ∧ Γ𝑖−𝑛 ⊢ 𝑇𝑖 ≤ 𝑇𝑗 ∣ 𝐶𝑖 ; Γ𝑖−𝑛+1
Γ1 ⊢ {id1 : 𝑇1 . . . id𝑛 : 𝑇𝑛 } ≤ [id𝑛+1 : 𝑇𝑛+1 . . . id𝑛+𝑚 : 𝑇𝑛+𝑚 ] ∣ 𝐶1 ∪ . . . ∪ 𝐶𝑖 ; Γ𝑚+1

(S-IMiembro)
Γ(𝑋) : [𝑖𝑑1 : 𝑇1 . . . 𝑖𝑑𝑛 : 𝑇𝑛 ]
′
Γ = Γ, 𝑋 : [𝑖𝑑1 : 𝑇1 . . . 𝑖𝑑𝑛+1 : 𝑇𝑛+1 ]
𝐶 = 𝑋 ≤ [𝑖𝑑1 : 𝑇1 . . . 𝑖𝑑𝑛+1 : 𝑇𝑛+1 ]

(S-EMiembro)
Γ(𝑋) : [𝑖𝑑1 : 𝑇1 . . . 𝑖𝑑𝑛 : 𝑇𝑛 ]
Γ ⊢ [𝑖𝑑𝑖 : 𝑇𝑖 ]

𝑖∈1..𝑛

′

Γ ⊢ 𝑋 ≤ [𝑖𝑑𝑛+1 : 𝑇𝑛+1 ] ∣ 𝐶; Γ

≤ 𝑋 ∣ ∅; Γ

Figura 7. Reglas de subtipado.

(T-Asign)

′

(T-VTLAsign)

′

Γ; Ω ⊢ 𝐸1 : 𝑋 ∣ 𝐶1 ; Γ
′
′′
Γ ; Ω ⊢ 𝐸2 : 𝑇 ∣ 𝐶2 ; Γ

Γ; Ω ⊢ 𝐸1 : 𝑇1 ∣ 𝐶1 ; Γ
𝑇1 ∈
/ 𝑣𝑡𝑙(Γ )
′
′′
′′
′′′
Γ ; Ω ⊢ 𝐸2 : 𝑇2 ∣ 𝐶2 ; Γ
Γ ⊢ 𝑇2 ≤ 𝑇1 ∣ 𝐶3 ; Γ
′′′

Γ; Ω ⊢ 𝐸1 = 𝐸2 : 𝑇1 ∣ 𝐶1 ∪ 𝐶2 ∪ 𝐶3 ; Γ

(T-OAsign)

′

′

Γ; Ω ⊢ 𝐸1 : 𝑇1 ∣ 𝐶1 ; Γ
Γ ⊢ 𝑇1 ≤ [id : 𝑋] ∣ 𝐶2
′
′′
𝑋 ∈ 𝑣𝑡(Γ )
Γ; Ω ⊢ 𝐸2 : 𝑇2 ∣ 𝐶3 ; Γ
′′′
′′
Γ
= Γ , 𝑋 : 𝑇2
if 𝑋 ∈ Ω.𝑡𝑖𝑝 , then 𝐶4 = 𝑋 ← 𝑇2 , else 𝐶4 = ∅
Γ; Ω ⊢ 𝐸1 .id = 𝐸2 : 𝑇2 ∣ 𝐶1 ∪ 𝐶2 ∪ 𝐶3 ∪ 𝐶4 ; Γ

′

′

𝑋 ∈ 𝑣𝑡𝑙(Γ )
′′
= Γ ,𝑋 : 𝑇

′′′

Γ

Γ; Ω ⊢ 𝐸1 = 𝐸2 : 𝑇 ∣ 𝐶1 ∪ 𝐶2 ; Γ

(T-VAsign)

′

′′′

′

Γ; Ω ⊢ 𝐸1 [𝐸2 ] : 𝑋 ∣ 𝐶1 ; Γ
𝑋 ∈ 𝑣𝑡(Γ )
′
′′
′′′
′′
′′
Γ ; Ω ⊢ 𝐸3 : 𝑇 ∣ 𝐶2 ; Γ
Γ
= Γ , 𝑋 : Γ (𝑋) ∨ 𝑇
′′
if 𝑋 ∈ Ω.𝑡𝑖𝑝 , then 𝐶3 = 𝑋 ← 𝑋 ∨ Γ (𝑋) ∨ 𝑇, else 𝐶3 = ∅

′′′

Γ; Ω ⊢ 𝐸1 [𝐸2 ] = 𝐸3 : 𝑇 ∣ 𝐶1 ∪ 𝐶2 ∪ 𝐶3 ; Γ

′′′

Figura 8. Reglas de inferencia de asignaciones.

generada en la función setCampo de la Figura 2 (𝑋18 ← 𝑋9 ). La invocación a esta
función con otro objeto (lı́nea 33) hace que el tipo del campo cambie tras la llamada
(por ello la lı́nea 34 es correcta).
Para los vectores cuyos elementos sean variables de tipo (T-VAsign), el nuevo
tipo de sus elementos será el tipo unión formado por el que tenı́a previamente más
el tipo asignado. Un tipo unión indica la posibilidad de tener alguno de los tipos
que se hallan dentro de él [20]. Por ello en la lı́nea 27 de la Figura 2, el tipo de v
es un vector de enteros o booleanos (int ∨ bool), ya que puede albergar ambos.
En el caso de que la variable de tipo dependa de los parámetros de la función, se
generará una restricción con el tipo unión anterior, añadiendo además la propia
variable de tipo. Éste es el caso de la variable w de la función vector de la Figura 2
(lı́nea 27); de forma distinta a v, el tipo de w (𝑋11 ) se incluye a sı́ mismo en su tipo
unión (𝑋11 ∨ int ∨ bool), indicando ası́ que el tipo que se utilice en la invocación se
añadirá como elemento de la unión. Por ello, el tipo que tendrá w en la invocación
producida en la lı́nea 10 será {atributo : int} ∨ int ∨ bool ya que la variable ve
poseı́a el tipo {atributo:int} en la llamada.
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(T-Exp)
Γ; Ω ⊢ 𝐸 : 𝑇 ∣ 𝐶; Γ
Γ; Ω ⊢ 𝐸 : ⋄ ∣ 𝐶; Γ

(T-If)

′

Γ; Ω ⊢ 𝐸 : 𝑇 ∣ 𝐶1 ; Γ
′′
′′′
Γ ; Ω ⊢ 𝑆1 : ⋄ ∣ 𝐶3 ; Γ

(T-Return)

′

′

′

Γ; Ω ⊢ 𝐸 : 𝑇 ∣ 𝐶1 ; Γ

′

Γ ⊢ 𝑇 ≤ Ω.𝑡𝑟 ∣ 𝐶2
′

Γ; Ω ⊢ return 𝐸 : ⋄ ∣ 𝐶1 ∪ 𝐶2 ; Γ

′

(T-While)

′′

Γ ⊢ 𝑇 ≤ int ∣ 𝐶2 ; Γ
′′
′′′′
Γ ; Ω ⊢ 𝑆2 : ⋄ ∣ 𝐶4 ; Γ

Γ; Ω ⊢ if 𝐸 𝑆1 𝑆2 : ⋄ ∣ 𝐶1 ∪ 𝐶2 ∪ 𝑢𝑛𝑖𝑟(𝐶3 , 𝐶4 ); Γ

′′′

′

′

Γ; Ω ⊢ 𝐸 : 𝑇 ∣ 𝐶1 ; Γ
Γ ⊢ 𝑇 ≤ int ∣ 𝐶2 ; Γ
′′
′′′
Γ ; Ω ⊢ 𝑆 : ⋄ ∣ 𝐶3 ; Γ
′′′′

′′

∪Γ

Γ; Ω ⊢ while 𝐸 𝑆 : ⋄ ∣ 𝐶1 ∪ 𝐶2 ∪ 𝑢𝑛𝑖𝑟(𝐶3 , ∅); Γ

′′

∪Γ

′′′

Figura 9. Reglas de inferencia de sentencias.

(Γ-∪)

′

′′

′

′′

∀id ∈ 𝑑𝑜𝑚(Γ ), id ∈ 𝑑𝑜𝑚(Γ ) ∧ Γ (id) = Γ (id)
′′
′
′′
′
′
′′
∀id ∈ 𝑑𝑜𝑚(Γ ), id ∈ 𝑑𝑜𝑚(Γ ) ∧ Γ (id) = Γ (id)
𝑎𝑣𝑡(Γ) = 𝑢𝑛𝑖𝑟(𝑎𝑣𝑡(Γ ), 𝑎𝑣𝑡(Γ ))
′

Γ ∪Γ

′′

=Γ

Figura 10. Deﬁnición de la operación ∪ sobre entornos.

3.7.

Sentencias

Las sentencias que incluye nuestro lenguaje son return, if y while, ası́ como las
expresiones. La Figura 9 muestra las reglas de inferencia que comprueban la validez
semántica de estas expresiones. Una expresión constituirá una sentencia cuando
para la expresión sea posible inferir un tipo; las restricciones y tipos de salida serán
los generados por la expresión. En el caso de la sentencia return, se ha de cumplir
que la expresión de retorno sea un subtipo del tipo declarado por el programador.
Las sentencias if y while poseen saltos en el ﬂujo de ejecución, diﬁcultando la
inferencia de tipos. Por ello se deﬁnen la función unir sobre restricciones y la unión
de entornos, que tienen en cuenta la información inferida en cada ramal de ejecución,
componiéndola en un nuevo entorno y conjunto de restricciones. Por ejemplo, el tipo
de la variable s (int ∨ bool) en la lı́nea 6 de la Figura 2 se compone a partir de los
tipos que tiene en la lı́nea 4 (bool) y 5 (int). Lo mismo sucede con las restricciones:
la restricción ﬁnal del tipo de la variable p (𝑋1 ≤ int ∨ bool) se forma teniendo en
cuenta que en la lı́nea 4 se genera una restricción de promoción a int y la lı́nea 5
requiere que sea subtipo de bool.
La unión de entornos utilizada en la Figura 9 se apoya en la función unir del
modo descrito en la Figura 10: la asociación de identiﬁcadores ha de ser igual en
ambos entornos; los tipos asociados a las variables de tipo, cuyo conjunto es obtenido
mediante la función avt, será el resultado de unir los conjuntos que tengan en cada
ramal.
La Figura 11 muestra el algoritmo implementado para la función unir. Cada
elemento del conjunto pueden ser restricciones de subtipado y asignación, o asociaciones de variables de tipo de un entorno. El algoritmo se deﬁne empleando dos
operaciones comp y union, deﬁnidas en la Figura 12. El algoritmo toma los elementos de los dos conjuntos y los une sustituyendo su tipo por la unión de ambos [20].
Inicialmente toma los del primer conjunto y posteriormente los del segundo que no
estén en el primero (÷).
Tal y como se muestra en la Figura 12, las comparaciones de restricciones tienen
en cuenta siempre el primer tipo. Esto es debido a que tal y como generamos las
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𝑢𝑛𝑖𝑟(𝐶𝑗𝑡𝑜1 , 𝐶𝑗𝑡𝑜2 ) ≜ 𝐶𝑗𝑡𝑜 in
𝐶𝑗𝑡𝑜 ← ∅
∀ 𝑒𝑙𝑒𝑚1 ∈ 𝐶𝑗𝑡𝑜1
if ∃ 𝑒𝑙𝑒𝑚2 ∈ 𝐶𝑗𝑡𝑜2 , 𝑐𝑜𝑚𝑝(𝑒𝑙𝑒𝑚1 , 𝑒𝑙𝑒𝑚2 )
𝐶𝑗𝑡𝑜 ← 𝐶𝑗𝑡𝑜 ∪ 𝑢𝑛𝑖𝑜𝑛(𝑒𝑙𝑒𝑚1 , 𝑒𝑙𝑒𝑚2 )
else
𝐶𝑗𝑡𝑜 ← 𝐶𝑗𝑡𝑜 ∪ 𝑢𝑛𝑖𝑜𝑛(𝑒𝑙𝑒𝑚1 )
∀ 𝑒𝑙𝑒𝑚 ∈ 𝐶𝑗𝑡𝑜2 ÷ 𝐶𝑗𝑡𝑜1
𝐶𝑗𝑡𝑜 ← 𝐶𝑗𝑡𝑜 ∪ 𝑢𝑛𝑖𝑜𝑛(𝑒𝑙𝑒𝑚)

𝐶𝑗𝑡𝑜1 ÷ 𝐶𝑗𝑡𝑜2 ≜ 𝐶𝑗𝑡𝑜 in
𝐶𝑗𝑡𝑜 ← ∅
∀ 𝑒𝑙𝑒𝑚1 ∈ 𝐶𝑗𝑡𝑜1
if ∕ ∃ 𝑒𝑙𝑒𝑚2 ∈ 𝐶𝑗𝑡𝑜2 , 𝑐𝑜𝑚𝑝(𝑒𝑙𝑒𝑚1 , 𝑒𝑙𝑒𝑚2 )
𝐶𝑗𝑡𝑜 ← 𝐶𝑗𝑡𝑜 ∪ 𝑒𝑙𝑒𝑚1

Figura 11. Algoritmo unir de unión de restricciones y asociaciones de variables de tipo.

(J-Comp)
𝑐𝑜𝑚𝑝(𝑋1 ← 𝑇1 , 𝑋1 ← 𝑇2 )

𝑐𝑜𝑚𝑝(𝑋1 ≤ 𝑇1 , 𝑋1 ≤ 𝑇2 )

𝑐𝑜𝑚𝑝(𝑋1 : 𝑇1 , 𝑋1 : 𝑇2 )

(J-Union)
𝑢𝑛𝑖𝑜𝑛(𝑋 ← 𝑇1 , 𝑋 ← 𝑇2 ) = 𝑋 ← 𝑇1 ∨ 𝑇2
𝑢𝑛𝑖𝑜𝑛(𝑋 : 𝑇1 , 𝑋 : 𝑇2 ) = 𝑋 : 𝑇1 ∨ 𝑇2

𝑢𝑛𝑖𝑜𝑛(𝑋 ≤ 𝑇1 , 𝑋 ≤ 𝑇2 ) = 𝑋 ≤ 𝑇1 ∨ 𝑇2

𝑢𝑛𝑖𝑜𝑛(𝑋 ← 𝑇 ) = 𝑋 ← 𝑋 ∨ 𝑇

𝑢𝑛𝑖𝑜𝑛(𝑋 ≤ 𝑇 ) = 𝑋 ≤ 𝑋 ∨ 𝑇

𝑢𝑛𝑖𝑜𝑛(𝑋 : 𝑇 ) = 𝑋 : 𝑋 ∨ 𝑇

Figura 12. Deﬁnición de las operaciones de comparación y unión.

restricciones, el primer tipo siempre será una variable de tipo (si no fuese ası́, no se
generarı́a restricción alguna), y por ello componemos la restricción en torno a ésta.
La única restricción que no cumple este requisito es la generada en la instrucción
return. No obstante, esta instrucción no podrá aparecer en una sentencia alternativa o condicional gracias a la trasformación del árbol de sintaxis abstracta descrita
en la Sección 2.
Cabe mencionar el funcionamiento de la operación unión cuando la restricción se
ha generado sólo en un ramal (tres últimas reglas de inferencia de la Figura 12). Para
este caso, la restricción generada incluye al propio tipo, indicando que el resultante
ha de ser la unión del previo (si lo hubiese) más el inferido en ese ramal. A modo
de ejemplo, la variable e en la función f en la Figura 2 tiene por tipo (tras el
condicional) 𝑋5 ∨ bool. Como veremos en la siguiente sección, esto implica que
su tipo puede ser bool o la variable libre de tipo 𝑋5 . Este caso particular, que
también aparecı́a en la asignación de elementos de un vector (T-VAsign), es tenido
en cuenta en la resolución de restricciones (Sección 3.9).
3.8.

Dinamismo

El sistema de tipos presentado está parametrizado en función del dinamismo
que el programador asocie a las variables de tipo. Los cambios producidos en la
inferencia de tipos en base al dinamismo están centralizados en los tipos unión.
Un tipo unión denota los posibles tipos que puede poseer una referencia [20]. Si
la referencia ha sido declarada como estática, las operaciones permitidas sobre ella
serán aquéllas que se satisfagan para todos los tipos de la unión. Ası́ se ofrecerá la
seguridad de que no existan errores de tipo en tiempo de ejecución. No obstante, si el
programador ha indicado que la variable de tipo es dinámica, la inferencia será más
optimista, permitiendo la operación si al menos un tipo de la unión satisface las
reglas de tipo. Nótese cómo, si no existe ninguna posibilidad de que la operación
sea aplicable, el sistema producirá un error de compilación aunque la referencia sea
dinámica. Este funcionamiento se aprecia en las lı́neas 6 y 7 de la Figura 2. Tanto
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(S-EUnion)

(S-DUnion)

∀ 𝑖 ∈ [1, 𝑛], Γ ⊢ 𝑇𝑖 ≤ 𝑇 ∣ 𝐶𝑖 ; Γ𝑖
Γ ⊢ sta 𝑇1 ∨ . . . ∨ 𝑇𝑛 ≤ 𝑇 ∣ 𝐶1 ∪ . . . ∪ 𝐶𝑛 ; Γ1 ∪ . . . ∪ Γ𝑛

Γ ⊢ dyn 𝑇1 ∨ . . . ∨ 𝑇𝑛 ≤ 𝑇 ∣ ∪ 𝐶𝑖 ; ∪Γ𝑖

∃ 𝑖 ∈ [1, 𝑛], Γ ⊢ 𝑇𝑖 ≤ 𝑇 ∣ 𝐶𝑖 ; Γ𝑖

Figura 13. Reglas de subtipado para tipos unión.

(T-Inv)
𝑐𝑙𝑜𝑛𝑎𝑟(Γ(id)) : 𝑇 𝑝1 × . . . × 𝑇 𝑝𝑛 → 𝑇 ∣ 𝐶
∀ 𝑖 ∈ [1, 𝑛], Γ𝑖 ; Ω ⊢ 𝐸𝑖 : 𝑇𝑖 ∣ 𝐶𝑖 ; Γ𝑖+1
∀ 𝑖 ∈ [1, 𝑛], 𝑇𝑖 ∈
/ 𝑣𝑡𝑙(Γ𝑖+1 )
∀ 𝑖 ∈ [1, 𝑛], Γ𝑛+𝑖 ⊢ 𝑇𝑖 ≤ 𝑇 𝑝𝑖 ∣ 𝐶𝑛+𝑖 ; Γ2𝑛+1
𝜎, Γ2𝑛+1 ⊩ 𝐶; Γ2𝑛+2
Γ1 ; Ω ⊢ id(𝐸1 . . . 𝐸𝑛 ) : 𝜎𝑇 ∣ 𝐶1 ∪ . . . ∪ 𝐶2𝑛 ; Γ2𝑛+2

(T-VTLInv)
∀ 𝑖 ∈ [1, 𝑛], Γ𝑖 ; Ω ⊢ 𝐸𝑖 : 𝑇𝑖 ∣ 𝐶𝑖 ; Γ𝑖+1

𝑐𝑙𝑜𝑛𝑎𝑟(Γ(id)) : 𝑇 𝑝1 × . . . × 𝑇 𝑝𝑛 → 𝑇 ∣ 𝐶
∃ 𝑖 ∈ [1, 𝑛], 𝑇𝑖 ∈ 𝑣𝑡𝑙(Γ𝑖+1 )
∀ 𝑖 ∈ [1, 𝑛], Γ𝑛+𝑖 ⊢ 𝑇𝑖 ≤ 𝑇 𝑝𝑖 ∣ 𝐶𝑛+𝑖 ; Γ2𝑛+1

Γ1 ; Ω ⊢ id(𝐸1 . . . 𝐸𝑛 ) : 𝑇 ∣ 𝐶 ∪ 𝐶1 ∪ . . . ∪ 𝐶2𝑛 ; Γ2𝑛+2

Figura 14. Reglas de inferencia de invocación a función.

s como d tienen el tipo int∨bool, pero la primera variable es estática y la segunda
dinámica. Esta diferencia provoca que la lı́nea 6 genere un error de compilación (no
se puede sumar un bool) cuando la lı́nea 7 es correcta (el tipo int acepta la suma).
La comprobación de tipos descrita más arriba se formaliza con las reglas de
subtipado para los tipos unión mostrados en la Figura 13 (no es necesario deﬁnir
la promoción a un tipo unión puesto que la sintaxis de nuestro lenguaje nunca
lo permite). Nótese cómo la promoción es la operación utilizada para inferir los
tipos en nuestro sistema, facilitando ası́ la obtención del comportamiento deseado.
En el caso del comportamiento estático, el subtipado es correcto si todos los tipos
satisfacen la promoción. Las variables de tipo y restricciones generadas en cada una
de las promociones serán la unión de todas las obtenidas (ası́ deﬁnimos la unión de
entornos en la Figura 9). Para el comportamiento dinámico es necesario que exista
al menos una promoción y las restricciones y variables de tipo generadas se deﬁnen
para aquellas promociones satisfactorias (∪Γ𝑖 representa la unión de los Γ𝑖 ).
Nótese cómo las reglas de subtipado de la Figura 13 también son válidas para la
conversión de tipos implı́citos (tanto dinámicos como estáticos) a tipos explı́citos.
La lı́nea 8 de la Figura 2 intenta asignar el tipo int∨bool al tipo int, generando un
error porque, al ser la referencia s estática, no se cumple que bool sea un subtipo
de int; si s fuera dinámica, la conversión serı́a satisfactoria —aunque no lo serı́a si
la asignación fuese a ve, independientemente de que s sea un tipo dinámico.
3.9.

Invocación a funciones

La Figura 14 muestra las dos reglas de inferencia en la invocación de funciones.
La diferencia entre ambas radica en la existencia (T-VTLInv) o no (T-Inv) de argumentos que sean variables de tipo libre. Para ambos casos, la función clonar toma
todas las variables de tipo de un tipo función, incluyendo las de sus restricciones,
y devuelve un tipo equivalente con nuevas variables de tipo libres. Este proceso
permite realizar cualquier número de invocaciones a una misma función, separando
las variables de tipo para cada llamada. Para cada invocación, se inﬁeren los tipos
de los argumentos y se comprueban que sean subtipos de los parámetros.
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(R-Rest)
′

′

′

∀ 𝑇𝑖 ≤ 𝑇𝑖 ∈ 𝐶, 𝑢𝑛𝑖𝑓 𝑖𝑐𝑎𝑟(𝑇𝑖 , 𝑇𝑖 , 𝜎), Γ𝑖 ⊢ 𝑇𝑖 ≤ 𝑇𝑖 ∣ ∅; Γ𝑖+1
′

′

′

𝑖∈1..𝑛
′

∀ 𝑇𝑗 ← 𝑇𝑗 ∈ 𝐶, Γ𝑗 ⊢ 𝑇𝑗 ≤ 𝑇𝑗 ; Γ𝑗 , ∀𝑋 ∈ 𝑎𝑙𝑖𝑎𝑠(𝜎, 𝑇𝑗 ), Γ𝑗+1 = Γ𝑗 , 𝑋 : 𝑇𝑗

𝑗∈𝑛+1..𝑚

𝜎, Γ1 ⊩ 𝐶; Γ𝑛+𝑚+1

Figura 15. Condiciones que satisface el algoritmo de resolución de restricciones.

En el caso de que los argumentos no sean variables de tipo libre, se procede a la
resolución de las restricciones. La aseveración 𝜎, Γ ⊩ 𝐶; Γ′ signiﬁca que el conjunto
de sustituciones 𝜎 es una solución de 𝐶, tomando como entrada el entorno Γ, y
generando Γ′ como salida. En este caso el tipo inferido es la sustitución 𝜎𝑇 y las
restricciones de la función no se añaden a las generadas por la invocación. En el
caso de que existan variables de tipo libre en los argumentos (T-VTLinv), el tipo
de la invocación es el declarado en la función y las restricciones de ésta se añaden a
las propias de la invocación. Por ejemplo, la función setCampo de la Figura 2 tiene
por tipo Γ(setCampo) : 𝑋8 × 𝑋9 → 𝑣𝑜𝑖𝑑 ∣ 𝑋8 ≤ [𝑐𝑎𝑚𝑝𝑜 : 𝑋18 ], 𝑋18 ← 𝑋9 . Puesto
que los parámetros de la invocación de la lı́nea 31 son variables de tipo libre, las
restricciones de setCampo (𝑋8 ≤ [campo : 𝑋18 ], 𝑋18 ← 𝑋9 ), correctamente clonadas,
son añadidas a las restricciones de la función setCampoInc.
En la Figura 15 se muestra de un modo declarativo el funcionamiento de nuestro
algoritmo de resolución de restricciones. Para restricciones de subtipado se uniﬁcan
sus dos tipos antes de comprobar si existe promoción. El algoritmo de uniﬁcación
empleado es el descrito por Paterson en [19]. Tanto la uniﬁcación como la promoción
han de ser válidas para que el conjunto de sustituciones 𝜎 constituya una solución.
En el caso de las restricciones de asignación se veriﬁca que el valor asignado sea un
subtipo de la expresión a asignar. Posteriormente se toman todas las variables de
tipo que pertenezcan a la clase de equivalencia [19] de la variable a ser asignada (función alias), y se le asigna en el entorno de salida el tipo indicado por la restricción.
Siguiendo con nuestro ejemplo de la Figura 2, la invocación de la lı́nea 33 satisface la
restricción de subtipado de setCampo ({campo : 𝑋17 , otro : int} ≤ [campo : 𝑋18 ])
y asigna el tipo entero al objeto pasado al satisfacer la restricción de asignación
(𝑋17 = 𝑎𝑙𝑖𝑎𝑠(𝑋18 ) ← int).
El algoritmo de resolución comprueba primero las restricciones de subtipado y
posteriormente las de asignación. Tal y como vimos en la Figura 12, en ocasiones las
restricciones de subtipado y asignación pueden ser recursivas, siendo el segundo tipo
un tipo unión en el que se incluye al primero. En este caso, antes de la uniﬁcación
y tomando el entorno de entrada, se sustituirá en el tipo unión la aparición del
primer tipo por su tipo asociado en el entorno de entrada. En el caso de no existir,
simplemente se eliminará de la parte derecha.

4.

Algoritmo de Comprobación de Tipos

Las reglas de inferencia del núcleo del lenguaje aquı́ presentado requieren inferir
el tipo de una función antes de poder inferir el tipo de la invocación (Figura 14).
Una vez inferido el tipo de una función, ésta ya no vuelve a analizarse. Por tanto,
el algoritmo de comprobación de tipos comienza con las sentencias del programa
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principal y, conforme se producen invocaciones a funciones, pasa a inferir el tipo de
éstas. Aunque en la implementación real de StaDyn sı́ soportamos recursividad, el
sistema de tipos presentado en este artı́culo no ofrece esta caracterı́stica.
Si bien las reglas de inferencia presentadas no son deterministas, existen pocas
condiciones a añadir para transformar éstas a un algoritmo determinista de comprobación de tipos siguiendo el proceso descrito en el párrafo anterior. La primera
de ellas es referente a las reglas de asignación; en T-VTLAsign hay que comprobar
que la parte izquierda de la asignación no sea un acceso a un campo de un objeto
ni una indexación de un vector. Las reglas de cálculo de Ω (Figura 4) se tienen
que codiﬁcar junto a las reglas de invocación a función (T-Inv y T-VTLInv), indexación de un vector (T-Vector), acceso a miembro de un objeto (T-Objeto),
y las reglas de asignación (Figura 8). En lo relativo a la subsunción (T-Sub), esta
regla se encuentra diseminada a lo largo de todas las reglas de subtipado. La implementación de estas dos relaciones entre tipos se ha llevado a cabo empleando el
patrón de diseño Composite [8], siguiendo las pautas que describimos en [15].
Este sistema de tipos ha sido implementado en C# como parte de un compilador del lenguaje de programación StaDyn. Hasta la fecha se genera código para
la versión 2 del CLR aunque también se pretende generar código para el DLR [9]
y Reﬂective Rotor [22,17]. La parte de análisis léxico y sintáctico se ha llevado a
cabo con la herramienta AntLR [18] y el recorrido del árbol de sintaxis abstracta
con el patrón de diseño Visitor [8]. La implementación de StaDyn está disponible
en http://www.reﬂection.uniovi.es/stadyn
En [16] se describe una evaluación preliminar del rendimiento de StaDyn. La
mejora obtenida es de 43 y 51 veces superior a Visual Basic 10 y C# 4.0 respectivamente, cuando se utilizan variables de tipo dinámicas [16]. En el caso de utilizar
declaración explı́cita de tipos, nuestro compilador genera un código 4,6 % más lento
que C# 4.0 y un 14 % más rápido que Visual Basic 10.

5.

Conclusiones

Este artı́culo presenta el primer paso hacia la especiﬁcación del sistema de tipos
del lenguaje de programación StaDyn cuyo principal objetivo es ofrecer los beneﬁcios de la comprobación dinámica y estática de tipos en un mismo lenguaje de
programación. La principal contribución de este trabajo es la realización de inferencia y comprobación de tipos incluso en escenarios dinámicos. Este procesamiento
tiene por principales ventajas la detección de errores de tipo en código dinámico,
la integración de código dinámico y estático en un mismo lenguaje, y suponer un
valioso mecanismo para la optimización de código. Combinamos la declaración explı́cita e implı́cita de tipos con un sistema de reconstrucción de tipos basado en
restricciones, centralizando el posible dinamismo de los tipos en el comportamiento
de los tipos unión, consiguiendo ası́ utilizar el mismo sistema de tipos en entornos
donde prima la robustez y eﬁciencia (estáticos) como en escenarios donde se prioriza
la ﬂexibilidad y desarrollo rápido de prototipos (dinámicos).
Nuestro próximo trabajo será la formalización de la semántica del núcleo del
lenguaje, para posteriormente demostrar su seguridad respecto al tipo. Una vez
llegado a este punto, formalizaremos el resto de caracterı́sticas de StaDyn tales como
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clases, interfaces, herencia, polimorﬁsmo de inclusión, enlace dinámico, recursividad
y sobrecarga de métodos.
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Certiﬁed Absence of Dangling Pointers in a
Language with Explicit Deallocation
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Abstract
Safe is a ﬁrst-order eager functional language with facilities for programmer controlled destruction and
copying of data structures. It provides also regions, i.e. disjoint parts of the heap, where the program
allocates data structures. A region is a collection of cells, each one is big enough to allocate a data
constructor. The runtime system does not need a garbage collector and all allocation/deallocation actions
are done in constant time. Deallocating cells or regions may create dangling pointers. The language is
aimed at inferring and certifying memory safety properties in a Proof Carrying Code environment. Some
of its analyses have been presented elsewhere. The one relevant to this paper is a type system and a type
inference algorithm guaranteeing that well-typed programs will be free of dangling pointers at runtime.
In this paper we present how to generate formal certiﬁcates of the absence of dangling pointers property
inferred by the compiler. The certiﬁcates are Isabelle/HOL proof scripts which can be proof-checked by this
tool when loaded with a database of previously proved theorems. The key idea is proving an Isabelle/HOL
theorem for each syntactic construction of the language, relating the static types inferred by the compiler
to the dynamic properties about the heap that will be satisﬁed at runtime.
Keywords: Memory management, type-based analysis, formal certiﬁcates, proof assistants.

1

Introduction

Certifying program properties consists of providing mathematical evidence about
them. In a Proof Carrying Code (PCC) environment [7], these proofs should be
automatically checked by an appropriate tool. In our language Safe, we have chosen
the proof assistant Isabelle/HOL [9] both for constructing and checking proofs.
Safe, described below, is equipped with analyses for inferring regions where data
structures are located [4], and for detecting when a program with explicit deallocation actions is free of dangling pointers [6]. These analyses have been manually
proved correct, but a certiﬁcate is a diﬀerent matter than proving analyses correct:
∙
1
2
3
4

The proof it contains must be related to a speciﬁc program.
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∙

The proof must be automatically validated by a proof checker.

In this paper we describe how to create a certiﬁcate from the properties inferred
by the analyses. The key idea is creating a database of theorems, proved once
forever, relating these static properties to the dynamic ones the compiled programs
are expected to satisfy. There is one such theorem for each syntactic construction
of the language. Then, these theorems are considered as proof obligations which the
generated certiﬁcate must discharge.
In the rest of this section we describe the relevant aspects of Safe. In Sec. 2
a ﬁrst set of proof obligations related to explicit deallocation is presented, while a
second set related to implicit region deallocation is explained in Sec. 3. Sec. 4 is
devoted to certiﬁcate generation and Sec. 5 concludes.
1.1

The language

Safe is a ﬁrst-order eager language with a syntax similar to Haskell’s. Its runtime
system uses regions, i.e. disjoint parts of the heap where the program allocates data
structures. The smallest memory unit is the cell, a contiguous memory space big
enough to hold a data construction. A cell contains the mark of the constructor
and a representation of the free variables to which the constructor is applied. These
may consist either of basic values, or of pointers to other constructions. Each cell
is allocated at constructor application time. A region is a collection of cells. It is
created empty and it may grow and shrink while it is active. Region deallocation
frees all its cells. The allocation and deallocation of regions is bound to function
calls. A working region, denoted by self, is allocated when entering the call and
deallocated when exiting it. Inside the function, data structures not belonging to
the output may be built there. The region arguments are explicit in the intermediate
code but not in the source, since they are inferred by the compiler [4]. The following
list sorting function builds an intermediate tree not needed in the output:
treesort xs = inorder (makeTree xs)

After region inference, the code is annotated with region arguments:
treesort xs @ r = inorder (makeTree xs @ self) @ r

so that the tree is created in treeSort’s self region and deallocated upon termination
of treeSort. Besides regions, destruction facilities are associated to pattern matching.
For instance, we show here a constant space function appending two lists:
append []!
ys
append (x:xs)! ys

= ys
= x : append xs ys

The ! mark is the way programmers indicate that the matched cell must be deleted.
The constant space consumption is due to that, at each recursive call, a cell is
deleted by the pattern matching while a new one is allocated by the (:).
The Safe front-end desugars Full-Safe and produces a bare-bones functional language called Core-Safe. The transformation starts with region inference and continues with Hindley-Milner type inference, pattern matching desugaring, and some
other simpliﬁcations. In Fig. 1 we show the syntax of Core-Safe. A program is a
sequence of possibly recursive polymorphic data and function deﬁnitions followed by
a main expression e whose value is the program result. The over-line abbreviation
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𝑛

𝑚

{Core-Safe program}

prog → data 𝑖 ; dec 𝑗 ; e
𝑛

data → data 𝑇 𝛼𝑖 @ 𝜌𝑗 𝑚 = 𝐶𝑘 𝑡𝑘𝑠
dec →
→

e

𝑛𝑘

@ 𝜌𝑚

𝑙

{recursive, polymorphic data type}

𝑓 𝑥𝑖 𝑛 @ 𝑟𝑗 𝑙 = e

{recursive, polymorphic function}

𝑎

{atom: literal 𝑐 or variable 𝑥}

∣𝑥@𝑟

{copy data structure 𝑥 into region 𝑟}

∣ 𝑥!

{reuse data structure 𝑥}

∣ 𝑎1 ⊕ 𝑎2

{primitive operator application}

∣ 𝑓 𝑎𝑖 𝑛 @ 𝑟𝑗 𝑙

{function application}

∣ let 𝑥1 = be in e
∣ case 𝑥 of alt 𝑖

{non-recursive, monomorphic}

𝑛

∣ case! 𝑥 of alt 𝑖

{read-only case}

𝑛

{destructive case}

𝑛

alt

→ 𝐶 𝑥𝑖 → e

{case alternative}

be

→ 𝐶 𝑎𝑖 𝑛 @ 𝑟

{constructor application}

∣𝑒

Fig. 1. Core-Safe syntax

𝑥𝑖 𝑛 stands for 𝑥1 ⋅ ⋅ ⋅ 𝑥𝑛 . case! expressions implement destructive pattern matching, constructions are only allowed in let bindings, and atoms —or just variables—
are used in function applications, case/case! discriminant, copy and reuse. Region arguments are explicit in constructor and function applications and in copy
expressions. As an example, we show the Core-Safe version of the above append
function:
append xs ys @ 𝑟 = case! xs of
[]
𝑥 : xx

1.2

→ ys
→ let yy = append xx ys @ 𝑟 in
let zz = 𝑥 : yy @ 𝑟 in zz

Operational Semantics

In Figure 2 we show the big-step operational semantics of the core language expressions. We use 𝑣, 𝑣𝑖 , . . . to denote either heap pointers or basic constants, 𝑝, 𝑝𝑖 , 𝑞, . . .
to denote heap pointers, and 𝑎, 𝑎𝑖 , . . . to denote either program variables or basic
constants (atoms). The former are named 𝑥, 𝑥𝑖 , . . . and the latter 𝑐, 𝑐𝑖 etc. Finally,
we use 𝑟, 𝑟𝑖 , . . . to denote region variables.
A judgement of the form 𝐸 ⊢ ℎ, 𝑘, 𝑒 ⇓ ℎ′ , 𝑘, 𝑣 states that expression 𝑒 is successfully reduced to normal form 𝑣 under runtime environment 𝐸 and heap ℎ with
𝑘 + 1 regions, ranging from 0 to 𝑘, and that a ﬁnal heap ℎ′ with 𝑘 + 1 regions is
produced as a side eﬀect. Runtime environments 𝐸 map program variables to values
and region variables to actual region numbers in the range {0 . . . 𝑘}. We adopt the
convention that for all 𝐸, if 𝑐 is a constant, 𝐸(𝑐) = 𝑐.
A heap ℎ is a ﬁnite mapping from pointers 𝑝 to construction cells 𝑤 of the form
(𝑗, 𝐶 𝑣𝑖 𝑛 ), meaning that the cell resides in region 𝑗. By ℎ[𝑝 7→ 𝑤] we denote a heap
ℎ where the binding [𝑝 7→ 𝑤] is highlighted. On the contrary, by ℎ ⊎ [𝑝 7→ 𝑤] we
denote the disjoint union of the heap ℎ and the binding [𝑝 7→ 𝑤], while ℎ ∣𝑘 is the
heap obtained by deleting from ℎ the bindings living in regions greater than 𝑘.
The semantics of a program 𝑑1 ; . . . ; 𝑑𝑛 ; 𝑒 is the semantics of the main expression 𝑒
in an environment Σ containing all the function declarations. We only comment the
rules related to allocation/deallocation actions, some of which may create dangling
pointers in the heap. The rest are the usual ones for an eager language.
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𝐸 ⊢ ℎ, 𝑘, 𝑐 ⇓ ℎ, 𝑘, 𝑐 [Lit]

𝐸[𝑥 7→ 𝑣] ⊢ ℎ, 𝑘, 𝑥 ⇓ ℎ, 𝑘, 𝑣 [Var 1 ]

(ℎ′ , 𝑝′ )

𝑗≤𝑘
= copy(ℎ, 𝑝, 𝑗)
fresh(𝑞)
[Var 2 ]
[Var 3 ]
𝐸[𝑥 7→ 𝑝, 𝑟 7→ 𝑗] ⊢ ℎ, 𝑘, 𝑥@𝑟 ⇓ ℎ′ , 𝑘, 𝑝′
𝐸[𝑥 7→ 𝑝] ⊢ ℎ ⊎ [𝑝 7→ 𝑤], 𝑘, 𝑥! ⇓ ℎ ⊎ [𝑞 7→ 𝑤], 𝑘, 𝑞
𝑚

𝑛

[𝑥𝑖 7→ 𝐸(𝑎𝑖 ) , 𝑟𝑗 7→ 𝐸(𝑟𝑗′ ) , self 7→ 𝑘 + 1] ⊢ ℎ, 𝑘 + 1, 𝑒 ⇓ ℎ′ , 𝑘 + 1, 𝑣

Σ ⊢ 𝑓 𝑥𝑖 𝑛 @ 𝑟𝑗 𝑚 = 𝑒

𝐸 ⊢ ℎ, 𝑘, 𝑓 𝑎𝑖 𝑛 @ 𝑟𝑗′

𝑚

⇓ ℎ′ ∣𝑘 , 𝑘, 𝑣

[App]

op ⊕ 𝑣1 𝑣2 = 𝑣
[Primop]
𝐸[𝑎1 7→ 𝑣1 , 𝑎2 7→ 𝑣2 ] ⊢ ℎ, 𝑘, 𝑎1 ⊕ 𝑎2 ⇓ ℎ, 𝑘, 𝑣
𝐸 ⊢ ℎ, 𝑘, 𝑒1 ⇓ ℎ′ , 𝑘, 𝑣1 𝐸 ∪ [𝑥1 7→ 𝑣1 ] ⊢ ℎ′ , 𝑘, 𝑒2 ⇓ ℎ′′ , 𝑘, 𝑣
[Let]
𝐸 ⊢ ℎ, 𝑘, let 𝑥1 = 𝑒1 in 𝑒2 ⇓ ℎ′′ , 𝑘, 𝑣
𝑗 ≤ 𝑘 fresh(𝑝) 𝐸 ∪ [𝑥1 7→ 𝑝] ⊢ ℎ ⊎ [𝑝 7→ (𝑗, 𝐶 𝑣𝑖 𝑛 )], 𝑘, 𝑒2 ⇓ ℎ′ , 𝑘, 𝑣
[Let 𝐶 ]
𝐸[𝑟 7→ 𝑗, 𝑎𝑖 7→ 𝑣𝑖 𝑛 ] ⊢ ℎ, 𝑘, let 𝑥1 = 𝐶 𝑎𝑖 𝑛 @𝑟 in 𝑒2 ⇓ ℎ′ , 𝑘, 𝑣
𝐶 = 𝐶𝑟

𝐸 ∪ [𝑥𝑟𝑖 7→ 𝑣𝑖 𝑛𝑟 ] ⊢ ℎ, 𝑘, 𝑒𝑟 ⇓ ℎ′ , 𝑘, 𝑣

𝐸[𝑥 7→ 𝑝] ⊢ ℎ[𝑝 7→ (𝑗, 𝐶 𝑣𝑖 𝑛𝑟 )], 𝑘, case 𝑥 of 𝐶𝑖 𝑥𝑖𝑗 𝑛𝑖 → 𝑒𝑖
𝐶 = 𝐶𝑟

𝑚

⇓ ℎ′ , 𝑘, 𝑣

[Case]

𝐸 ∪ [𝑥𝑟𝑖 7→ 𝑣𝑖 𝑛𝑟 ] ⊢ ℎ, 𝑘, 𝑒𝑟 ⇓ ℎ′ , 𝑘, 𝑣

𝐸[𝑥 7→ 𝑝] ⊢ ℎ ⊎ [𝑝 7→ (𝑗, 𝐶 𝑣𝑖 𝑛𝑟 )], 𝑘, case! 𝑥 of 𝐶𝑖 𝑥𝑖𝑗 𝑛𝑖 → 𝑒𝑖

𝑚

⇓ ℎ′ , 𝑘, 𝑣

[Case!]

Fig. 2. Operational semantics of Safe expressions
𝜏 →

𝑡 →

{external}

𝑟 →

∣𝑟

{in-danger}

𝑏 →

∣𝜎

{polymorphic function}

∣𝜌

{region}

𝑡

𝑠
∣𝑑

𝑠 →

𝑇 𝑠@𝜌𝑚

{variable}

𝑎
∣𝐵

tf →

{basic}

𝑛

𝑡𝑖 → 𝜌𝑙 → 𝑇 𝑠@𝜌𝑚 {function}
𝑛

∣ 𝑡𝑖 → 𝑏

{safe}

∣ 𝑠𝑖 𝑛 → 𝜌 → 𝑇 𝑠@𝜌𝑚 {constructor}

{condemned}
𝜎 →

∀𝑎.𝜎
∣ ∀𝜌.𝜎

∣𝑏
𝑑→

𝑇 𝑠#@𝜌𝑚

𝑇 𝑡!@𝜌𝑚

∣ tf

Fig. 3. Type expressions

Rule Var 2 executes a copy expression copying the data structure pointed to by
𝑝 and living in region 𝑗 ′ into a (possibly diﬀerent) region 𝑗. The runtime system
function copy follows the pointers in recursive positions of the structure starting at
𝑝 and creates in region 𝑗 a copy of all recursive cells. The non-recursive cells are
shared with the old structure. In rule Var 3 , the binding [𝑝 7→ 𝑤] is deleted and a
fresh binding [𝑞 7→ 𝑤] to cell 𝑤 is added. This action may create dangling pointers,
as some cells may contain free occurrences of 𝑝. Rule App shows when a new region
is allocated. The formal identiﬁer self is bound to the newly created region 𝑘 + 1
so that the function body may create bindings in this region. Before returning, all
cells created in region 𝑘 + 1 are deleted. This action is another source of possible
dangling pointers. Rule Case! expresses what happens in a destructive pattern
matching: the binding of the discriminant variable disappears from the heap. This
action is the last source of possible dangling pointers.
1.3

Safe Type System

The syntax of type expressions is shown in Fig. 3. As the language is ﬁrst-order, we
distinguish between functional, tf , and non-functional types, 𝑡, 𝑟. Non-functional
algebraic types may be safe types 𝑠, condemned types 𝑑 or in-danger types 𝑟. Indanger and condemned types are respectively distinguished by a # or ! annotation.
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Operator

Γ1 ∙ Γ2 deﬁned if

+

dom(Γ1 ) ∩ dom(Γ2 ) = ∅

Result of (Γ1 ∙ Γ2 )(𝑥)
Γ1 (𝑥) if 𝑥 ∈ dom(Γ1 )
Γ2 (𝑥) otherwise

⊗

Γ1 (𝑥) if 𝑥 ∈ dom(Γ1 )

∀𝑥 ∈ dom(Γ1 ) ∩ dom(Γ2 ) . Γ1 (𝑥) = Γ2 (𝑥)

Γ2 (𝑥) otherwise
⊕

∀𝑥 ∈ dom(Γ1 ) ∩ dom(Γ2 ) . Γ1 (𝑥) = Γ2 (𝑥)

Γ1 (𝑥) if 𝑥 ∈ dom(Γ1 )

∧ safe?(Γ1 (𝑥))

Γ2 (𝑥) otherwise
Γ2 (𝑥) if 𝑥 ∈
/ dom(Γ1 )∨

⊳𝐿

∀𝑥 ∈ dom(Γ1 ) ∩ dom(Γ2 ). utype?(Γ1 (𝑥), Γ2 (𝑥))
∧ ∀𝑥 ∈ dom(Γ1 ). unsafe?(Γ1 (𝑥)) → 𝑥 ∈
/𝐿

𝑥 ∈ dom(Γ1 ) ∩ dom(Γ2 ) ∧ safe?(Γ1 (𝑥))
Γ1 (𝑥) otherwise

Fig. 4. Operators on type environments

In-danger types arise as an intermediate step during typing and are useful to control
the side-eﬀects of the destructions. But notice that the types of function arguments
only include either safe or condemned types. The intended semantics of these types
is the following:
∙

Safe types (𝑠): A data structure (DS) of this type can be read, copied or used
to build other DSs. They cannot be destroyed or reused by using the symbol !.

∙

Condemned types (𝑑): It is a DS directly involved in a case! action. Its
recursive descendants will inherit the same condemned type. They cannot be
used to build other DSs, but they can be read or copied before being destroyed.

∙

In-danger types (𝑟): This is a DS sharing a recursive descendant of a condemned DS, so potentially it can contain dangling pointers.

Data constructors have one region argument 𝑟 :: 𝜌 reﬂected as the outermost region
variable of the resulting algebraic type 𝑇 𝑠@𝜌𝑚 . The constructors are given types
indicating that the recursive substructure and the structure itself must live in the
same region. For example, in the case of lists and trees:
[ ] : ∀𝑎, 𝜌.𝜌 → [𝑎]@𝜌
(:) : ∀𝑎, 𝜌.𝑎 → [𝑎]@𝜌 → 𝜌 → [𝑎]@𝜌
Empty : ∀𝑎, 𝜌.𝜌 → BSTree 𝑎@𝜌
Node : ∀𝑎, 𝜌.BSTree 𝑎@𝜌 → 𝑎 → BSTree 𝑎@𝜌 → 𝜌 → BSTree 𝑎@𝜌

We assume that the types of the constructors are collected in an environment Σ,
easily built from the data type declarations. In type environments, Γ, we can ﬁnd
region type assignments 𝑟 : 𝜌, variable type assignments 𝑥 : 𝑡, and polymorphic
scheme assignments to functions 𝑓 : 𝜎. The operators on type environments used
in the typing rules are shown in Fig. 4. The usual operator + demands disjoint
domains. Operators ⊗ and ⊕ are deﬁned only if common variables have the same
type, which must be safe in the case of ⊕. Operator ⊳𝐿 is an asymmetric composition used to type let expressions. The predicate utype?(𝑡, 𝑡′ ) is true when the
underlying Hindley-Milner types of 𝑡 and 𝑡′ are the same.
In Fig. 5 we show two rules of the type system to illustrate the use of the above
environment operators. For a complete description, see [5]. An inference algorithm
for this type system has been developed in [6].
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Γ1 ⊢ 𝑒1 : 𝑠1

Γ2 + [𝑥1 : 𝜏1 ] ⊢ 𝑒2 : 𝑠

utype?(𝜏1 , 𝑠1 )
[LET]

Γ1 ⊳fv (𝑒2 ) Γ2 ⊢ let 𝑥1 = 𝑒1 in 𝑒2 : 𝑠
𝑛

𝑡𝑖 → 𝜌𝑗 𝑙 → 𝑇 @𝜌𝑚 ⊴ 𝜎
𝑅=

Γ = [𝑓 : 𝜎] +

∪𝑛

⊕𝑙

𝑛
𝑙
𝑖=1 {sharerec(𝑎𝑖 , 𝑓 𝑎𝑖 @𝑟𝑗 ) − {𝑎𝑖 } ∣ cmd ?(𝑡𝑖 )}

𝑗=1 [𝑟𝑗

: 𝜌𝑗 ] +

⊕𝑛

𝑖=1 [𝑎𝑖

: 𝑡𝑖 ]

Γ𝑅 = {𝑦 : danger (type(𝑦))∣ 𝑦 ∈ 𝑅}

Γ𝑅 + Γ ⊢ 𝑓 𝑎𝑖 𝑛 @ 𝑟𝑗 𝑙 : 𝑇 @𝜌𝑚

[APP]

Fig. 5. Two Safe typing rules for expressions

2

Static Assertions

By fv (𝑒) we denote the set of free variables of expression 𝑒, excluding function names
and region variables, and by dom(ℎ) the set {𝑝 ∣ [𝑝 7→ 𝑤] ∈ ℎ}. A static assertion has
the form [[𝐿, Γ]], where 𝐿 is a set of program variables and Γ a typing environment.
A Safe expression 𝑒 satisﬁes a static assertion, denoted 𝑒 : [[𝐿, Γ]], if 𝐿 = fv (𝑒), there
exists a type 𝑡 such that Γ ⊢ 𝑒 : 𝑡, and some semantic conditions below hold. Our
certiﬁcate for a given program consists of proving a static assertion [[𝐿, Γ]] for each
Safe expression 𝑒 resulting from compiling the program. We will write Γ[𝑥] = 𝑚 to
indicate that 𝑥 has mark 𝑚 ∈ {𝑠, 𝑟, 𝑑} in Γ.
The intuitive idea of a variable 𝑥 being typed with a safe mark 𝑠 is that all the
cells in ℎ reachable at runtime from 𝐸(𝑥) do not contain dangling pointers and are
disjoint of unsafe cells. The idea behind a condemned variable 𝑥 is that this cell will
be removed from the heap and all live cells reaching any of 𝑥’s recursive descendants
by following a pointer chain are in danger.
We use the following deﬁnitions, which have been formally speciﬁed in Isabelle:
closure (𝐸, 𝑋, ℎ)
closure (𝑣, ℎ)
live (𝐸, 𝐿, ℎ)
scope (𝐸, ℎ)
recReach (𝐸, 𝑥, ℎ)
recReach (𝑣, ℎ)
closed (𝐸, 𝐿, ℎ)
𝑝 →∗ℎ 𝑉

Set of locations reachable in heap ℎ by {𝐸(𝑥) ∣ 𝑥 ∈ 𝑋}
Set of locations reachable in ℎ by location 𝑣
Live part of ℎ, i.e. closure (𝐸, 𝐿, ℎ)
The part of ℎ reachable from all variables in scope
Set of recursive descendants of 𝐸(𝑥) including itself
Set of recursive descendants of 𝑣 in ℎ including itself
If there are no dangling pointers in live (𝐸, 𝐿, ℎ)
There is a pointer path in ℎ from 𝑝 to a 𝑞 ∈ 𝑉

By abuse of notation, we will write closure(𝐸, 𝑥, ℎ) and also closed (𝑣, ℎ). Now,
we deﬁne the following two sets, respectively of safe and unsafe heap locations, as
functions of 𝐿, Γ, 𝐸, and ℎ:
𝑆𝐿,Γ,𝐸,ℎ
𝑅𝐿,Γ,𝐸,ℎ

def ∪
=
𝑥∈𝐿,Γ[𝑥]=𝑠 {closure(𝐸, 𝑥, ℎ)}
def ∪
∗
=
𝑥∈𝐿,Γ[𝑥]=𝑑 {𝑝 ∈ live(𝐸, 𝐿, ℎ) ∣ 𝑝 →ℎ recReach(𝐸, 𝑥, ℎ)}

We say that two closures are identical, denoted closure(𝐸, 𝑥, ℎ) ≡ closure(𝐸, 𝑥, ℎ′ ),
if closure(𝐸, 𝑥, ℎ) = closure(𝐸, 𝑥, ℎ′ ) and ∀𝑝 ∈ closure(𝐸, 𝑥, ℎ) . ℎ(𝑝) = ℎ′ (𝑝).
Deﬁnition 2.1 Let us give names to the following properties:
𝑃1
𝑃2
𝑃3
𝑃4
𝑃5

𝐸 ⊢ ℎ, 𝑘, 𝑒 ⇓ ℎ′ , 𝑘, 𝑣
dom(Γ) ⊆ dom(𝐸)
𝐿 ⊆ dom(Γ)
fv (𝑒) ⊆ 𝐿
∀𝑥 ∈ dom(𝐸). ∀𝑧 ∈ 𝐿 . Γ[𝑧] = 𝑑 ∧ recReach(𝐸, 𝑧, ℎ) ∩ closure(𝐸, 𝑥, ℎ) ∕= ∅ → 𝑥 ∈ dom(Γ) ∧ Γ[𝑥] ∕= 𝑠
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𝑐 : [[∅, ∅]] LIT

𝑥 : [[{𝑥}, [𝑥 : 𝑠]]] VAR1

⊕
𝐿 = {𝑎𝑖 2 } Γ = 2𝑖=1 [𝑎𝑖 : 𝑠] deﬁned
Γ[𝑥] = 𝑑 Γ well formed
𝑥 ∈ dom Γ
VAR2
VAR3
PRIMOP
𝑥@𝑟 : [[{𝑥}, Γ]]
𝑥! : [[{𝑥}, Γ]]
𝑎1 ⊕ 𝑎2 : [[𝐿, Γ]]
𝑒1 ∕= 𝐶 𝑎𝑖 𝑛

𝑒1 : [[𝐿1 , Γ1 ]]

𝑥1 ∕∈ 𝐿1

𝑒2 : [[𝐿2 , Γ2 + [𝑥1 : 𝑠]]]

let 𝑥1 = 𝑒1 in 𝑒2 : [[𝐿1 ∪ (𝐿2 − {𝑥1 }), Γ1
Σ(𝑓 ) = (𝑓 𝑥𝑖 𝑛 @ 𝑟𝑗 𝑚 = 𝑒𝑓 , 𝑚𝑖 𝑛 )
⊕
Γ0 = 𝑛𝑖=1 [𝑎𝑖 : 𝑚𝑖 ] deﬁned
𝑓 𝑎𝑖 𝑛 @
𝐿1 = {𝑎𝑖 𝑛 }

Γ1 = [𝑎𝑖 7→ 𝑠𝑛 ]
let 𝑥1 = 𝐶 𝑎𝑖

𝑒1 ∕= 𝐶 𝑎𝑖 𝑛

𝑥1 ∕∈ 𝐿1

𝑛 @𝑟

𝑒1 : [[𝐿1 , Γ1 ]]

𝑚
𝑟𝑗′

Γ1 = [𝑎𝑖 7→ 𝑠𝑛 ] 𝑥1 ∕∈ 𝐿1

Γ2 ]]

LET1

Γ ⊇ Γ0 and well-formed
APP

: [[𝐿, Γ]]

def (Γ1 ⊳𝐿2 Γ2 )

𝑒2 : [[𝐿2 , Γ2 + [𝑥1 : 𝑠]]]

in 𝑒2 : [[𝐿1 ∪ (𝐿2 − {𝑥1 }), Γ1

𝑥1 ∕∈ 𝐿1

def (Γ1 ⊳𝐿2 Γ2 )

𝐿 = {𝑎𝑖 𝑛 }

⊳𝐿2

𝑒2 : [[𝐿2 , Γ2 + [𝑥1 : 𝑑]]]

let 𝑥1 = 𝑒1 in 𝑒2 : [[𝐿1 ∪ (𝐿2 − {𝑥1 }), Γ1
𝐿1 = {𝑎𝑖 𝑛 }

⊳𝐿2

⊳𝐿2

Γ2 ]]
def (Γ1 ⊳𝐿2 Γ2 )

Γ2 ]]

𝑒2 : [[𝐿2 , Γ2 + [𝑥1 : 𝑑]]]

LET1C
LET2

def (Γ1 ⊳𝐿2 Γ2 )

LET2C
let 𝑥1 = 𝐶 𝑎𝑖 𝑛 @𝑟 in 𝑒2 : [[𝐿1 ∪ (𝐿2 − {𝑥1 }), Γ1 ⊳𝐿2 Γ2 ]]
⊗
∪
∀𝑖 . (𝑒𝑖 : [[𝐿𝑖 , Γ𝑖 ]] Γ𝑖 [𝑥𝑖𝑗 ] ∕= 𝑑) Γ ⊇ 𝑖 (Γ𝑖 /{𝑥𝑖𝑗 }) 𝑥 ∈ dom(Γ) 𝐿 = {𝑥} ∪ ( 𝑖 (𝐿𝑖 − {𝑥𝑖𝑗 }))
case 𝑥 of 𝐶𝑖 𝑥𝑖𝑗 → 𝑒𝑖 : [[𝐿, Γ]]
∪
∀𝑗 . Γ𝑖 [𝑥𝑖𝑗 ] = 𝑑 → 𝑗 ∈ RecPos(𝐶𝑖 )) 𝐿 = 𝑖 (𝐿𝑖 − {𝑥𝑖𝑗 })

CASE

Γ well formed
∀𝑖 . (𝑒𝑖 : [[𝐿𝑖 , Γ𝑖 ]]
⊗
Γ ⊇ ( 𝑖 (Γ𝑖 /{𝑥𝑖𝑗 } ∪ {𝑥})) + [𝑥 : 𝑑] ∀𝑧 ∈ dom(Γ) . Γ[𝑧] ∕= 𝑠 → (∀𝑖 . 𝑧 ∕∈ 𝐿𝑖 )
case! 𝑥 of 𝐶𝑖 𝑥𝑖𝑗 → 𝑒𝑖 : [[𝐿 ∪ {𝑥}, Γ]]

CASE !

Fig. 6. Proof obligations for explicit deallocation (each one is an Isabelle/HOL theorem)
𝑃6
𝑃7
𝑃8
𝑃9

∀𝑥 ∈ dom(𝐸) . closure (𝐸, 𝑥, ℎ) ∕≡ closure (𝐸, 𝑥, ℎ′ ) → 𝑥 ∈ dom(Γ) ∧ Γ[𝑥] ∕= 𝑠
𝑆𝐿,Γ,𝐸,ℎ ∩ 𝑅𝐿,Γ,𝐸,ℎ = ∅
closed(𝐸, 𝐿, ℎ)
closed(𝑣, ℎ′ )

We say that the expression 𝑒 satisﬁes the static assertion [[𝐿, Γ]], denoted 𝑒 : [[𝐿, Γ]],
if 𝑃 1 ∧ 𝑃 2 → 𝑃 3 ∧ 𝑃 4 ∧ 𝑃 5 ∧ 𝑃 6 ∧ (𝑃 7 ∧ 𝑃 8 → 𝑃 9).
The key properties are 𝑃 8 and 𝑃 9. They guarantee that across the whole derivation the live part of the head remains closed, hence there will not be dangling pointers. In Fig. 6 we show the proof obligations related to this property, which must be
discharged by the certiﬁcate. Each one is a separate theorem interactively proved
by Isabelle/HOL, which is kept in its database of proved theorems.

3

Region deallocation

In this section we deﬁne and prove correct a number of syntax-driven proof obligations used to create certiﬁcates establishing that region deallocation does not
create dangling pointers in the heap. As before, the compiler delivers static information about the region types used by program being compiled, and then the proof
obligations relate this static information to runtime properties about actual regions.
By 𝑆, 𝑆𝑖 , . . . we denote ﬁnite sets {𝜌1 , . . . , 𝜌𝑟 } of region type variables. There is
a reserved identiﬁer 𝜌𝑓self for every deﬁned function 𝑓 , denoting the type variable
assigned to the working region self of function 𝑓 . By 𝑅, 𝑅𝑖 , . . . we denote pairs
(𝑆, 𝜌), where 𝜌 is a highlighted region denoting the most external region type of a
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given expression, and 𝑆 denote the rest of its region types. By abuse of notation,
sometimes we consider a pair 𝑅 = (𝑆, 𝜌) as the set 𝑆 ∪ {𝜌}. By 𝜃, 𝜃𝑖 , . . . we denote
typing mappings from program variables and region variables to pairs (𝑆, 𝜌) of region
type variables. The intended meaning of 𝜃(𝑥) = (𝑆, 𝜌), 𝜌′ ∈ 𝑆 ∪ {𝜌} is that 𝜌′ is
one of the region types occurring in the type the compiler assigns to 𝑥. If 𝜌′ = 𝜌,
then it is the most external region type. For region variables, the pair has the form
𝜃(𝑟) = ({𝜌}, 𝜌), and we mean that 𝜌 is the type the compiler assigns to 𝑟. We will
call range of a typing mapping 𝜃 to the set:
def
range (𝜃) =

∪

(𝑆 ∪ {𝜌})

𝑥∈dom(𝜃), (𝑆, 𝜌)=𝜃(𝑥)

By 𝜂, 𝜂𝑖 , . . . we denote instantiation mappings from region type variables to actual
region identiﬁers in scope. Region identiﬁers 𝑘, 𝑘𝑖 , . . . are just natural numbers
denoting oﬀsets of the actual regions from the bottom of the region stack. If 𝑘
if the topmost region in scope, then for all 𝜌, 0 ≤ 𝜂(𝜌) ≤ 𝑘 holds. The intended
meaning of 𝑘 ′ = 𝜂(𝜌) is that, in a particular execution of the program, the region
type 𝜌 has been instantiated to the actual region 𝑘 ′ . We will apply a mapping 𝜂 to
def
a pair 𝑅 = (𝑆, 𝜌) of region types, obtaining the set 𝜂(𝑅) = {𝜂(𝜌′ ) ∣ 𝜌′ ∈ 𝑆 ∪ {𝜌}} of
actual regions. Admissible instantiation mappings should map 𝜌self to the topmost
region and other region types to lower regions.
Deﬁnition 3.1 Assuming that 𝑘 denotes the topmost region of a given heap, we
say that the mapping 𝜂 is admissible, denoted admissible (𝜂, 𝑘), if:
𝜌𝑓self ∈ dom(𝜂) ∧ ∀𝜌 ∈ dom(𝜂) . (𝜌 = 𝜌𝑓self → 𝜂(𝜌) = 𝑘) ∧ (𝜌 ∕= 𝜌𝑓self → 𝜂(𝜌) < 𝑘)

We introduce a notion of consistency between the static information 𝜃, 𝑅 and
the dynamic one 𝐸, 𝜂, ℎ, ℎ′ . Essentially, consistency tells us that the static region
types, its instantiation to actual regions, and the actual regions where the data
structures are stored in the heap, do not contradict each other.
Deﬁnition 3.2 We say that the mappings 𝜃, 𝜂, the runtime environment 𝐸, and
the heap ℎ are consistent, denoted consistent (𝜃, 𝜂, 𝐸, ℎ), if:
(i)
(ii)
(iii)

∀𝑥 ∈ dom(𝐸) . 𝜃(𝑥) = (𝑆, 𝜌) → regions (closure (𝐸, 𝑥, ℎ) − recReach (𝐸, 𝑥, ℎ)) ⊆ 𝜂(𝑆)
∧ regions (recReach (𝐸, 𝑥, ℎ)) ⊆ 𝜂(𝜌)
∀𝑟 ∈ dom(𝐸) . {𝐸(𝑟)} = (𝜂 ⋅ 𝜃)(𝑟)
self ∈ dom(𝐸) ∧ 𝜃(self ) = 𝜌𝑓self

Likewise, we deﬁne consistent (𝑅, 𝜂, 𝑣, ℎ) as:
regions (closure (𝑣, ℎ) − recReach (𝑣, ℎ)) ⊆ 𝜂(𝑆) ∧ regions (recReach (𝑣, ℎ)) ⊆ 𝜂(𝜌)
def

where regions (𝑃, ℎ) is deﬁned as the set: regions (𝑃, ℎ) = {𝑗 ∣ 𝑝 ∈ 𝑃, ℎ(𝑝) = (𝑗, 𝑤)}
When dealing with function (constructor) application, the region types used in
the polymorphic signature of a function 𝑔 (a constructor 𝐶) must be related to the
actual region types used in the invocation. Let us denote by 𝜇 the type instantiation
mapping used by the compiler. This mapping should correctly map the region types
of the formal arguments, to the types of the corresponding actual arguments.
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𝑐 ⊢ 𝜃 ↝ (∅, ⊥) LIT
({𝜌′ }, 𝜌′ )

𝜃(𝑥) = (𝑆, 𝜌) 𝜃(𝑟) =
𝑥@𝑟 ⊢ 𝜃 ↝ (𝑆, 𝜌′ )

𝑥 ⊢ 𝜃 ↝ 𝜃(𝑥) VAR1
VAR2

𝑥! ⊢ 𝜃 ↝ 𝜃(𝑥) VAR3

𝑒1 ⊢ 𝜃 ↝ 𝑅1 𝑒2 ⊢ 𝜃 ∪ [𝑥1 7→ 𝑅1 ] ↝ 𝑅2
LET
let 𝑥1 = 𝑒1 in 𝑒2 ⊢ 𝜃 ↝ 𝑅2

𝐶 𝑥𝑖 𝑛 @𝑟 ⊢ (𝜃𝐶 , 𝑅𝑇 ) argP (𝜃𝐶 , 𝜇, 𝜃) 𝑒2 ⊢ 𝜃 ∪ [𝑥1 7→ 𝜇(𝑅𝑇 )] ↝ 𝑅2
LETC
let 𝑥1 = 𝐶 𝑎𝑖 𝑛 @𝑟′ in 𝑒2 ⊢ 𝜃 ↝ 𝑅2
∀𝑖 (𝐶𝑖 𝑦𝑖𝑗 @𝑟 ⊢ (𝜃𝐶𝑖 , 𝑅𝑇 ) 𝜃𝑖 = [𝑥𝑖𝑗 7→ 𝜇(𝜃𝐶𝑖 (𝑦𝑖𝑗 ))] 𝑒𝑖 ⊢ 𝜃 ∪ 𝜃𝑖 ↝ 𝑅) 𝜇(𝑅𝑇 ) = 𝜃(𝑥)
𝑛

case 𝑥 of 𝐶𝑖 𝑥𝑖𝑗 → 𝑒𝑖 ⊢ 𝜃 ↝ 𝑅
∀𝑖 (𝐶𝑖 𝑦𝑖𝑗 @𝑟 ⊢ (𝜃𝐶𝑖 , 𝑅𝑇 )

𝜃𝑖 = [𝑥𝑖𝑗 7→ 𝜇(𝜃𝐶𝑖 (𝑦𝑖𝑗 ))]

𝑒𝑖 ⊢ 𝜃 ∪ 𝜃𝑖 ↝ 𝑅) 𝜇(𝑅𝑇 ) = 𝜃(𝑥)

𝑛

case! 𝑥 of 𝐶𝑖 𝑥𝑖𝑗 → 𝑒𝑖 ⊢ 𝜃 ↝ 𝑅
Σ(𝑔) = (𝑔 𝑥𝑖 𝑛 @ 𝑟𝑗 𝑚 = 𝑒𝑔 )
𝑔 𝑎𝑖

𝑒 𝑔 ⊢ 𝜃𝑔 ↝ 𝑅 𝑔
𝑛@

𝑚
𝑟𝑗′

argP (𝜃𝑔 , 𝜇, 𝜃𝑓 )

𝜌𝑔self

CASE
CASE !

∕∈ 𝑅𝑔

⊢ 𝜃𝑓 ↝ 𝜇(𝑅𝑔 )

APP

Fig. 7. Proof obligations (each one is an Isabelle/HOL theorem)

Deﬁnition 3.3 Given the typing mappings 𝜃𝑔 and 𝜃𝑓 , and a type instantiation
mapping 𝜇, we say that the triple (𝜃𝑔 , 𝜇, 𝜃𝑓 ) is argument preserving, denoted
argP (𝜃𝑔 , 𝜇, 𝜃𝑓 ), if:
(∀𝑖 ∈ {1, . . . , 𝑛} . (𝜇 ⋅ 𝜃𝑔 )(𝑥𝑖 ) = 𝜃𝑓 (𝑎𝑖 )) ∧ (∀𝑗 ∈ {1, . . . , 𝑚} . (𝜇 ⋅ 𝜃𝑔 )(𝑟𝑗 ) = 𝜃𝑓 (𝑟𝑗′ ))

In the case of a constructor 𝐶 of an algebraic type 𝑇 , let us assume that the typing
system provides: 𝐶 :: ∀𝜌𝑗 . 𝑡𝑖 𝑛 → 𝜌 → 𝑇 . Then, for arbitrary fresh names 𝑥𝑖 , 1 ≤ 𝑖 ≤ 𝑛,
𝑛
and 𝑟 we can build 𝜃𝐶 = {𝑥𝑖 7→ (𝑆𝑖 , 𝜌𝑖 ) } ∪ {𝑟 7→ ({𝜌}, 𝜌)} and 𝑅𝑇 = (𝑆, 𝜌), being
𝜌𝑖 the most external region of type 𝑡𝑖 , 𝑆𝑖 the rest of its regions, 𝜌 the most external
region of type 𝑇 , and 𝑆 the rest of its regions. Then, the pair (𝜃𝐶 , 𝑅𝑇 ) is an
abstraction of the type signature of expression 𝐶 𝑥𝑖 𝑛 @𝑟.
Let 𝐶 𝑎𝑖 𝑛 @𝑟′ be a constructor application, where its free variables belong to the
domain of a typing mapping 𝜃𝑓 . Then, we can apply the Deﬁnition 3.3 above and
say that (𝜃𝐶 , 𝜇, 𝜃𝑓 ) is an argument preserving type instantiation mapping, if
(∀𝑖 ∈ {1, . . . , 𝑛} . (𝜇 ⋅ 𝜃𝐶 )(𝑥𝑖 ) = 𝜃𝑓 (𝑎𝑖 )) ∧ (𝜇 ⋅ 𝜃𝐶 )(𝑟) = 𝜃𝑓 (𝑟′ )

A judgement of the form 𝑒 ⊢ 𝜃 ↝ 𝑅 states that, if expression 𝑒 is evaluated
within an environment 𝐸, heap ℎ, and region mapping 𝜂 consistent with 𝜃, then 𝜂,
the ﬁnal heap ℎ′ , and the ﬁnal value 𝑣 are consistent with 𝑅. Formally:
Deﬁnition 3.4 An expression 𝑒 satisﬁes the pair (𝜃, 𝑅), denoted 𝑒 ⊢ 𝜃 ↝ 𝑅 if
∀𝐸 ℎ 𝑘 ℎ′ 𝑣 𝜂 . 𝐸 ⊢ ℎ, 𝑘, 𝑒 ⇓ ℎ′ , 𝑘, 𝑣 ∧ dom(𝐸) ⊆ dom(𝜃) ∧ range (𝜃) ⊆ dom(𝜂)
∧ consistent (𝜃, 𝜂, 𝐸, ℎ) ∧ admissible (𝜂, 𝑘)
→ consistent (𝑅, 𝜂, 𝑣, ℎ′ )

The key property here is admissible (𝜂, 𝑘). It guarantees that only 𝜌𝑓self is mapped
to the topmost region 𝑘 of 𝑓 . Hence, when 𝑓 terminates only the bindings there
are deleted. This, together with the static check that 𝜌𝑓self does not occur in 𝑓 ’s
result type (see rule APP of Fig. 7), proves that region deallocation does not create
dangling pointers. In Fig. 7, we show the proof obligations for this property. As
before, each one is a theorem interactively proved by Isabelle/HOL.
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4

Certiﬁcate Generation

Given the above sets of already proved theorems, certiﬁcate generation for a given
program is a rather straightforward task. It consists of traversing the program
abstract syntax tree and producing the following information:
∙

A deﬁnition in Isabelle/HOL of the abstract syntax tree.

∙

A set of Isabelle/HOL deﬁnitions for the static objects inferred by the analyses:
sets of free variables, typing environments, sets of region types, etc.

∙

A set of Isabelle/HOL proof scripts proving a lemma for each expression, consisting of ﬁrst proving the premises of the proof obligation (theorem) associated to
the syntactic form of the expression, and then applying the theorem.

This strategy results in small certiﬁcates and short checking times as the total
amount of work is linear with program size. The heaviest part of the proof —the
database of proved theorems— has been done in advance and is reused by each
certiﬁed program.

5

Related Work

The ﬁrst approaches to PCC generated type-based certiﬁcates at the assembly code
level [8]. In [1], a type system similar to ours is presented, but they lack certiﬁcate generation. Some recent work [2] connects the information provided by static
analyses to certiﬁcate generation. Our work is more closely related to [3], where a
resource property obtained by a special type system is transformed into a certiﬁcate. Our static assertions have been inspired by their derived assertions, used also
to connect static with dynamic properties.
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Abstract
The peak heap consumption of a program is the maximum size of the live data on the heap during the
execution of the program, i.e., the minimum amount of heap space needed to run the program without
exhausting the memory. It is well-known that garbage collection (GC) makes the problem of predicting the
memory required to run a program diﬃcult. This paper presents, the best of our knowledge, the ﬁrst live
heap space analysis for garbage-collected languages which infers accurate upper bounds on the peak heap
usage of a program’s execution that are not restricted to any complexity class, i.e., we can infer exponential,
logarithmic, polynomial, etc., bounds. Our analysis is developed for an (sequential) object-oriented bytecode
language with a scoped-memory manager that reclaims unreachable memory when methods return. We also
show how our analysis can accommodate other GC schemes which are closer to the ideal GC which collects
objects as soon as they become unreachable. The practicality of our approach is experimentally evaluated
on a prototype implementation. We demonstrate that it is fully automatic, reasonably accurate and eﬃcient
by inferring live heap space bounds for a standardized set of benchmarks, the JOlden suite.
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Abstract
In this paper we describe the implementation of (a subset of) the XQuery language using logic programming
(in particular, by means of Prolog). Such implementation has been developed using the Prolog interpreter
SWI-Prolog. XML ﬁles are handled by means of the XML Library of SWI-Prolog. XPath/XQuery are
encoded by means of Prolog rules. Such Prolog rules are executed in order to obtain the answer of the
query.
Keywords: Database Query Languages, Logic Programming, XQuery Language.

1

Introduction

The W3C (World Wide Web Consortium) provides a suitable standard language to
express XML document transformations and to query data, the XQuery language
[14,11,15,10]. XQuery is a typed functional language containing XPath [13] as a
sublanguage. XPath supports navigation, selection and extraction of fragments
from XML documents. XQuery also includes the so-called ﬂwor expressions (i.e.
for-let-where-orderby-return expressions) to construct new XML values and
to join multiple documents. XQuery has statically typed semantics and a formal
semantics which is part of the W3C standard [11,14].
In this paper we investigate how to implement (a subset of) the XQuery language
using logic programming (in particular, by means of Prolog). With this aim:
(i) XML documents can be handled in Prolog by means of the XML library available in most Prolog interpreters (this is the case, for instance, of SWI-Prolog
[16] and CIAO [9]). Such library allows to load and parse XML ﬁles, representing them in Prolog by means of a Prolog term.
(ii) We have to study how to implement XPath and XQuery by means of logic
programming. In other words, we have to study how to encode XPath and
XQuery queries by means of Prolog rules.
1
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(iii) Such rules are executed in order to obtain the output of the query. The XML
library of Prolog is also used for generating the output.
In previous works we have already studied how to use logic programming for
processing XML data. This work continues this research line in the following sense.
In [4] we have studied how to encode XPath by means of rules and how to deﬁne a
Magic Set Transformation [6] in order to execute XPath queries by means of Datalog
following a Bottom-Up approach. In [5] we have described how to encode XPath
by means of rules but in this case, the execution model is Top-Down, and therefore
XPath can be executed by means of Prolog. In [3], we have described how to encode
XQuery by means of rules, following a Top-Down approach, but with the aim to be
integrated with the XPath encoding studied in [5].
Now, in this paper, we have studied a diﬀerent approach to the same problem: how to encode XPath and XQuery by means of rules, but with the aim to
integrate the encoding with the XML library available in most Prolog interpreters.
Usually, Prolog libraries for XML allow to load a XML document from a ﬁle, storing the XML document by means of a Prolog term representing the XML tree.
In our previous works [5,3], XML documents are represented by means of rules
and facts. The current proposal uses the encoding of XML documents by means
of a Prolog term. The diﬀerence of encoding of XML documents has as a consequence that XPath and XQuery languages have now to be re-encoded for admitting
XML documents represented by means of a Prolog term. In order to test our proposal we have developed a prototype which can be downloaded from our Web page
http://indalog.ual.es/XQuery.
With respect to existing XQuery implementations, our proposal uses as host
language a logic language based on rules like Prolog. As far as we know our proposal
is the ﬁrst approach for implementing XQuery in logic programming. The existing
XQuery implementations either use functional programming (with Objective Caml
as host language) or Relational Database Management Systems (RDBMS).
In the ﬁrst case, the Galax implementation [12] encodes XQuery into Objective
Caml, in particular, encodes XPath. Since XQuery is a functional language (with
some extensions) the main encoding is related with the type system for allowing
XML documents and XPath expressions to occur in a functional expression. With
this aim an speciﬁc type system for handling XML tags, the hierarchical structure
of XML, and sequences of XML items is required. In addition, XPath expressions
can be implemented from this representation. The XQuery expressions which do
not correspond to pure functional syntax can be also encoded in the host language
thanks to the type system.
In our case, SWI-Prolog lacks on a type system, however Prolog is able to handle
trees and the hierarchical structure of XML documents by means of Prolog terms.
The XML library of SWI-Prolog loads XML documents from a ﬁle and represents
them by means of a Prolog term of hierarchical structure. XPath is implemented in
our approach by traversing the hierarchical structure of the Prolog term. XQuery
is implemented by encoding the ﬂwor expressions by means of Prolog rules.
In the second case, XQuery has been implemented by using a RDBMS. It evolves
in most of cases the encoding of XML documents by means of relational tables and
the encoding of XPath and XQuery. The most relevant contribution in this research
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line is MonetDB/XQuery [7]. It consists of the Pathﬁnder XQuery compiler [8] on
top of the MonetDB RDBMS, although Pathﬁnder can be deployed on top of any
RDBMS. MonetDB/XQuery encodes the XML tree structure in a relational table
following a pre/post order traversal of the tree (with some variant). XPath can be
implemented from such table-based representation. XQuery can be implemented by
encoding ﬂwor expressions into the relational algebra, extended with the so-called
loop-lifted staircase join.
Our implementation of XQuery use as host language Prolog instead of a RDBMS.
The advantage of using Prolog is that Prolog can handle the hierarchical structure of
a XML document and does not need to encode the tree structure of XML documents.
However RDBMS implementations take advantage from optimization techniques for
RDBMSs. Since our implementation is based on the encoding into Prolog we are
limited in eﬃciency by the interpreter.
However, our approach has the following advantages. Our aim is the development of a query language for the Semantic Web. In this context, XML documents
can be handled by means of XQuery, however, other kinds of Web documents could
be handled in our framework. More concretely, RDF and OWL documents. A
suitable query language for such documents should include reasoning and inference capabilities. Logic programming can be used for Web reasoning. Therefore,
a logic programming based implementation of XQuery would be easier integrated
with rules for Web reasoning. In this line, we have already [1,2] designed extensions
of our framework for representing RDF and OWL by means of rules, which can be
integrated with our rule based implementation of XQuery.
The structure of the paper is as follows. Section 2 will show the representation
of XML documents by means of SWI-Prolog; Section 3 will describe the implementation of XPath into Prolog; Section 4 will deﬁne the translation of XQuery
expressions into Prolog rules; ﬁnally, Section 5 will conclude and present future
work.

2

Loading XML Documents by means of the Prolog
Library

The SWI-Prolog library for loading XML documents stores the XML documents by
means of a Prolog term representing a tree. The representation of XML documents
is as follows. Each tag is represented as a Prolog term of the form element(Tag,
Attributes, Subelements) where Tag is the name of the XML tag, Attributes
is a Prolog list containing the attributes, and Subelements is a list containing
the subelements (i.e. subtrees) of the tag. For instance, let us consider the XML
document called “ex.xml” of Figure 1, represented in SWI-Prolog like in the Figure
2.
For loading XML documents in our prototype we can use the predicate load xml
(+File,-Term) deﬁned as follows:
load xml(File,Term):-load structure(File,Term,[dialect(sgml)]).

where load structure(+File,-Term,+Options) is the SWI-Prolog predicate of
the XML library for loading SGML documents. Similarly, we have implemented a
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Fig. 1. XML document
<bib>
<book year=”1994”>
<title>TCP/IP Illustrated</title>
<author> <last>Stevens</last><ﬁrst>W.</ﬁrst> </author>
<publisher>Addison-Wesley</publisher>
<price>65.95</price> </book>
<book year=”1992”>
<title>Advanced Programming in the Unix environment</title>
<author> <last>Stevens</last> <ﬁrst>W.</ﬁrst> </author>
<publisher>Addison-Wesley</publisher>
<price>65.95</price> </book>
<book year=”2000”>
<title>Data on the Web</title>
<author> <last>Abiteboul</last> <ﬁrst>Serge</ﬁrst> </author>
<author> <last>Buneman</last> <ﬁrst>Peter</ﬁrst> </author>
<author> <last>Suciu</last> <ﬁrst>Dan</ﬁrst> </author>
<publisher>Morgan Kaufmann Publishers</publisher>
<price>39.95</price> </book>
<book year=”1999”>
<title>The Economics of Technology and Content for Digital TV</title>
<editor> <last>Gerbarg</last> <ﬁrst>Darcy</ﬁrst>
<aﬃliation>CITI</aﬃliation> </editor>
<publisher>Kluwer Academic Publishers</publisher>
<price>129.95</price>
</book> </bib>

Fig. 2. Representation of XML in SWI-Prolog
[element(bib, [],
[element(book, [year=1994],
[element(title, [], [TCP/IP Illustrated]),
element(author, [], [element(last, [], [Stevens]), element(first, [], [W.])]),
element(publisher, [], [Addison-Wesley]),
element(price, [], [65.95]) ]),
element(book, [year=1992],
[element(title, [], [Advanced Programming in the Unix environment]),
element(author, [], [element(last, [], [Stevens]), element(first, [], [W.])]),
element(publisher, [], [Addison-Wesley]),
element(price, [], [65.95]) ]),
element(book, [year=2000],
...
])]

predicate called write xml(+File,+Term) for writing Prolog terms representing a
XML document into a ﬁle.

3

Implementing XPath by means of Prolog

Now, we will present how XPath can be implemented by means of Prolog. We
restrict ourselves to XPath expressions of the form /𝑡𝑎𝑔1 . . . /𝑡𝑎𝑔𝑛 (/𝑡𝑒𝑥𝑡()). More
complex XPath queries [13] can be expressed in XQuery, and therefore this restriction does not reduce the expressivity power of our proposal. In Prolog, XPath
expressions will be represented by means of lists of the form [𝑡𝑎𝑔1 , . . . , 𝑡𝑎𝑔𝑛 , (𝑡𝑒𝑥𝑡)]
in such a way that we have a predicate load xpath(+XPath,-ListXPath) to trans80
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form Path expressions into the Prolog representation.
Now, the XPath language can be implemented in Prolog by means of a predicate
xpath(+ListXPath,+Tree,-Subtrees), where ListXPath is the Prolog representation of an XPath expression, Tree is an input XML document and Subtrees is
a list of subtrees of the input document. Basically, the xpath predicate traverses
the Prolog tree representing a XML document and extracts in a Prolog list the
subtrees occurring in the given path. The predicate includes the following rules,
distinguishing cases in the form of the input document and the XPath expression 3 :
xpath([text],[Tree|Trees],[Tree|Trees2]):-atomic(Tree),!,xpath([text],Trees,Trees2).
xpath([text],[ |Trees],Trees2):-!,xpath([text],Trees,Trees2).
xpath([Tag],[element(Tag,Attr,SubTrees)|Trees],[element(Tag,Attr,SubTrees)|Trees2]):-!,
xpath([Tag],Trees,Trees2).
xpath([Tag],[ |Trees],Trees2):-!,xpath([Tag],Trees,Trees2).

For instance, the following goal extracts the subtrees in the path ’bib/book/title’
from the document ’ex.xml’, and writes them into the ﬁle ’output.xml’:
?-load xml(’ex.xml’,Term), load xpath(’bib/book/title’,LXPath),
xpath(LXPath,Term,OutputTerm), write xml(’output.xml’,OutputTerm).

The previous goal generates the following sequence of items:
<title>TCP/IP Illustrated< /title>
<title>Advanced Programming in the Unix environment< /title>
<title>Data on the Web< /title>
<title>The Economics of Technology and Content for Digital TV< /title>

4

Implementing XQuery by means of Prolog

Now, we will show how to encode XQuery in Prolog using the representation of XML
documents and the previous XPath implementation. We will focus on a subset of
XQuery, called XQuery core language, whose grammar can be deﬁned as follows.
Core XQuery
xquery:= 𝑑𝑥𝑝𝑎𝑡ℎ ∣ < 𝑡𝑎𝑔 >′ {′ 𝑥𝑞𝑢𝑒𝑟𝑦, . . . , 𝑥𝑞𝑢𝑒𝑟𝑦 ′ }′ < /𝑡𝑎𝑔 > ∣ 𝑓 𝑙𝑤𝑟.
dxpath := doc(Doc) ’/’ xpath .
ﬂwr:= for $var in vxpath [where constraint] return xqvar ∣
let $var := vxpath [where constraint] return xqvar.
xqvar:= vxpath ∣ < 𝑡𝑎𝑔 >′ {′ 𝑥𝑞𝑣𝑎𝑟, . . . , 𝑥𝑞𝑣𝑎𝑟′ }′ < /𝑡𝑎𝑔 > ∣ 𝑓 𝑙𝑤𝑟.
vxpath := $var ∣ $var ’/’ xpath ∣ dxpath .
xpath := text() ∣ tag ∣ xpath ’/’ tag. Op:= <= ∣ >= ∣ < ∣ > ∣ =.
constraint := vxpath Op value ∣ vxpath Op vxpath ∣ constraint Op constraint

In the previous deﬁnition 𝑣𝑎𝑙𝑢𝑒 is an string, integer, etc, 𝐷𝑜𝑐 is a document name,
and 𝑂𝑝 is a boolean operator. The previous subset of the language allows to express
the following query:
<result>
for $Book in doc(’ex.xml’)/bib/book return
let $Year := $Book/book/@year
where $Year < 1995 return
<mybook> { $Year $Book/book/title } </mybook>
< /result>
3

From now on, we will show the main rules of each predicate, a full version can be downloaded from
http:://indalog.ual.es/XQuery.
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Such query requests the year and title of books published before than 1995. It
represents the result as a sequence of XML items whose tag is mybook. The
answer of the query is:
<result>
<mybook>1994<title>TCP/IP Illustrated< /title>< /mybook>
<mybook>1992<title>Advanced Programming in the Unix environment</title>< /mybook>
< /result>

In order to encode XQuery into Prolog rules we have to take into account the
following elements:
– The main element of the encoding is a predicate called xquery/1 such that xquery
returns the XML tree representing the result of a query. For instance, the previous
query is executed by means of the goal ?- xquery(Tree) and the Prolog answer
is Tree=[element(result, [],[element(mybook,[], [1994, ...].
– In order to deﬁne xquery/1, we have deﬁned a predicate xquery/2 of the form
xquery(-Tree,+Number) where Tree is a Prolog term representing a XML tree
and Number is an identiﬁer of the XML tree Tree. In order to build the hierarchical structure of the output tree, each subtree is computed by means to a call
xquery(-Subtree,+Number), assuming subtrees are numbered by levels. Therefore, the structure of the xquery rules is as follows:
xquery([element(tag,[],Subtrees)],Number):-xquery(Subtree,Number+1),
xquery(SubtreeList,Number+2),
combine([Subtree,SubtreeList],Combination),
member(Subtrees,Combination).

whenever the element tag has as subtrees in the output document the elements
Subtree and SubtreeList. The root of the output tree is numbered as 1. Therefore xquery/1 is deﬁned as xquery(Tree):-xquery(Tree,1). When a subtree
is a sequence of elements the call to xquery is combined with a call to the Prolog
predicate findall. For instance, ﬁndall(Eachelement, xquery(Eachelement,Number+1),Subtree).
– The predicates xquery might call to the predicates flwr(-Tree,+Number) which
compute a ﬂwr expression. Tree is the output of such expression, and Number is
the identiﬁer of the Tree. In general, the structure of flwr predicates is:
ﬂwr(Tree,Number):-for exp(Tree,path(xqueryterm,xpath)).
ﬂwr(Tree,Number):-let exp(Tree,path(xqueryterm,xpath)).

The predicates flwr call to the predicates for exp (and let exp), whenever the
ﬂwr expression is a for expression and let expression, respectively. xqueryterm is (i) either a variable of the form ’$X’ or (ii) a document name of the form
doc(docname). xpath is an XPath expression. The meaning of flwr(Tree,Number)
is that Tree (whose number is Number) is a Prolog term whose value is the result
of evaluating the “pseudo-expression”:
(i) “for Tree in xqueryterm/xpath” (and “let Tree := xqueryterm/xpath”), whenever
xqueryterm is a document name.
(ii) “for Tree in doc(docname)/pathtodoc” (and “let Tree := doc(docname) / pathtodoc”), whenever xqueryterm has the form ’$X’. Where the document name
associated to ’$X’ is doc(docname), and the path from ’$X’ to the document
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name is pathtodoc.
Let us remark that in our core language, each variable has an associated document
name, that is, each variable is used for traversing a given input document. In
addition, in case (ii), analysing the XQuery expression, a path from the root of
the document to the variable can be rebuilt.
– XQuery expressions of the form “doc(Doc)/xpath” are represented in Prolog as
xpath(’doc(docname)’,xpath) and XQuery boolean conditions “$X/xpath1 Op $Y/xpath2” are represented in Prolog as varpath(’$X’,xpath1) Op varpath(’$Y’,xpath2).
– Our encoding makes a previous program transformation in which XQuery expressions including a return expression involving XPath expressions, are transformed
into the so-called XPath-free return XQuery expressions, which are equivalent. It
will be explained in the following example.
For instance, the previous query can be encoded as follows. Firstly, our encoding
transforms the query into an equivalent XPath-free return XQuery expression:
<result>
for $Book in doc(’ex.xml’)/bib/book return
let $Year := $Book/book/@year
where $Year < 1995 return
let $Book1 := $Book/book/title return
<mybook> { $Year $Book1 } </mybook>
< /result>

where a new variable $Book1 is introduced by means of a let expression in such a
way that now, the return expression does not include XPath expressions. Now, the
encoding is as follows:
(1)
(2)
(3)
(4)

xquery([element(result, [], A)], 1) :- xquery(A, 2).
xquery(B, 2) :- findall(A, xquery([A], 3), B).
xquery([element(mybook, [], A)], 3) :- xquery(A, 6).
xquery(E, 6) :- findall(A, xquery([A], 7), C), findall(B, xquery(B, 8), D),
combine([C, D], F), member(E, F).
(5) xquery([A], 7) :- flwr(B, 7), member(A, B).
(6) xquery([A], 8) :- flwr(B, 8), member(A, B).
(7) flwr(A, 7) :- for exp(A, path(’$Year’, ’’)).
(8) flwr(A, 8) :- for exp(A, path(’$Book1’, ’’)).
(9) for exp(B, path(A, C)) :- atomic(A), is var(A, ), !, for var(r, B, path(A, C)).
(10) for var(r, A, path(’$Year’, C)) :- xquery(B, 5), for exp(A, path(B, C)).
(11) for var(r, A, path(’$Book1’, C)) :- xquery(B, 9), for exp(A, path(B, C)).
(12) xquery([A], 5) :- flwr(B, 5), member(A, B).
(13) xquery([A], 9) :- flwr(B, 9), member(A, B).
(14) flwr(A, 5) :- let exp(A, path(’$Book’, ’book/year’)).
(15) flwr(A, 9) :- let exp(A, path(’$Book’, ’book/title’)).
(16) let exp(B, path(A, C)) :- atomic(A), is var(A, ), !, let var(r, B, path(A, C)).
(17) let var(r, B, path(’$Book’, C)) :- xquery(A, 4),
where exp(r, ’$Book’, A, [varpath(’$Book’, ’book/year’)<’1995’]),
let exp(B, path(A, C)).
(18) xquery([A], 4) :- flwr(B, 4), member(A, B).
(19) flwr(A, 4) :- for exp(A, path(’doc(’ex.xml’)’, ’bib/book’)).
(20) for exp(C, path(A, D)) :- atomic(A), string to term(A, doc(B)), !,
execute term(B, C, D).
(21) execute term(A, E, B) :- load xml(A, D), load xpath(B, C), xpath(C, D, E).

83

Almendros-Jiménez

The previous encoding can be summarized as follows:
– Rule (1) is the root of the encoding. It deﬁnes the Prolog tree element(result, [], A) as the root of the output XML document, where the subtrees are
computed in A by means of the rule (2).
– Rule (2) deﬁnes the subtrees of element(result, [], A). They are included in
a Prolog list of trees and they are computed by means of the rule (3). The rule
(3) computes the elements enclosed in the tag mybook.
– The rule (3) computes the elements element(mybook, [], A). The subelements
A of element(mybook, [], A) are couples of elements (representing $Year, $Book1)
which are computed by means of the rule (4).
– The values of $Year and $Book1 have to be computed by means of a ﬂwr expression. Rules (5) and (6) call to the flwr predicate, deﬁned by means of
rules (7) and (8). Following case (ii), rules (7) and (8) represent “for A
in doc(’ex.xm’)/bib/book/@year” and “for A in doc(’ex.xm’)/bib/book/title”, respectively, given that: the document name associated to $Year and $Book1 is
doc(’ex.xml’); the path from $Year to doc(’ex.xml’) is ’/bib/book/@year’, and the
path from $Book1 to doc(’ex.xml’) is ’/bib/book/title’.
– With the aim to obtain the previous behaviour the for exp predicate (in rules (7)
and (8)) calls by means of the rules (9), (10), (11), (12) and (13) to let exp
predicate in rules (14) and (15). Rules (14) and (15) compute the value of the
let expressions in which $Year and $Book1 are involved.
– Rules (14) and (15) call to the rule (16), which in its turn calls to the rule
(17). Rule (17) calls to rules (18) and (19) in order to compute the main for
expression. Following (i) of previous description, rule (19) represents “for A in
doc(’ex.xml’)/bib/book” which is the main ﬂwr expression of the query. Moreover,
rule (17) checks the boolean condition of the XQuery expression, that is, “$Year
< 1995”.
– Finally, rules (20) and (21) compute the main for expression by means of the
xpath predicate, deﬁned in previous section.

5

Conclusions and Future Work

In this paper, we have studied how to encode XQuery expressions into Prolog. It
allows us to evaluate XQuery expressions against XML documents using logic rules.
We have developed a prototype available in http://indalog.ual.es/XQuery. The
distribution includes a package of examples of XQuery expressions which has been
tested with our prototype. As future work we would like to extend our prototype
for reasoning with RDF/OWL in XQuery. The theoretical background of such
extension has been studied in [1,2].

References
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An implementation of the MEB and CEB
analyses for CSP 1
M. Llorens2 J. Oliver2 J. Silva2 S. Tamarit2
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Abstract
MEB and CEB are two static analyses with many possible applications such as debugging, program comprehension, program specialization and program simpliﬁcation. Given a speciﬁcation and a point in the
speciﬁcation, MEB computes the subset of the speciﬁcation that Must be Executed Before this point in
all feasible computations. Similarly, CEB computes the subset of the speciﬁcation that Could be Executed
Before the speciﬁed point (in some computation). Recently, a technique to compute MEB and CEB for
concurrent languages with explicit synchronizations has been proposed. In this paper we describe the implementation of both techniques for the Communicating Sequential Processes (CSP) language. We present the
architecture of the tool, some optimizations that speed up the MEB and CEB algorithms, and the results
of some experiments which demonstrate the usefulness of these analyses in CSP.
Keywords: Concurrent Languages, CSP, Program Slicing.

1

Introduction

The Communicating Sequential Processes (CSP) [2] language is a process algebra
which allows the speciﬁcation of complex systems with multiple interacting processes. The study and transformation of such systems often implies diﬀerent analyses (e.g., deadlock analysis [4], reliability analysis [3], reﬁnement checking [10], etc.).
Recently, two new (and closely related) static analyses have been proposed [8] for
concurrent languages that allow explicit synchronizations such as CSP.
The ﬁrst analysis is called Must be Executed Before (MEB). Given a point in the
source code of the program, this analysis allows us to extract the part of the code
that must be executed before this point (considering all feasible computations).
The second analysis is called Could be Executed Before (CEB). Given a point in
the source code of the program, the CEB analysis allows us to extract the part of
1
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the code that could be executed before the speciﬁed point (in some feasible computation). Clearly, both techniques are related to program slicing [11]. However,
MEB and CEB analyses are fundamentally diﬀerent to the standard program slicing
technique. Consider the following example:
(1)
(2)
(3)
(4)
(5)
(6)
(7)

𝑟𝑒𝑎𝑑(𝑥);
𝑝𝑟𝑖𝑛𝑡(𝑥);
𝑖𝑓 𝑥 > 0
𝑡ℎ𝑒𝑛 𝑦 = 𝑥 − 1;
𝑒𝑙𝑠𝑒 𝑦 = 42;
𝑝𝑟𝑖𝑛𝑡(𝑦);
𝑧 = 𝑦;

A slice with respect to the slicing criterion (7, 𝑧) would contain sentences (1),
(3), (4) and (5); because 𝑧 data depends on 𝑦, 𝑦 data depends on 𝑥 and (4) and (5)
control depend on (3). Sentences (2) and (6) would be discarded because they are
print statements and thus, they do not have an inﬂuence on 𝑧.
In contrast, in MEB analysis, if we select (7) as the slicing criterion, we get
sentences (1), (2), (3) and (6) as the slice because these sentences must be executed
before the slicing criterion in all executions. The CEB slice would contain the whole
speciﬁcation.
Therefore, the purpose of MEB and CEB analyses is diﬀerent from the one of
program slicing: while standard program slicing tries to answer the question “what
parts of the program can inﬂuence the value of this variable at this point? ”, MEB
and CEB analyses try to answer the question “what parts of the program must be
executed before this point? and what parts of the program can be executed before this
point? ”.
The rest of the article describes the ﬁrst implementation of the MEB and CEB
analyses. The implementation has been done for CSP, but it could be easily adapted
to other languages as described in Section 3. Our tool is called SOC (which stands
for Slicing of CSP). SOC has been implemented in Prolog and has been integrated
in the system ProB [1,5], a CSP development environment and animator. In the
next section we describe a case of study which shows how to use our tool and what
are the facilities and advantages of this tool. Then, in Section 3 we describe the
internal modules organization of the tool. Finally, in Section 4 we show the results
of a number of experiments conducted that measured the speedup and performance
of the tool.

2

A Case of Study

In this section, we describe with an illustrating example the purpose of our tool and
how it can be used to extract slices from CSP speciﬁcations.
Example 2.1 Consider the CSP speciﬁcation of Figure 1. This is a CSP speciﬁcation loaded in ProB where, for the time being, the highlighting colors can be ignored.
In this speciﬁcation the MAIN process has three parallel processes (ASTRONAUT,
GOVERNMENT and NASA) synchronized on common events. Process ASTRONAUT represents an astronaut that participates in two missions after she graduates. Process
90

Llorens et al

Fig. 1. Slice of a CSP speciﬁcation produced by SOC

GOVERNMENT represents the government who gives her a medal when she concludes
successfully a mission; and process NASA represents the NASA who promotes those
astronauts which successfully ﬁnish the two missions.
In this speciﬁcation, we are interested in determining what parts of the speciﬁcation must be animated before the astronaut fails in the second mission, hence, we
mark event fail of process MISSION2 (thus the slicing criterion is (MISSION2,fail)).
Our slicing technique automatically extracts the slice composed by the highlighted
in green parts. This is called MEB analysis. Therefore, SOC is a powerful tool
for program comprehension. Note, for instance, that in order to fail in the second
mission, the astronaut has necessarily tried the ﬁrst and second missions. The process GOVERNMENT could or could not be animated; but process NASA must necessarily
be animated because the choice is a precondition of the slicing criterion. This is
not so obvious from the speciﬁcation, and SOC can help to understand the real
meaning of the speciﬁcation. We can additionally be interested in knowing what
parts could be animated before the same event. This is called CEB analysis. Our
tool represents it by highlighting in yellow those parts that could be animated (in
some animations) before the marked event. This can be useful, e.g., for debugging.
If the slicing criterion is an event that was animated incorrectly (i.e., it should not
happen in the animation), then the slice produced contains all the parts of the
speciﬁcation which could produce the wrong behavior. A third application of our
tool is program specialization. SOC is able to extract syntactically correct (w.r.t.
CSP’s syntax) slices with a program transformation applied to the generated slices.
The specialized speciﬁcation contains all the necessary parts of the original speciﬁcation whose animation leads to the slicing criterion (and then, the specialized
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speciﬁcation ﬁnishes). Note that, in the slices produced by both analyses in Figure
1, the slice produced could be made syntactically correct by replacing the removed
parts (those not colored) by “STOP” or by “→ STOP” if the removed expression has
a preﬁx.
Internally, SOC works by ﬁrst constructing a graph called Context-sensitive Synchronized Control Flow Graph (CSCFG) [6] which represents all possible computations of the speciﬁcation. The nodes of the CSCFG are labeled with speciﬁcation
positions which refer to the expressions in the source code. Once the CSCFG is
constructed, the slicing criterion selects a set of nodes in the CSCFG, and the MEB
and CEB analyses traverse the graph to collect the set of nodes that form the slice.
The labels of these nodes deﬁne the ﬁnal slice.

3

Internal Architecture

SOC is divided into several modules with diﬀerent functionalities. The design of the
modules has been done in such a way that almost all the modules are independent
of ProB, and many of them are also independent of CSP and, thus, they could be
used for any other concurrent language.

Fig. 2. Main modules of SOC

Figure 2 summarizes the main modules of SOC. In the ﬁgure, SOC’s modules
are all the components enclosed with a dashed line. Note that the only module
which interacts with ProB is the communication module.
Once the user has loaded a CSP speciﬁcation in ProB, and has speciﬁed a slicing
criterion, the slicing process starts following the path speciﬁed by the arrows. The
functionality implemented by each module in this path is the following:
Communication. This module is in charge of the communication between ProB
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and SOC. The CSP speciﬁcation and the slicing criterion are transformed by
ProB into abstract syntax which explicitly contains the speciﬁcation position of
each term in the speciﬁcation. The communication module passes this data to the
other modules of the process. When the slicing process has ﬁnished, a collection of
CSCFG nodes is produced (the slice); then, this module extracts the speciﬁcation
positions of the slice’s nodes and pass them to ProB in an understandable way
indicating how they should be highlighted. Therefore, this is the only module
which is ProB-dependent.
CSCFG computation. This module builds the CSCFG by interpreting the CSP
semantics. The CSCFG is CSP independent, hence, this module together with
the communication and specialization modules are the only modules which are
CSP-dependent. If one wants to adapt SOC to another language, the rest of
modules could remain unchanged. The CSCFG is computed in three phases.
The ﬁrst phase produces all the nodes and all the control and loop edges of the
CSCFG; the second phase computes the synchronization edges; and the third
phase removes non-reachable parts of the graph according to the semantics. Our
implementation of the second phase is inspired 3 on the algorithm by G. Naumovich and G.S. Avrunin [9], and it has proved to be very precise. However, one
could easily change this second phase without aﬀecting the ﬁrst phase because
they are completely independent.
Context modules. The CSCFG takes into account the context in which process
calls are made so that diﬀerent contexts have a diﬀerent representation in the
CSCFG. Because the number of possible contexts is ﬁnite, the CSCFG is also
ﬁnite. However, when we implemented the CSCFG, we discovered that the idea
of context which is used in the original deﬁnition of the CSCFG [8] could be
changed to make it either stronger or more relaxed. The original deﬁnition of
context produces slices with a certain level of precision in a certain amount of
time. We have deﬁned two new contexts which respectively increase the precision
or reduce the size and the time needed to compute the slices. Let us show with
an example the diﬀerence between the fast and the precise context.
Example 3.1 Consider the following speciﬁcation:
MAIN = a → b → a → STOP ∣∣{a} P
P = a → Q ; P
Q = Big Process
With the fast context we get the CSCFG of Figure 3(a) where dashed arrows
represent synchronizations. With the precise context we get the CSCFG of Figure 3(b). Observe that the fast context considers that the two calls to P are equal
and thus they form a loop. Contrarily, the precise context treats the call to P in
MAIN as a diﬀerent call to the recursive call to P in P (they are assumed to be calls
in diﬀerent contexts) and therefore, they do not form a loop. As a consequence,
the precise context produces a bigger CSCFG, but also it increases precision (in
this example). Concretely, if the slicing criterion is (MAIN,b), the slice produced
3

The computation of synchronizations in a concurrent program is known as an undecidable problem, and
several approximations exist. Our implementation includes a new algorithm (not published) inspired in [9].

93

Llorens et al

in both graphs is formed by the dark nodes. In this case, while the fast context
would include in the slice the big process Q, the precise context would exclude Q
from the slice.
a

→

b

→

a

→

P

a

→

Q

;

P

STOP

||

(a) Fast context
a

→

b

→

a

→

STOP

P

a

→

Q

;

P

a

||
→

Q

;

P

(b) Precise context
Fig. 3. CSCFG of the speciﬁcation in Example 3.1 with diﬀerent contexts

CSCFG compaction. The original deﬁnition of the CSCFG could be improved
from an implementation point of view. The CSCFG contains many nodes which
must be traversed in all cases by the slicing algorithms, and they could be compacted to reduce the size of the CSCFG and consequently the time needed to
traverse it.
Example 3.2 Consider the following speciﬁcation:
P = Q ; a → b → c → R
Q = Big Process
R = Big Process
whose CSCFG is shown in Figure 4(a). Clearly, for any slicing criterion pointing
to a node in process R, nodes a, b and c would be traversed. Therefore, these
nodes could be compacted so that only one node is stored and traversed by the
slicing algorithms. Figure 4(b) shows this compaction.
Q

;

→

a

b

→

c

→

(a) CSCFG

Q

; , a, →, b, →, c, →

R

(b) Compacted CSCFG
Fig. 4. CSCFG and Compacted CSCFG of the speciﬁcation in Example 3.2

Formally, the compaction phase can be described as follows:
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Deﬁnition 3.3 (Compacted graph) Given a graph 𝐺 = (𝑁, 𝐸) where 𝑙(𝑛) represents the label of node 𝑛 ∈ 𝑁 , the compacted graph of 𝐺 is 𝐺′ = 𝑐𝑜𝑚𝑝𝑎𝑐𝑡(𝐺)
where function 𝑐𝑜𝑚𝑝𝑎𝑐𝑡 applies next rules to its argument as much as possible:
∀ 𝑜, 𝑜′ ∈ 𝑁 ∣ (𝑜 7→ 𝑜′ ) ∈ 𝐸 and the outgoing and incoming connectivity of 𝑜 and
𝑜′ is less or equal than one do:
(i) add a new node 𝑜′′ to 𝑁 where 𝑙(𝑜′′ ) = 𝑙(𝑜) + 𝑙(𝑜′ ),
(ii) all edges (𝑝 7→ 𝑜) ∈ 𝐸 are transformed to (𝑝 7→ 𝑜′′ ); and all edges (𝑜′ 7→ 𝑞) ∈ 𝐸
are transformed to (𝑜′′ 7→ 𝑞), and
(iii) remove 𝑜 and 𝑜′ from 𝑁 , and remove (𝑜 7→ 𝑜′ ) from 𝐸.
The compaction phase is a simple but eﬀective transformation. Our experiments (see Section 4) demonstrate that the compacted module is needed to make
the CSCFG usable in practice. On average, the compacted version of a graph is
40% smaller.
MEB and CEB algorithms. We have implemented two algorithms to perform
the MEB and CEB analyses [8]. MEB has been implemented in an independent
module that can be used separately or can be used by the CEB module (CEB
analysis uses MEB analysis).
Specialization. SOC can produce two kinds of slices: a colored version of the
speciﬁcation or a specialized version. The colored version is shown by ProB by
highlighting the slice in the source code (see Figure 1). Clearly, the slice by
itself cannot be animated because it is not syntax preserving. For instance, the
MEB slice of the speciﬁcation in Example 3.2 with respect to the slicing criterion
(P,c) would contain the process P = Q ; a → b → which is not a correct CSP
speciﬁcation. Therefore, it is needed a further transformation of the slice in order
to be able to animate it. This version is in fact a specialized version of the
speciﬁcation which contains all the parts of the speciﬁcation needed to follow
all the animation paths until the slicing criterion. When the user activates the
option to produce specialized versions, this module is activated and stores the
specialized version into a ﬁle which can be directly animated in ProB.
Given a speciﬁcation 𝒮, the associated CSCFG 𝐺 and a slicing criterion 𝒞, the
specialized version of the slice is created following these two steps:
(i) Uncompaction of the graph: The nodes in the slice should be uncompacted to extract their labels.
(ii) Build specialized version: With a transformation that (roughly speaking)
ﬁlls the gaps in the speciﬁcation with STOP.

4

Experiments

In order to measure the performance and the slicing capabilities of our tool, we
conducted some experiments over the following benchmarks:
∙

ATM.csp. This speciﬁcation represents an Automated Teller Machine. The slicing
criterion is (Menu,getmoney), i.e., we are interested in determining what parts of
the speciﬁcation must be animated before the menu option getmoney is chosen.

∙

RobotControl.csp. This example describes a game in which four robots move in
a maze. The slicing criterion is (Referee,winner2), i.e., we want to know what
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Table 1
Benchmark time results for the FAST and PRECISE CONTEXT
(a) Benchmark time results for the FAST CONTEXT
Benchmark
ATM.csp
RobotControl.csp
Buses.csp
Prize.csp
Phils.csp
TrafficLights.csp
Processors.csp
ComplexSync.csp
Computers.csp
Highways.csp

CSCFG
805
277
29
55
72
103
10
212
23
11452

MEB

ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.

36
39
2
35
12
20
4
264
6
100

ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.

CEB
67
21
1
10
4
12
2
38
1
30

ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.

Total
908
337
32
100
88
135
16
514
30
11582

ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.

(b) Benchmark time results for the PRECISE CONTEXT
Benchmark
ATM.csp
RobotControl.csp
Buses.csp
Prize.csp
Phils.csp
TrafficLights.csp
Processors.csp
ComplexSync.csp
Computers.csp
Highways.csp

CSCFG
10632
2603
25
352
96
2109
15
23912
51
58254

ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.

MEB
190
413
1
317
12
1678
2
552
4
1846

ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.

CEB
272
169
0
79
8
416
5
174
6
2086

ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.

Total
11094
3185
26
748
116
4203
22
24638
61
62186

ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.
ms.

parts of the system could be animated before the second robot wins.
∙

Buses.csp. This example describes a bus service with two buses running in parallel. The slicing criterion is (BUS37, pay90), i.e., we are interested in determining
what could and could not happen before the user payed at bus 37.

∙

Prize.csp. This speciﬁcation simulates the degree of a student. The slicing
criterion is (YEAR2,fail), i.e., we are interested in determining what parts of
the speciﬁcation must be animated before the student fails in the second year.

∙

Phils.csp. This is a simple version of the dining philosophers problem. In this
example, the slicing criterion is (PHIL221, DropFork2), i.e., we want to know
what happened before the second philosopher dropped the second fork.

∙

TrafficLights.csp. This speciﬁcation deﬁnes two cars driving in parallel on
diﬀerent streets with traﬃc lights for cars controlling. The slicing criterion is
(STREET3,park), i.e., we are interested in producing an specialized version of the
speciﬁcation in which we could animated the situations in which the second car
parks on the third street.

∙

Processors.csp. This example describes a system that, once connected, receives
data from two machines. The slicing criterion is (MACH1,datreq) to know what
parts of the example must be animated before the ﬁrst machine requests data.

∙

ComplexSync.csp. This speciﬁcation deﬁnes ﬁve routers working in parallel.
Router i can only send messages to router i+1. Each router can send a broadcast
message to all routers. The slicing criterion is (Process3,keep), i.e., we want
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Table 2
Benchmark size results for the FAST and PRECISE CONTEXT
(a) Benchmark size results for the FAST CONTEXT
Benchmark

Ori CSCFG

Com CSCFG

ATM.csp
RobotControl.csp
Buses.csp
Prize.csp
Phils.csp
TrafficLights.csp
Processors.csp
ComplexSync.csp
Computers.csp
Highways.csp

156
337
20
70
181
113
30
103
53
103

99
121
20
52
57
79
15
69
34
62

nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes

nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes

(%)
63.46
35.91
90.91
74.29
31.49
69.91
50.00
66.99
64.15
60.19

MEB Slice
%
%
%
%
%
%
%
%
%
%

32 nodes
22 nodes
11 nodes
25 nodes
9 nodes
7 nodes
8 nodes
37 nodes
18 nodes
41nodes

CEB Slice
45
109
11
42
39
60
9
69
29
48

nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes

(b) Benchmark size results for the PRECISE CONTEXT
Benchmark
ATM.csp
RobotControl.csp
Buses.csp
Prize.csp
Phils.csp
TrafficLights.csp
Processors.csp
ComplexSync.csp
Computers.csp
Highways.csp

Ori CSCFG
267
1139
22
248
251
434
37
196
109
503

nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes

Com CSCFG
165
393
20
178
56
267
19
131
72
275

nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes

(%)
61.8
34.5
90.91
71.77
22.31
61.52
51.35
66.84
66.06
54.67

%
%
%
%
%
%
%
%
%
%

MEB Slice
52
58
11
15
9
7
8
18
16
47

nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes

CEB Slice
59
369
11
47
39
217
14
96
67
273

nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes
nodes

to know what parts of the system could be animated before router 3 keeps a
message.
∙

Computers.csp. This benchmark describes a system in which a user can surf
internet and download ﬁles. The computer can check wether ﬁles are infected
by virus. The slicing criterion is (USER,consult file), i.e., we are interested
in determining what parts of the speciﬁcation must be animated before the user
consults a ﬁle.

∙

Highways.csp. This speciﬁcation describes a net of Spanish highways. The
slicing criterion is (HW6,Toledo), i.e., we want to determine what cities must be
traversed in order to reach Toledo from the starting point.

For each benchmark, Table 1(a) and Table 1(b) summarize the time spent to generate the compacted CSCFG (this includes the generation plus the compaction
phases), to produce the MEB and CEB slices (since CEB analysis uses MEB analysis, CEB’s time corresponds only to the time spent after performing the MEB
analysis), and the total time. Table 1(a) shows the results when using the fast
context and Table 1(b) shows the results associated to the precise context. Clearly,
the fast context achieves a signiﬁcative time reduction.
Table 2(a) and Table 2(b) summarize the size of all objects participating in
the slicing process for both the fast and the precise contexts respectively: Column Ori CSCFG shows the size of the CSCFG of the original speciﬁcation. Column
Com CSCFG shows the size of the compacted CSCFG. Column (%) shows the per97
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centage of the compacted CSCFG’ size with respect to the original CSCFG. Finally,
columns MEB Slice and CEB Slice show respectively the size of the MEB and CEB
CSCFG’ slices. Clearly, CEB slices are always equal or greater than their MEB
counterparts 4 .
The CSCFG compaction technique shows to be very useful. Experiments show
that the size of the original speciﬁcation is substantially reduced using this technique. The size of both MEB and CEB slices obviously depends on the slicing
criterion selected. Table 2(a) and Table 2(b) compare both slices with respect to
the same criterion and, therefore, they give an idea of the diﬀerence between them.
SOC is open and publicly available. All the information related to the experiments, the source code of the benchmarks, the slicing criteria used, the source code
of the tool and other material related to the project can be found at
http://www.dsic.upv.es/˜jsilva/soc
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Abstract
Bousi∼Prolog is a fuzzy logic programming language which is an extension of the standard Prolog language.
The Bousi∼Prolog operational semantics is an adaptation of the SLD resolution principle, where classical
uniﬁcation has been replaced by a fuzzy uniﬁcation algorithm based on proximity relations. Unicorn
is a programming environment for the Bousi∼Prolog language. This environment will provide resources to
edit, save, open, compile and run Bousi∼Prolog programs comfortably, in addition to various options
for supporting programmers: commands, directives and visualization windows. In this paper we summarize
the main features of the Unicorn environment and we provide some insides about its implementation.
Keywords: Fuzzy Logic Programming, Fuzzy Prolog, Uniﬁcation by Similarity, Weak SLD Resolution,
Warren Abstract Machine.

1

Introduction.

Bousi∼Prolog (BPL, for short) [4] is an extension of the standard Prolog language.
Its operational semantics is an adaptation of the SLD resolution principle where
classical uniﬁcation has been replaced by a fuzzy uniﬁcation algorithm based on
proximity relations deﬁned on a syntactic domain. Proximity relations are fuzzy relations that fulﬁll the reﬂexive and symmetric properties 3 . Hence, the operational
mechanism is a generalization of the similarity-based SLD resolution principle [9].
Informally, this weak uniﬁcation algorithm states that two terms 𝑓 (𝑡1 , . . . , 𝑡𝑛 ) and
𝑔(𝑠1 , . . . , 𝑠𝑛 ) weakly unify if the root symbols 𝑓 and 𝑔 are approximate and each of
their arguments 𝑡𝑖 and 𝑠𝑖 weakly unify. Therefore, the weak uniﬁcation algorithm
does not produce a failure when there is a clash of two syntactical distinct symbols,
★ This work has been partially supported by FEDER and the Spanish Science and Innovation Ministry
under grant TIN 2007-65749 and by the Castilla-La Mancha Administration under grant PII1I09-01174481.
1 Email: Pascual.Julian@uclm.es
2 Email: Clemente.Rubio@alu.uclm.es
3 When, in addition, a fuzzy binary relation fulﬁlls the transitive property, we are in presence of a similarity
relation.
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whenever they are approximate, but a success with a certain approximation degree.
Hence, Bousi∼Prolog computes substitutions as well as approximation degrees.
The aim of Bousi∼Prolog is the management of uncertainty using declarative
techniques. As it was shown in [4], there exist several practical applications for
a language with the aforementioned characteristics: ﬂexible query answering; advanced pattern matching; information retrieval where textual information is selected
or analyzed using an ontology; text cataloging and analysis; etc.
Bousi∼Prolog is publicly available and can be found at the URL address
http://www.inf-cr.uclm.es/www/pjulian/bousi.html. Currently it is delivered in two implementation formats: a high level and a low level implementation.
The high level implementation [4] is written in Prolog through a meta-interpreter.
Hence it may present eﬃciency problems. In order to solve them, we have investigated how to incorporate the weak uniﬁcation algorithm into the Warren Abstract
Machine (WAM) [11], leading to a low level implementation of the Bousi∼Prolog
language, which consists of an architecture compounded by a compiler and an enlargement of the WAM able to execute BPL programs eﬃciently. The extension of
the WAM able of handling fuzzy relations is called Similarity-based WAM (SWAM)
by historical reasons (although the current implementation allows the treatment of
proximity relations as well as similarity relations). The SWAM was implemented
mainly using the standard techniques of [1] and it is described in [5].
To allow the development of BPL programs, a programming environment for
this language, called Unicorn, has been created. This environment will provide
resources to edit, save, open, compile and run BPL programs in a comfortable,
easy, usable way, in addition to various options for supporting programmers: commands, directives and visualization windows, that help the programmer to obtain a
better understanding of the BPL programs behavior. In this paper we summarize
the main features of the Unicorn environment and we provide some insides about
its implementation. As imperative and object oriented languages have really good
integrated development environments (IDEs) with graphical user interfaces that allow people to interact through direct manipulation of graphical elements, we take
inspiration on these interfaces to accomplish our objective.
Before ending this introductory section let us comment some pieces of related
work: The ﬁrst one is represented by the theoretical work [3], whose main practical
realization is the fuzzy logic language LIKELOG [2] (an interpreter implemented in
Prolog using rather direct techniques and cumbersome concepts). The second line
of research is the closest to ours and it is based on the theoretical work [9]. In [6],
a similarity-based logic programming language, named SiLog, was presented. SiLog
is an interpreter written in Java. Both approaches are based on an extension of the
SLD resolution principle with the ability of dealing with similarity relations.
Neither LIKELOG nor SiLog are publicly available and therefore a practical comparison is impossible. However, we can enumerate three important features of the
Bousi∼Prolog language that distinguish it from these other proposals:
(i) Bousi∼Prolog uses proximity relations (as well as similarity relations), therefore
its operational semantics is more general and ﬂexible than the ones used by
LIKELOG and SiLog which are exclusively based on similarity relations.
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(ii) In order to obtain a proximity or a similarity relation, Bousi∼Prolog gives
automatic support to the user for the construction of a reﬂexive, symmetric
and/or transitive closure, starting from an arbitrary fuzzy binary relation.
(iii) Bousi∼Prolog is a true Prolog extension and not a simple interpreter able to
execute a weak SLD resolution procedure.

2

The Bousi∼Prolog Programming Language.

In this section we brieﬂy summarize the features of Bousi∼Prolog as it has been
implemented in the present version supported by the SWAM. We concentrate on
the syntactical and operational aspects.
As it was just commented, the BPL programming language is an extension of the
standard Prolog language with a proximity/similarity relation deﬁned on a syntactic
domain. Therefore, the syntax is mainly the Prolog syntax but enriched with a
built-in symbol “∼” used for describing proximity/similarity relations (actually,
fuzzy binary relations which are automatically converted into proximity/similarity
relations) by means of similarity equations of the form:
<alphabet symbol> ˜ <alphabet symbol> = <similarity degree>
Although, a similarity equation represents an arbitrary fuzzy binary relation, its
intuitive reading is that two constants, n-ary function symbols or n-ary predicate
symbols are approximate or similar with a certain degree. That is, a similarity
equation 𝑎 ∼ 𝑏 = 𝛼 can be understood in both directions: 𝑎 is approximate/similar
to 𝑏 and 𝑏 is approximate/similar to 𝑎 with degree 𝛼. Therefore, a Bousi∼Prolog
program is a sequence of Prolog facts and rules followed by a sequence of similarity
equations.
Example 2.1 Suppose a fragment of a database that stores a semantic network
with information about people’s names and hair color, as well as the approximate
relation between black, brown and blond hair 4 .
% BPL directive
:- transitivity(no).
% FACTS
is_a(john, person).
is_a(peter, person).
is_a(mary, person).

hair_color(john,black).
hair_color(peter,brown).
hair_color(mary,blond).

% SIMILARITY EQUATIONS
black˜brown=0.6.
black˜blond=0.3.
blond˜brown=0.6.

In a standard Prolog system, if we ask about whether peter’s hair is blond, “?hair color(peter, blond)”, the system fails. However BPL allows us to obtain
the answer “Yes with 0.6”.
To obtain this answer, the BPL system operates as follows:
i) First it generates the reﬂexive, symmetric closure of the fuzzy relation
{ℛ(𝑏𝑙𝑎𝑐𝑘, 𝑏𝑟𝑜𝑤𝑛) = 0.6, ℛ(𝑏𝑙𝑎𝑐𝑘, 𝑏𝑙𝑜𝑛𝑑) = 0.3, ℛ(𝑏𝑙𝑜𝑛𝑑, 𝑏𝑟𝑜𝑤𝑛) = 0.6}, constructing a proximity relation. This is done at compilation time.
ii) Then, at execution time, it tries to unify the goal hair color(peter, blond)
and (eventually) the fact hair color(peter,brown). Because there exists the
entry ℛ(𝑏𝑟𝑜𝑤𝑛, 𝑏𝑙𝑜𝑛𝑑) = 0.6 in the constructed proximity relation (that is, brown
4

For the sake of simplicity we only consider programs without variables in the examples. Of course, BPL
permits programs and goals containing variables.
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is approximate to blond), the uniﬁcation process succeeds with approximation
degree 0.6 and a (weak) resolution step is done, leading to the empty clause.
The above example serves to illustrate both the syntax and the operational
semantics of the language. Also, it is important to note that, in this example, to
inhibit the construction of the transitive closure (and therefore the construction of a
similarity relation) has been crucial to model the information properly and to obtain
a convenient result. This eﬀect is obtained by the BPL directive transitivity
which disables or enables the construction of the transitive closure of a fuzzy relation
during the compilation process 5 . If a similarity relation would be generated, the
system would constructed the entries ℛ(𝑏𝑟𝑜𝑤𝑛, 𝑏𝑙𝑜𝑛𝑑) = 0.6 and ℛ(𝑏𝑙𝑜𝑛𝑑, 𝑏𝑟𝑜𝑤𝑛) =
0.6, overlapping the initial approximation degree provided by the user and leading
to a wrong information modeling 6 . Therefore, as it was commented in [10] and
this example conﬁrms, similarity relations sometimes represent fuzzy information
incorrectly. Hence, to allow the use of proximity relations, not only increases the
expressive power of the language, but it is critical in order to solve certain problems.
On the other hand, Bousi∼Prolog implements a weak uniﬁcation operator, also
denoted by “∼”, which is the fuzzy counterpart of the syntactical uniﬁcation operator “=” of standard Prolog. It can be used, in the source language, to construct
expressions like “Term1 ˜ Term2 =:= Degree” which is interpreted as follows: The
expression is true if Term1 and Term2 are uniﬁable by similarity with approximation
degree AD equal to Degree. In general, we can construct expressions
Term1 ˜ Term2 <op> Degree
where “<op>” is a arithmetic comparison operator (that is, an operator in the set
{=:=, =\=, >, <, >=, =<}). Observe that the expression “Term1 ˜ Term2” is
syntactic sugar of “Term1 ˜ Term2 > 0”. These expressions may be introduced in
a query as well as in the body of a clause.
Finally the BPL system implementation covers the main features of standard
Prolog: arithmetic, lists, cut operator, input/output (read and write), negation
(predicate not), also it has some built-in predicates like assert and retract.

3

Requirements and Installation Procedure.

If you want to install the BPL system with the Unicorn environment on your
computer, you need a computer running Windows 2000/XP, Linux or Mac/OS
operating system and the Java Virtual Machine version 1.5 (JVM 1.5) installed on
it.
Therefore, you must follow these simple steps:
(i) Check if the JVM 1.5 is installed. If you need to install JVM 1.5, go to the
URL address: http://java.sun.com/javase/downloads/index_jdk5.jsp.
(ii) Download the ﬁle “UNICORN_1.0_beta.jar” into the BPL home directory.
5 Note that in the current implementation of the BPL system, transitivity(no) is the current default
option.
6 Because a person with brown hair should be closer to a person with blond hair than a person with black
hair is to a person with blond hair.
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Fig. 1. The

Unicorn programming environment: main window.

(iii) Execute it, according with the usual procedure used in that operating system.
Then the Unicorn environment is available (see Figure 1).

4

The UNICORN Environment.

In this section we give a brief tutorial on how to use the Unicorn environment,
which is the interface between the user and the BPL system.
The Unicorn environment is divided in two diﬀerent zones: the command options zone (with the Menu Bar (1) and the Icon Bar (2) at the top of the screen)
and the windows zone. The windows zone involves ﬁve kinds of windows:
∙

The query window (10) placed at the bottom of the screen, serves to introduce
queries, commands or data to the system.

∙

The output window (5) shows the answers to a query and other system information. You can delete the information in the output window, by means of the
command clear written into the query window.

∙

The code area window (6) shows the SWAM machine code obtained after the
compilation of a source program. It is the object program executed by the abstract
machine. For instance, Figure 2 shows the SWAM machine code obtained for the
BPL program of the Example 2.1. You can delete the information in the code
area window, by typing the command reset into the query window.

∙

The code execution window (7) shows, sequentially, the SWAM machine code
executed by the abstract machine. It can be seen as a tracer tool.

∙

The visualization window (3,8,9) shows a graph representation (8) of the proximity relation deﬁned in the program. Also, it is shown a pictorial representation
(3) of the Proximity Matrix, that is, an adjacency matrix representation of the
reﬂexive, symmetric, (and possibly) transitive closure of the original fuzzy binary
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Fig. 2. Visualization windows, Output window and Code Area Window for the BPL program of Example 2.1.
ACTIONS

Creating new program
Save a program (Home directory)
Save a program (Other directory)
Editing a program
Compilation of a program
Execution of a program
More responses
Stop execution

OPTIONS
File Menu

Icon Bar

New
Save
Save As
Open
Compile
Execute
;
Stop

White paper Icon
Diskette Icon
Star diskette Icon
Opening Archive Icon
OK Icon
Sun Icon
Interrogation Icon
Cross Icon

Query
Window
”crtl-N”
”ctrl-G”
”ctrl-M”
”ctrl-A”
”ctrl-C”
”ctrl-E”
”ctrl-S”
”ctrl-P”

Fig. 3. Options for edit, save, compile and execute BPL programs.

relation (which is computed starting from the set of proximity equations provided
by the program). Figure 2 shows each type of visualization window with more
detail.
As we shall comment, it is also possible to open several edit windows (4) to create
or modify programs.
The Unicorn environment provides resources to edit, save, open, compile
and run BPL programs comfortably. Figure 3 summarizes the options that you can
use to perform these actions. Moreover, it has several commands useful to reset the
information shown by the output window and the code area window or to produce
some actions or activate some internal ﬂags.
(i) The command “compile” which compiles the selected program.
(ii) The command “clear” deletes the information shown in the output window.
(iii) The command “reset” that resets the memory layout and deletes the information shown in the code area window.
(iv) The command “statistics” returns the time used in the last execution in
milliseconds.
(v) The command “lambdaCut” imposes a limit to the expansion of the search
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space in a computation 7 . By typing “lambdaCut(N)” into the query window,
you set the value of the internal lambdacut ﬂag to N (being N a number between
0 and 1). When the lambdacut ﬂag is set to N, the weak uniﬁcation process
fails if the computed approximation degree goes below the stored lambdacut
value N. Therefore, the computation also fails and all possible branches starting
from that choice point are discarded. By default the lambdacut ﬂag is set to
zero (that is, no limitation is imposed). The following example illustrates the
use of the command lambda cut.
Example 4.1 Revisiting the Example 2.1, suppose that we want to ﬁx the lambdacut ﬂag to 0.5. Then you must write “lambdaCut(0.5).” into the query window,
being “Lambdacut fixed to 0.5.” the resulting message. Therefore, if we ask
again by the hair color of a person (writting the goal “hair color(X,black).”
into the query window) the system answers “X=john with 1.0” and “X=peter
with 0.6”, but the answer “X=mary with 0.3”, whose approximation degree is
lower than 0.5, is not obtained.

5

Design and Implementation of the UNICORN Environment.

The architecture of the BPL low level implementation is a multi-layer architecture
with three layers: the Unicorn environment, the compiler and the similarity abstract machine (SWAM). It consists of over 6500 code lines, divided into 27 classes.
It has been implemented in Java, since this is an object oriented language that
possesses facilities to deploy the BPL system on the web. The BPL architecture is
depicted in Figure 4.
5.1

Similarity-based WAM.

The Similarity-based WAM (SWAM) modiﬁes the two main parts of a standard
WAM: the memory layout and the instruction set [5]. The SWAM is executed as a
thread inherited from the class Thread. The idea is to allow a programmer to use
interactive predicates or I/O predicates like, for instance, the predicate read, for
which it is necessary that the SWAM keeps waiting while the user writes the input
data.
Extension of the memory layout. The main changes are related to the incorporation of data structures that allow us to manage proximity or similarity relations.
We add the so called Proximity Matrix Area, which stores an adjacency matrix
representation of a proximity or similarity relation. Two new speciﬁc registers: the
Aproximation Degree register (AD), which stores the current computed approximation degree of a derivation; and the Lambda-Cut register (LC) which stores the lower
bound for the approximation degree in a derivation. Also, we need to modify the
standard choice point frame structure by adding a new ﬁeld, D, to save the value
stored in the AD register, prior to the creation of a choice point.
7

Observe that this limit can also be modiﬁed using the BPL directive “:-lambdaCut(N).”
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Fig. 4. The BPL system and the

Unicorn environment.

Extension of the instruction set. As the choice point frame structure has
been modiﬁed, the machine instructions that work in combination with it need
also to be modiﬁed. That is, we have to modify the instructions: try me else,
retry me else, trust me and backtrack. The ﬁrst three machine instructions essentially update the value of the AD register and backtrack helps to recover the old
approximation degree value after a failure. On the other hand, also it is necessary to
modify some machine instructions involved in the process of argument uniﬁcation,
such as: get structure, get constant and unify.
5.2

BPL compiler.

The structure of the BPL compiler has four main parts, being the SWAM machine
the basis for the compiler implementation: i) given a source program, the Analyzer veriﬁes that the programs are syntactically correct and obtains the syntactic
tree which is the basis for later code generation; ii) the Similarity Generator
calculates a proximity relation or a similarity relation (if the transitivity option is
enabled) starting from the similarity equations provided by the programmer; the
proximity/similarity relation is stored into the Proximity Matrix memory area and
its information is used at compilation time, by the Adapter, and at execution time,
when it is necessary during the uniﬁcation process. iii) the Adapter takes the syntactic tree and the proximity or similarity relation and constructs an intermediate
representation which is used by the Code Generator to obtain the object code; iv)
ﬁnally, the Code Generator produces the machine code associated to the source
program; once the machine code is generated, it is stored in the Code Area, an
addressable array of memory words.
5.3

The Unicorn environment.

The Unicorn environment is the top layer of the BPL system. It has been mainly
implemented with the swing and the awt Java 1.5 packages [8], using Netbeans 5.5
as development environment [7]. It possesses a clean object oriented design. It
consists of over 1500 code lines, divided into 6 classes. Figure 5 shows a simpliﬁed
view for the UML class diagram of the Unicorn environment.
In the following we give a summary with the features of the main classes involved
in the implementation of the Unicorn environment, according with the UML description of Figure 5:
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Fig. 5. A simpliﬁed class diagram for the

Unicorn environment.

∙

FIde is a frame that extends the class JFrame of the Swing package. It is the class
implementing the Unicorn graphical interface. It provides the main window and
the remainder windows are associated to this class.

∙

FEditor is the class in charged of implementing the Unicorneditor. To fulﬁll this
task we mainly use the classes JInternalFrame and JTextPanel of the Swing
package for the graphical components, and FileReader or FileWritter of the IO
package, for operating with the ﬁle system. This class implements the whole functionality for managing archives through the methods: openFile(), writeFile(),
save(), saveAs().

∙

FQuery is the class implementing the input command line of the system. That
is, it enables the input for queries, commands and data. We mainly use the class
JTextField of the Swing package in its implementation. It contains important
methods to synchronize the input data with the SWAM: wait() which put the
SWAM into a waiting state until its resource becomes available; continue()
which tells the SWAM that the data have been introduced or the resource is
available and therefore the execution can continue.

∙

FCodeArea is the class that shows the contain of the SWAM code area. It is
instanced when the compilation process ends successfully. To implement this class
we mainly use the class JTable of the Swing package. It contains the method
loadInstructions() which loads in a JTable object (i.e., a graphical table) the
machine instructions stored in the SWAM code area.

∙

FProgramCode shows the executed machine instructions step by step. It can be
seen as a tracer tool. In case of error it points the instruction that produces the
error. This class has been implemented using the class JTextArea of the Swing
package. It is instanced when the object program is executed by the SWAM. It
contains the method writeProgramCode() that writes the machine instructions,
as they are executed, in a JTextArea object, in order to their visualization.

∙

FGraph is a class that shows a graphical representation of the proximity relation
deﬁned in the program. It is instanced in compilation time when the reﬂexive,
symmetric, (or possibly) transitive closure (if the internal transitivity ﬂag is set to
yes). In its implementation we employ the class JPanel of the Swing package (we
use the standard methods update(Graphics) and paintComponent(Graphics)).
It contains the methods moveVertice() and pressVertice() which allow the
user select and move the graph vertices to visualize it correctly.
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6

Conclusions and Future Work.

In this paper we presented the Unicorn environment. It is a programming environment to facilitate the development of BPL programs. It was mainly implemented
using the swing and the awt Java 1.5 packages with a clean object oriented design.
This environment integrates resources to edit, save, open, compile and run BPL
programs in a comfortable, easy, usable way. In addition it provides various tools
for supporting programmers and help them to obtain a better understanding of
programs behavior:
∙

A code area window that shows the SWAM machine code obtained after the
compilation of a source program.

∙

A tracer tool that shows, sequentially, the SWAM machine code as it is executed
by the abstract machine.

∙

A tool that shows a graph representation of the proximity relation deﬁned by the
program.

An integrated development environment (IDE) additionally to a source code
specialized editor (to facilitate the program writing) and a compiler (or interpreter),
normally consists of a debugger and build automation tools. As a matter of future
work we want to extend the Unicorn environment with these kinds of tool and
features. The aim is to convert it into a true IDE.
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Valencia, Spain

Alicia Villanueva3
DSIC, Universidad Politécnica de Valencia
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Abstract
The Timed Concurrent Constraint Language (tccp in short) is a constraint-based concurrent language
inspired in process algebra. The language is well-suited for the speciﬁcation of concurrent and reactive
systems. tccp is parametric w.r.t. a constraint system, what is a main characteristic of the Concurrent
Constraint Paradigm of Saraswat. Maude is an executable rewriting logic language specially well suited for
the speciﬁcation of distributed systems. The tccpInterpreter system is the result of implementing the tccp
language (the constraint system, agents and semantics) in Maude. It parses the program and mimics in an
automatic way its behavior allowing us to use the Maude features to execute and analyze tccp programs.
Keywords: Tool demonstration, Timed Concurrent Constraint Language, Maude

1

Introduction

The Concurrent Constraint Programming paradigm, ccp in short [13], is a simple but
powerful model for expressing concurrent systems. Systems are speciﬁed as agents
executing asynchronously and interacting by adding and checking constraints (partial information) in a store. The Timed Concurrent Constraint Language, tccp in
short [5], extends the ccp paradigm with a notion of time. This extension makes the
language suitable for modeling reactive systems [7], namely systems which maintain
an ongoing information exchange with their environment at run-time.
tccp combines the operational view of process algebra [11] with a declarative
perspective based upon ﬁrst-order logic [12]. The language is parametric w.r.t. a
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constraint system which speciﬁes the constraints that can be handled by telling or
asking actions performed by the agents of the language during an execution.
The language has some particular features: a declarative and concurrent nature,
a model based on agents, a notion of time that synchronizes all agents, and the nondeterminism. The non-deterministic behavior of tccp allows us to have compact and
precise speciﬁcations of systems whereas the agent-based model provides an intuitive
way to specify reactive and embedded systems. It allows to capture typical behaviors
of these systems such as time-outs, time-delays or watchdogs. Furthermore, the
notion of time makes possible to use the (constrained version of) Linear Temporal
Logic (LTL) proposed in [5] to specify properties of tccp programs and that can be
checked by a model checker [3,2,6].
The rewriting logic-based and high-performance reﬂective speciﬁcation language
Maude [4,1] has been proposed for the task of building and analyzing a wide range
of applications. In particular, rewriting logic [10] can deal with state and concurrent computations and has been used as a semantic framework for the task of
giving executable semantics to a wide range of languages and models of concurrency. Maude supports structured theory speciﬁcations, algebraic data types and
function speciﬁcation in rich equational logics, a high-level formalization of models
and their prototyping and analysis. In this work we assume that the reader has a
basic knowledge of Maude.
To our knowledge, there is a unique prototype of interpreter for tccp that was
implemented by using the Mozart-Oz language [14]. Mozart-Oz [8] is a multiparadigm language allowing multi-threaded higher order programs to be directly
executed in a distributed open system. The proposal in [14] has some restrictions
and is not publicly available. In this work we present tccpInterpreter, an interpreter
for the tccp language implemented in Maude. The interpreter automatically parses
a tccp program and simulates the evolution of a given tccp program. The system
incorporates some notions from [2] that make the tccp framework more ﬂexible.
We show how it is possible to implement in a intuitive and precise way the tccp
formalism in Maude.
This work is organized as follows. In Section 2 we describe the implementation
process of the interpreter, an excerpt of the semantics implementation and a speciﬁc
constraint system. Section 3 is devoted to show the functionality of the tool by using
a running example. In Section 4 we draw the conclusions and future work.

2

The interpreter implementation

The tccpInterpreter system, a Maude application, is the result of the implementation of the tccp formalism, i.e., the language operational semantics plus a speciﬁc
constraint solver. The tool takes as input the speciﬁcation of a tccp program and
simulates its behavior: it shows the evolution of agents in the program depending
on the current store (called Structured Store 4 ), that also evolves along the time.
tccpInterpreter consists of approximately 1070 lines of code divided in six Maude
4 Originally, tccp used a single global store to store the information of the system. The notion of Structured
Store was introduced in [2]. It replaces the notion of the global store by the notion of a sequence of stores
where each store of the sequence contains only the constraints added in the corresponding time.
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modules. Each module models one or more of the entities of tccp: agents, constraints, streams, declarations, programs, the store, the underlying constraint system, the operational semantics, etc. Maude allows us to implement a constraint
solver for the language or to use an existing one to handle constraints. 5
2.1

Syntactic objects

The representation of the syntax of tccp in Maude is quite intuitive for all tccp
constructs. Let us ﬁrst recall the syntax of the tccp language:
∑
𝐴, 𝐴1, 𝐴2 ::= skip ∣ tell(𝑐) ∣ 𝑛𝑖=1 ask(𝑐𝑖 ) → 𝐴𝑖 ∣ now 𝑐 then 𝐴1 else 𝐴2 ∣ 𝐴1∣∣𝐴2 ∣
∃𝑥 𝐴 ∣ p(𝑥)
A tccp program 𝑃 consists of a set of declarations 𝐷 of the form p(𝑥) :−𝐴 and
∑𝑛
an initial agent to be executed. In brief, the choice agent
𝑖=1 ask (𝑐𝑖 ) → 𝐴𝑖
models the non-determinism of the system. It checks whether the store satisﬁes the
constraints 𝑐𝑖 and non-deterministically executes (in the following time instant) one
of the agents 𝐴𝑖 , provided its constraint 𝑐𝑖 was satisﬁed. In case no condition 𝑐𝑖 is
entailed, the choice agent suspends. The conditional agent now 𝑐 then 𝐴1 else 𝐴2
executes the agent 𝐴1 if the store satisﬁes 𝑐, otherwise executes 𝐴2. It provides
the ability to describe notions such as timeout or preemption. These notions are
necessary to model reactive systems.
tccp has an implicit notion of time in its semantics. There are agents that consume one time unit for their execution. The choice agent is one of these consumingtime agents whereas the conditional agent is instantaneous. Let us show the operational semantics extracted from [2] associated to these two agents. It is given as a
transition relation between conﬁgurations, where a conﬁguration is composed of an
agent and the current store 𝑠𝑡. The ﬁrst rule R2 states that 𝐴𝑗 is executed in the
following time unit whenever 𝑠𝑡 entails the condition 𝑐𝑗 . Regarding the conditional
agent, R3 models the case when the condition holds. In case that the agent 𝐴 with
the current store 𝑠𝑡 can evolve in the agent 𝐴’ and the new store 𝑠𝑡’, then 𝐴’ is
executed in the following time instant. If 𝐴 cannot evolve, it is executed in the next
time instant (rule R5).
∑
R2 ⟨ 𝑛𝑖=0 ask(𝑐𝑖 ) → 𝐴𝑖 , st⟩𝑡 −→ ⟨𝐴𝑗 , st⟩𝑡+1 if 0 ≤ 𝑗 ≤ 𝑛,st ⊢𝑡 𝑐𝑗
⟨𝐴, st⟩𝑡 −→ ⟨𝐴′ , st ′ ⟩𝑡+1
R3
if st ⊢𝑡 𝑐
⟨now 𝑐 then 𝐴 else 𝐵, st⟩𝑡 −→ ⟨𝐴′ , st ′ ⟩𝑡+1
⟨𝐵, st⟩𝑡 −→ ⟨𝐵 ′ , st ′ ⟩𝑡+1
R4
if st ∕⊢𝑡 𝑐
⟨now 𝑐 then 𝐴 else 𝐵, st⟩𝑡 −→ ⟨𝐵 ′ , st ′ ⟩𝑡+1
⟨𝐴, st⟩𝑡 ∕−→
R5
if st ⊢𝑡 𝑐
⟨now 𝑐 then 𝐴 else 𝐵, st⟩𝑡 −→ ⟨𝐴, st⟩𝑡+1
⟨𝐵, st⟩𝑡 ∕−→
R6
if st ∕⊢𝑡 𝑐
⟨now 𝑐 then 𝐴 else 𝐵, st⟩𝑡 −→ ⟨𝐵, st⟩𝑡+1
The choice agent is encoded by using two Maude constructor symbols. The ﬁrst
one models the behavior of a single branch in a choice agent. The symbol ask is
followed by a boolean constraint (sort TccpBoolean), the arrow → and an agent
5

We can interact with Maude from other platforms, for example with Java.
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(sort TccpAgent). The second one models the composition of two or more branches:
op ask → :
:
op +

TccpBoolean TccpAgent → TccpChoice .
TccpChoice TccpChoice → TccpChoice [assoc comm] .

Note that the deﬁnition of the operator + is labeled with the attributes assoc and
comm since it is associative and commutative.
The conditional agent is encoded by using one Maude constructor symbol. It
has the symbol now followed by a boolean constraint, the then block which contains
an agent and the else block with another agent.
op now then else :

TccpBoolean TccpAgent TccpAgent → TccpAgent .

The rest of the agents of tccp are encoded in a similar way. We also model the
new agents introduced in [9] to mechanize some operations over streams, used in
tccp to model the evolution of variable values along the time.
2.2

The Operational Semantics

The operational semantics of tccp are encoded into Maude as transitions over conﬁgurations where one conﬁguration contains a triple with the given tccp program
(TccpDeclarationSet), the agent to be executed and the current store. By using
the Maude constructor symbol < , , > we represent a conﬁguration of the system:
op < , , > :

TccpDeclarationSet TccpAgent TccpStructuredStore →
TccpConfig .

The following code excerpt describes the rules modeling the semantics of the
choice agent. Each rule is labeled with an identiﬁer for readability. The rule
ask-true speciﬁes the case when a choice agent with a single branch can be executed. In this case, the agent ask(CtBl)→Ag evolves to a conﬁguration (on the
right-hand side of the => symbol) containing the original declaration set DcSt, the
agent to be executed Ag and the structured store resulting from updating SS{t} 6
with the new information added by the choice agent. The symbol ⇒ is used to
incrementally identify the components of a structured store.
< DcSt , ask(CtBl)→Ag , SS{t} > =>
< DcSt , Ag ,(SS{t} ⇒ (CtBl){t + 1})>
if TpSt := returnGlobalStoreFromStructuredStoreList (SS{t}) ∧
consultTccpStore (TpSt , CtBl) == ctrue .

crl [ask-true]:

The transition is modeled using a conditional rule, thus it is executed only when
the store TpSt, representing all the information stored in the store so far, satisﬁes
the constraint CtBl of the agent, checked by means of consultTccpStore (TpSt
, CtBl) == ctrue. The operator consultTccpStore gets as input the store TpSt
and the boolean constraint CtBl, and it returns ctrue when the store entails the
given constraint or cfalse otherwise.
The conditional rule choice-true speciﬁes the case when the choice agent has
more than one branch and one of them can be executed. Note that the operator +
is associative and commutative, thus we can describe the ﬁrst branch of the agent
6

{t} denotes the current time instant 𝑡.
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+, considering the rest of the branches in the second component AgCh:
< DcSt , ((ask(CtBl)→Ag) + AgCh) , SS{t} > =>
< DcSt , Ag , (SS{t} ⇒ (CtBl) {t + 1}) >
if TpSt := returnGlobalStoreFromStructuredStoreList (SS{t}) ∧
consultTccpStore (TpSt , CtBl) == ctrue .

crl [choice-true]:

Finally, the choice-false rule models the case when the choice agent suspends,
meaning that none of the constraints appearing in the choice agent AgChS is satisﬁed
by the store (consultTccpStore (TpSt , AgChS) == cfalse). In this case, the
agent AgChS is executed in the following time instant:
< DcSt , AgChS , SS{t} > =>
< DcSt , AgChS , (SS{t} ⇒ strue {t + 1}) >
if TpSt := returnGlobalStoreFromStructuredStoreList (SS{t}) ∧
consultTccpStore (TpSt , AgChS) == cfalse .

crl [choice-false] :

The rules for the implementation of the semantics of the conditional agent are
speciﬁed in a similar way. They model the case when the store satisﬁes the constraint
of the agent (rule now-true) and the case when it does not (rule now-false). In
the ﬁrst case, the rule evolves to the conﬁguration resulting of executing the agent
in the then part (Ag1). The execution of Ag1 produces Ag1’ and the structured
store SS1 {k} where 𝑘 > 𝑡. In the second rule, the agent Ag2 is executed since
the constraint was not entailed. In this second case, Ag2 produces Ag2’ and the
structured store SS2 {k}.
< DcSt , now (CtBl) then Ag1 else Ag2 , SS{t} > =>
< DcSt , Ag1’ , SS1 {k} >
if TpSt := returnGlobalStoreFromStructuredStoreList (SS{t}) ∧
consultTccpStore (TpSt , CtBl) == ctrue ∧
< DcSt , Ag1 , SS{t} > => < DcSt , Ag1’ , SS1 {k} > .
crl [now-false]: < DcSt , now (CtBl) then Ag1 else Ag2 , SS{t} > =>
< DcSt , Ag2’ , SS2 {k} >
if TpSt := returnGlobalStoreFromStructuredStoreList (SS{t}) ∧
consultTccpStore (TpSt , CtBl) == cfalse ∧
< DcSt , Ag2 , SS{t} > => < DcSt , Ag2’ , SS2 {k} > .
crl [now-true]:

The rest of the rules describing the operational semantics of the language are
deﬁned similarly.
2.3

The underlying constraint solver

Other important point in the tccp framework is the implementation of the constraint
solver. In our case, the constraint solver must be able of solving arithmetic and
boolean constraints, and to perform some operations with streams. These goals
can be achieved in an elegant way implementing the constraint system in Maude.
Once deﬁned the types of the expressions and the syntax of the operators needed
to handle constraints, we specify the rules describing the evolution of each possible
combination.
The expression TccpArithmetic is used to represent the data types for arithmetic operations:
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subsorts Float TccpVariable < TccpArithmetic .
Currently, TccpArithmetic includes ﬂoating-point numbers and variables. The
following operators represent the sum, rest, multiplication and division of two arithmetic terms (TccpArithmetic) returning another arithmetic term, respectively:
ops +’

-’ :

ops *’

/’ :

TccpArithmetic
TccpArithmetic
TccpArithmetic
TccpArithmetic

TccpArithmetic →
[prec 33 gather (E e)] .
TccpArithmetic →
[prec 31 gather (E e)] .

The attribute prec sets the precedence of the operators given as a natural
number, where a lower value indicates a tighter binding and the attribute gather
(E e) restricts the precedences of TccpArithmetic terms that are allowed as arguments. Both mechanisms avoid possible ambiguities arising in the parsing of
TccpArithmetic terms.
The result of each operator is modeled by using Maude equations depending
on all the possible combinations that may be generated. For example, we need
an equation to add two numbers, we need an equation to add a variable and a
number and viceversa, etc. We have an operator evalTccpArithmetic that, given
a TccpArithmetic expression and the current store, returns the expected result.
In case that the expression cannot be evaluated, it returns the original expression.
The following rule speciﬁes the simple case when, given the store TpSt, we add two
ﬂoating numbers, Ft1 and Ft2:
eq evalTccpArithmetic (Ft1 +’ Ft2 , TpSt) = Ft1 + Ft2 .
The following rule speciﬁes when, given the store TpSt, we add two variables:
TpVar1 and TpVar2. By means of the operator evalArithmeticVariableInStore
we can recover from the store the value of TpVar1 and TpVar2. In case that both
values are ﬂoating numbers, evalArithmetic returns the sum of both:
ceq evalTccpArithmetic (TpVar1 +’ TpVar2 , TpSt) = Ft1 + Ft1
if Ft1 := evalArithmeticVariableInStore (TpVar1 , TpSt) ∧
Ft1 =/= noIsFloat ∧
Ft2 := evalArithmeticVariableInStore (TpVar2 , TpSt) ∧
Ft2 =/= noIsFloat .
The following rule states that when no previous rule can be taken, then the
input expression is returned:
ceq evalTccpArithmetic (TpAr , TpSt) = TpAr [owise] .
The expression TccpBoolean is used to represent the data types needed to handle
boolean constraints:
subsorts TccpExpression TccpArithmetic < AuxConstraint .
subsorts Float TccpConstant TccpVariable < TccpExpression .
subsorts TccpTerm TccpStream < TccpExpression .

114

Lescaylle and Villanueva

>=’ : AuxConstraint AuxConstraint →
TccpBoolean [prec 37] .
=’ : AuxConstraint AuxConstraint → TccpBoolean [prec 37] .
and’ : TccpBoolean TccpBoolean → TccpBoolean [prec 55 assoc comm] .
or’ : TccpBoolean → TccpBoolean [prec 59 assoc comm] .
not’ ( ) : TccpBoolean → TccpBoolean [prec 53] .

ops <’
op
op
op
op

>’

==’

!=’

<=’

In this way, we can consult whether two numbers (Float) are equals, whether
one is smaller than the other, one variable (TccpVariable) is greater or equal to
another (their values are recovered from the store), etc. Regarding streams, we can
perform certain operation with them. For instance, we can recover the values stored
in a stream, the current tail, and also the current value of a stream (the last added
value).

3

Running the interpreter

The interface of our tool is guided in a Maude console. To run the tool, we have to
use the Maude command load file-name:
Maude> load . . ./tccpInterpreter.maude
Once the interpreter is loaded, we can use the Maude commands to invoke actions. For example, we can use the command red expression to parse or to identify
an expression (an entity of the language). The command checks the given expression
and returns the type or the sort associated to it. In other words, it tries to reduce
the given expression following the speciﬁed grammar. The following example shows
the output of Maude when reducing a tccp agent.
Maude> red tell (’X :=’ 1.) .
reduce in TCCP-SEMANTICS : tell(’X :=’ 1.0) .
rewrites: 5 in 0ms cpu (0ms real) (∼ rewrites/second)
result TccpAgent: tell(’X :=’ 1.0)
TCCP-SEMANTICS is a module of the tccpInterpreter. The example shows that the
given expression is an agent (in particular of sort TccpAgent) of the language.
We can also use the command rew expression to explore the possible behavior
of a tccp program. For example:
Maude> rew < DcSt , tell(’C :=’ 2.) , (strue {0}) > .
rewrite in TCCP-SEMANTICS : < DcSt,tell(’C :=’ 2.0),strue{0} > .
rewrites: 16 in 0ms cpu (0ms real) (∼ rewrites/second)
result TccpConfig: < DcSt,skip,(strue{0}) ⇒ (’C :=’ 2.0){1} >
The execution of the given tell agent creates a new structured store with the information (’C := 2.0){1} that is added to the initial store strue{0}.
Finally, the search command allows us to explore the reachable state space in
diﬀerent ways. We write:
search Term1 =>* Term2 .
to carry out the proof from the term Term1 consisting of none, one, or more steps
(=>*) to the pattern that has to be reached Term2.
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3.1

Illustrative example

Here we describe a more elaborated example of an interaction with the tccpInterpreter system. In Figure 1 we show the speciﬁcation in tccp of a part of a microwave
oven controller that we have borrowed from [6]. To make the description clearer we
show a labeled version of the declaration. Labels appear within braces { }:
{𝐷} {ld} microwave error(Door,Button,Error) :{le0}∃ D,B,E ({lp1}({lt2}tell(Error=[ |E]) ∥
{lp3}({lt4}tell(Door=[ |D]) ∥
{lp5}({lt6}tell(Button=[ |B]) ∥
{lp7}({ln8}now(Door=[open|D] ∧ Button=[on|B]) then
{lp9}({le10}∃E1({lt11}tell(E=[yes|E1])) ∥
{le12}∃B1({lt13}tell(B=[off|B1])))
else{le14}∃E1({lt15}tell(E=[no|E1])) ∥
{lc16}microwave error(D,B,E))))).
Fig. 1. The microwave error declaration in tccp.

The declaration 𝐷 models the process of detecting whether the door of the
microwave is open at the same time that it is turned-on. This situation is controlled
by the conditional agent ln8. In case the condition holds, the process forces (with
the tell agent lt13) the microwave to be turned-oﬀ in the following time instant.
Moreover, an error signal must be emitted (agent lt11). If the condition does not
hold, then the system emits (via another tell agent lt15) a signal of no error that will
be available in the store at the following time instant. These signals may be captured
by other processes, thus it can be seen that the store allows the synchronization of
processes. Finally, the procedure call agent microwave error(D,B,E) models the
recursion of the system.
By using the following command in the Maude console, once loaded the tccpInterpreter, the system simulates the behavior of the given declaration 𝐷 7 .
Maude> search < D,’microwave error ([’open|’ ],[’on|’ ],[’no|’ ]),
(strue{0}) > =>* < D,Ag,St > .
The ﬁrst term speciﬁes the conﬁguration, composed by the declaration 𝐷, the
procedure call agent ’microwave error ([’open|’ ],[’on|’ ],[’no|’ ]) and
the empty store at time instant 0 (strue{0}). The proof consists in reaching the
second term that speciﬁes the conﬁguration containing 𝐷, an agent Ag and the
structure store St. By using the non-instantiated variables Ag and St we can simulate the behavior of the given procedure call agent at each time unit. Note that we
can perform a diﬀerent proof by using a speciﬁc agent or a speciﬁc structured store
in the second term.
The recursive procedure call agent (lc16) causes the system not to end, but this
is the expected behavior in the tccp execution model. Therefore, we have to deal
with inﬁnite sets of states. To make the execution ﬁnite, we can use the Maude
debugging feature [4] to capture each step of the computation, or to use a ceiling of
7

For readability, we use 𝐷 instead of the entire code of the declaration.
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time-units in the evolution of a tccp speciﬁcation.
In the following we show a part of the Maude output for the execution of the
command described previously. It shows the resulting store at the time instant
2. In the execution graph, at the time instant 0 the store is empty. At the time
instant 1, the store contains the information resulting by the procedure call in the
ﬁrst term, where the parameters of the call are instantiated. Finally, at the time
instant 2 the store contains the information added by the tell agents lt11 and lt13
(the constraint of the conditional agent ln8 is satisﬁed), and the information added
by the second procedure call lc16, and so on:
(strue {0}) ⇒
(((’Button :=’ [’on ∣ ’TailStr’]) (’Door :=’ [’open ∣ ’TailStr])
(’Error :=’ [’no ∣ ’TailStr’’])) {1}) ⇒
((’Button ==’ [’on ∣ ’B] and’ ’Door ==’ [’open ∣ ’D])
(’B :=’ [’off ∣ ’B1]) (’Button’ :=’ ’B) (’E :=’ [’yes ∣ ’E1])
(’Error’ :=’ ’E) (’TailStr :=’ ’D) (’TailStr’ :=’ ’B)
(’Door’ :=’ ’D) (’TailStr’’ :=’ ’E)) {2} ⇒ . . .
The system returns the ﬁnal conﬁguration reached by the given speciﬁcation
when it ends. The important element of the conﬁguration is the resulting structured
store which can be used later to reason with the given speciﬁcations.

4

Conclusions and Future Work

We have presented the tccpInterpreter system, an interpreter for the tccp language
that, given the speciﬁcation of a tccp program, is able to simulate the corresponding
behavior of such program following the semantics of the language. It has been
implemented in Maude, an executable rewriting logic language that allows a precise
speciﬁcation of tccp describing, in a intuitive way, all the entities of the language
such as the underlying constraint system, agents and its operational semantics.
We have presented how the Maude system can be used as a semantic framework
and metalanguage to build an entire environment and mechanisms for the execution
of the formal speciﬁcation language tccp. Maude leads to an perspicuous formulation
in the task of specifying transition systems. It presents a rich notation supporting
formal speciﬁcation and implementation of concurrent systems. In this paper, we
demonstrate the feasibility and the interest of formalizing the behavior of tccp with
the Maude language. The generated Maude descriptions have been validated using
the platform supporting this language.
We have described the functionality of tccpInterpreter by using a practical example.
The tool is publicly available at the
url
http://www.dsic.upv.es/˜villanue/tccpInterpreter/
and
http://www.dsic.upv.es/˜alescaylle/tccp.html. To our knowledge, there was
no adequate and public implementation of tccp so far.
One of the important advantages of this implementation is that once we have
the tccp language encoded in Maude, we can use the Maude related-tools to reason
about tccp programs, for example, for model checking. This interpreter allows us
to explore the particular features of tccp and its behavior (maximal parallelism and
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the underlying constraint system).
We plan to extend our tool in several ways. To improve the interface of the
system we plan to construct a web interface. We plan to study both, how to carry
out the implementation of the model-checking algorithm proposed in [6] for tccp
programs, and how to adjust the Maude’s model-checker to verify tccp programs.
In this way we can establish a comparison which determines which approach is the
most appropriate.
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Abstract
This paper presents, from a user point-of-view, the mechanism of cooperation between constraint domains
that is currently part of the system 𝒯 𝑂𝑌 , an implementation of a constraint functional logic programming
scheme. This implementation follows a cooperative goal solving calculus based on lazy narrowing. It
manages the invocation of solvers for each domain, and projection operations for converting constraints
into mate domains via mediatorial constraints. We implemented the cooperation among Herbrand, real
arithmetic (ℛ), ﬁnite domain (𝐹 𝐷) and set (𝒮) domains. We provide two mediatorial constraints: The ﬁrst
one relates the numeric domains ℱ 𝐷 and ℛ, and the second one relates ℱ 𝐷 and 𝒮.
Keywords: Tools, Multiparadigm Programming, Constraint Functional Logic Programming, Domain
Cooperation.

1

Introduction

𝒯 𝒪𝒴 [1] is a multiparadigm programming language and system designed to support
the main declarative programming styles and their combination. One of its characteristics is that it provides support for functional logic programming, and programs
in 𝒯 𝒪𝒴 can include deﬁnitions of types, operators, lazy functions in Haskell style,
as well as deﬁnitions of predicates in Prolog style. A predicate is viewed as a particular kind of function whose right-hand side is true. A function deﬁnition consists
of an optional type declaration and one or more deﬁning rules, which are possibly
conditional rewrite rules. Both functions and predicates must be well-typed with
respect to a polymorphic type system [4].
With the aim of increasing the eﬃciency of goal solving, 𝒯 𝒪𝒴 also provides capabilities for constraint programming, and programs can use constraints within the
1
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deﬁnitions of both predicates and functions. Constraints are integrated as functions
to make them ﬁrst-class citizens what means that they can be used in any place
where a data can (e.g., as arguments of functions). This provides a powerful mechanism to deﬁne higher order constraints. The constraints that have been integrated
and supported by the system in recent years include symbolic equations and disequations [2], linear and non-linear arithmetic constraints over the real numbers [12],
and ﬁnite domain constraints [9]. Now, 𝒯 𝒪𝒴 also incorporates a solver to manage
set constraints [6].
It is well-known that constraint solving deﬁned on speciﬁc domains (e.g., reals,
ﬁnite domain, sets, etc.) can help to speed up the goal resolution, and also opens up
the range of problems that a system can eﬃciently attack. However, it also presents
evident drawbacks as, in practice, constraints are often not speciﬁc to any given
domain, and thus the formulation of real problems has to be artiﬁcially adapted
to a domain that is supported by the system. Many problems are more naturally
expressed using heterogeneous constraints, involving more than one domain. Precisely, this problem can be smoothed via solver cooperation and 𝒯 𝒪𝒴 has recently
incorporated a mechanism to support it [5,7]. A detailed description of the mechanism involving three speciﬁc domains, namely Herbrand, real, and ﬁnite domains,
is given in [8].
This document belongs to this collection of papers-illustrating-𝒯 𝒪𝒴-features.
However, the reader should note that, even though many features of 𝒯 𝒪𝒴 have
already been reported in a number of papers, this paper presents original material
and highlights some of the recent acquired capacities of 𝒯 𝒪𝒴 by means of examples. In particular, the paper focuses in the solver cooperation mechanism including
the cooperation between the ﬁnite domain and set solvers that has recently been
integrated into 𝒯 𝒪𝒴 [6]. Besides illustrating the new features of the 𝒯 𝒪𝒴 system,
an additional goal of this paper is to show that this system constitutes an adequate
framework on which experimentation with solver collaboration can be carried out.
1.1

𝒯 𝒪𝒴 Distribution

From http://toy.sourceforge.net the preferred distribution for 𝒯 𝒪𝒴 can be
downloaded. There are some possibilities: Choose either a binary distribution (a
portable application that does not need installation) or a source-code distribution
(which requires SICStus Prolog previously installed). Therefore, almost any platform can run 𝒯 𝒪𝒴 (e.g., the system can be started as a Windows application or
in a Linux console). It features a command interpreter for submitting goals and
system commands. In addition, it has been connected to ACIDE [15], a graphical
and conﬁgurable integrated development environment.
1.2

An Overview of 𝒯 𝒪𝒴

𝒯 𝒪𝒴 computations solve goals and display computed answers. 𝒯 𝒪𝒴 solves goals
by means of a demand driven lazy narrowing strategy [13] combined with constraint
solving. Answer constraints can represent bindings for logic variables, as in answers
computed by a Prolog system. Some features of 𝒯 𝒪𝒴 are:
(i) Curried Style. This allows that partial applications of curried functions can be
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used to express functional values as partial patterns.
(ii) Non-deterministic Functions. These are introduced either by means of deﬁning
rules with overlapping left-hand sides or using extra variables in the right-hand
side that do not occur in the left-hand side.
(iii) Sharing for values of all variables which occur in the left-hand sides of deﬁning
rules and have multiple occurrences in the right-hand side and/or the conditions. Sharing implements the so-called call-time choice semantics of nondeterministic functions.
(iv) Higher-Order Functions in the style of Haskell, except that lambda abstractions
are not allowed. In 𝒯 𝒪𝒴, higher-order can be naturally combined with nondeterminism.
(v) Dynamic Cut. Optimization that detects deterministic functions at compile
time, and the generated code includes a test for detecting at run-time the
computations that can actually be pruned [3].
(vi) Finite Failure. The primitive Boolean function fails is a direct counterpart to
ﬁnite failure in Prolog.

2

A Constraint Functional Logic Programming Scheme

𝒯 𝒪𝒴 implements a Constraint Functional Logic Programming scheme 𝐶𝐹 𝐿𝑃 (𝐷)
over a parametrically given constraint domain 𝐷, proposed in [14]. 𝐶𝐹 𝐿𝑃 (𝐷) is
a logical and semantic framework for lazy Constraint Functional Logic Programming over 𝐷, which provides a clean and rigorous declarative semantics for 𝐶𝐹 𝐿𝑃
languages.
In particular, 𝐷 is the coordination domain 𝐶 introduced in [7] as the amalgamated sums of the domains to be coordinated, 𝐷1 , . . . , 𝐷𝑛 , along with a mediatorial
domain 𝑀 which supplies special communication constraints, called bridges, used
to impose the equivalence between values of diﬀerent base types.
The Cooperative Constrained Lazy Narrowing Calculus 𝐶𝐶𝐿𝑁 𝐶(𝐶) presented
in [7] provides a fully sound formal framework for functional logic programming
with cooperating solvers over various constraint domains. 𝐶𝐶𝐿𝑁 𝐶(𝐶) has been
proved fully sound w.r.t. the 𝐶𝑅𝑊 𝐿(𝐶) semantics [14].

3

Cooperation in 𝒯 𝒪𝒴: Bridges and Projections

The current downloadable version of 𝒯 𝒪𝒴 (see Section 1.1) comes equipped with
solvers corresponding to three constraint domains:
(i) Herbrand, with equality and disequality constraints.
(ii) Real Arithmetic, with arithmetic constraints over real numbers.
(iii) Finite domain, with constraints over integer numbers.
The Herbrand Solver is always available, and the real and ﬁnite domain solvers
can be optionally loaded. A beta version of 𝒯 𝒪𝒴 (available soon) now also includes
a solver to handle set constraints that allows constraint solving on intervals of sets
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of integers. The set constraint domain has been implemented in the beta version
which has not been yet released.
With the aim of extending the system applicability, a mechanism for solver
cooperation on these domains has been recently incorporated. This mechanism has
two main pillars: bridges, necessary for solver communication, and projection, that
improves the eﬃciency of some programs.
A bridge is a special kind of ‘hybrid’ constraint which allows the communication
between two constraint domains and instantiates a variable occurring at one end
of a bridge whenever the other end becomes ground. The next examples show this
communication between ℱ𝐷 and ℛ.

Example 3.1 In the cooperation ﬁnite domain-real domain, a bridge constraint
(identiﬁed by the function #== /2; see the code below) can be used to impose an
integral constraint over its right (real) argument. As an example, suppose we want
to know whether two diﬀerent lines can meet at one integer point. A line can be described algebraically by the linear equation y = m * x + b, and the corresponding
𝒯 𝒪𝒴 program and goal are as follows, where the symbol <== starts the conditional
guard, == represents the equality constraint, and -> stands for a substitution.
Program

meetLines
<== X #==
Y #==
RY ==
RY ==

M1 B1 M2 B2=(X,Y)
RX,
RY,
M1*RX + B1,
M2*RX + B2

Goals

Solutions

meetLines 2 4 1 2 == L
meetLines 1 1 1 2 == L
meetLines 1 1 3 2 == L

L -> (-2, 0)
no %parallel
no %real point

□

Projection takes place during goal solving whenever a constraint is submitted to
its solver. At that moment, projection builds a mate constraint which is submitted
to the mate solver (think, for instance, of a ﬁnite domain solver as the mate of a real
solver, and vice versa). Projection rules described in [5,?,7] relying on the available
bridges are used for building mate constraints between the ﬁnite and real domains.
The next example shows how projection builds and posts new mate constraints.

Example 3.2 Suppose we want to calculate the intersection of a triangular region
(deﬁned in the continuous plane) with an (N×N)-size square discrete grid (deﬁned in
the discrete plane). A 𝒯 𝒪𝒴 goal that solves the problem, for any given even integer
number N, is shown below; the triangular region is described by the inequalities in
the real domain whereas the square grid is described by the ﬁnite domain constraints
(i.e., those labeled with # and the function labeling/2).
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Goals

Mate Constraints

X#==RX, Y#==RY
RY >= (4000/2) - 0.5,
RY - RX <= 0.5,
RY + RX <= 4000 + 0.5,
domain [X,Y] 0 4000,
labeling [] [X,Y]
X#==RX, Y#==RY
RY >= (4000/2) - 1,
RY - RX <= 0.5,
RY + RX <= 4000 + 0.5,
domain [X,Y] 0 4000,
labeling [] [X,Y]

⇒
⇒
⇒
⇒

Y #>= ⌈4000/2 - 0.5⌉,
Y #- X #<= ⌊0.5⌋,
Y #+ X #<= ⌊4000 + 0.5⌋,
0<=RX, RX<=4000,
0<=RY, RY<=4000

⇒
⇒
⇒
⇒

Y #>= ⌈4000/2 - 1⌉,
Y #- X #<= ⌊0.5⌋,
Y #+ X #<= ⌊4000 + 0.5⌋,
0<=RX, RX<=4000,
0<=RY, RY<=4000

Solutions

X -> 2000, RX -> 2000
Y -> 2000, RY -> 2000

X
Y
X
Y
X
Y
X
Y

->
->
->
->
->
->
->
->

1999,
1999,
2000,
1999,
2000,
2000,
2001,
1999,

RX
RY
RX
RY
RX
RY
RX
RY

->
->
->
->
->
->
->
->

1999
1999
2000
1999
2000
2000
2001
1999

In this example, mate constraints generated during goal solving, allow the ﬁnite
domain solver to drastically prune the domains of X and Y. Therefore, if we have a
huge grid and a tiny triangle and the projection is enabled, then the computation
time is notably reduced. Note that not all the constraints are projected; for example,
the labeling constraint.
□

The new bridge constraint for the cooperation ﬁnite domain-set domain is provided via the inﬁx function: #--/2, where its left argument is an integer and the
right one is a set, which follows the datatype declaration data setOfInt = set
[int]. The next example shows its behaviour when projection has been both disabled and enabled.

Example 3.3 The following table shows a goal with projection disabled, where
no mate constraints have been created. Here, FDVar in Min..Max stands for a
domain constraint stating that the value of FDVar must be in the integer closed
range [Min,Max]. Also, SVar in Min..Max is a domain constraint stating that
SVar must contain, at least, the elements in the set Min, and, at most, the elements
in the set Max.
Goal

F1 #--S1, F2 #--S2,
domain [F1,F2] 1 1000,
domainSet [S1] (set [2])
(set [2,3,4,5,6]),
domainSet [S2] (set [2,4])
(set [1,2,3,4,5,7,9]),
subSet S2 S1

Solutions

S1
S2
F1
F2

in
in
in
in

(set [2,4])..(set [2,3,4,5,6]),
(set [2,4])..(set [2,3,4,5]),
1..1000,
1..1000

Next, enabling projection, we get a more constrained answer because of the
projection due to the constraints domainSet and subSet. Here, it can be seen
a ﬁnite domain interval constraint which is expressed by means of integer closed
intervals and unions of integers (1..5 represents the set containing integers from 1
to 5, and ∨ is set union).
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Goal

Mate Constraints

F1 #--S1, F2 #--S2,
domain [F1,F2] 1 1000,
domainSet [S1] (set [2])
(set [2,3,4,5,6]),
domainSet [S2] (set [2,4])
(set [1,2,3,4,5,7,9]),
subSet S2 S1

⇒

F1 in 2..6

⇒

F2 in
(1..5)∨{7}∨{9}
subset F2 F1

⇒

Solutions

S1 in (set [2,4])..
(set [2,3,4,5,6]),
S2 in (set [2,4])..
(set [2,3,4,5]),
F1 in 2..6,
F2 in 2..5

□
We have borrowed the idea of constraint projection from [11], adapting it to
our 𝐶𝐹 𝐿𝑃 scheme and adding bridge constraints as a novel technique which makes
projections more ﬂexible and compatible with the type discipline.

4

Getting Started with the 𝒯 𝒪𝒴 System

Whichever method you use to start 𝒯 𝒪𝒴 as described in the manual [1], you get a
banner and a system prompt as displayed in the bottom panel of Figure 1.

Fig. 1. A Screenshot of Toy running into ACIDE.

This ﬁgure shows 𝒯 𝒪𝒴 running into ACIDE [15], a conﬁgurable IDE (Integrated
Development Environment) consisting of three main panels. The left panel shows
the organization of the current project, the MDI windows to the right are the
opened ﬁles, which may belong to the project (ﬁles can be opened without assigning
them to the project). Below, the 𝒯 𝒪𝒴 console panel is shown, which allows the
user to interact by means of typed commands and expressions. Both shell and
project panels can be hidden and, moreover, it is not mandatory to work with
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Estévez-Martı́n et al.

projects if they are not needed. The menu bar includes some common entries
about ﬁles, edition, projects, views, conﬁguration and help. In addition, there is
a ﬁxed toolbar which includes common buttons for ﬁle and project-related basic
operations: New, Open, Save, and Save All (this last one only for ﬁles). Next to
the ﬁxed toolbar, there is the conﬁgurable toolbar, which in this case includes the
most usual 𝒯 𝒪𝒴 commands.
The last line in the console panel (Toy>) is the 𝒯 𝒪𝒴 system prompt, which
allows writing commands, executing goals, and computing expressions. The typical
way of using the system is to write 𝒯 𝒪𝒴 program ﬁles (with default extension .toy)
and consulting them before submitting goals. Following this, you write the program
in a text ﬁle, and then you use the following command in order to compile and load
the 𝒯 𝒪𝒴 program:
Toy> /run(Filename)
Where Filename is the name of the ﬁle, as bothIn.toy (the default extension .toy
can be omitted). If the ﬁle is located in the distribution directory, you can also
type:
Toy> /run(bothIn.toy)
Otherwise, when the ﬁle is located at another path, you can ﬁrstly change to the
new path using the command /cd(Path), where Path is the new directory (relative
or absolute). However, things are much easier from the ACIDE environment since
you can simply push the button run and get the ﬁle compiled and loaded. In
addition, solvers can be activated by pushing the buttons cﬂpr, cﬂpfd, and cﬂpset.

5

Examples

The main part of the demonstration will be devoted to display examples of 𝒯 𝒪𝒴
programs to solve cooperation problems, as those described in the following.
5.1

Scheduling Tasks Problem via Cooperation between 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 and 𝑠𝑜𝑙𝑣𝑒𝒮
t13m1

t32m2

t21m1
t42m2

Fig. 2. Precedence Graph.

The tasks scheduling problem requires resources to complete, and consists of
fulﬁlling precedence constraints. Figure 2 shows a precedence graph for four tasks
𝑌 , where 𝑋 stands for the identiﬁer of a task 𝑡, 𝑌 for its time
which are labeled as 𝑡𝑋𝑚𝑍
to complete (duration), and 𝑍 for the identiﬁer of a machine 𝑚 (a resource needed
to perform task 𝑡𝑋). In this case, this problem is solved using the cooperation
of 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 and 𝑠𝑜𝑙𝑣𝑒𝒮 with the program below. The constraint functions and
operators that belong to the ﬁnite domain are: sum, #=, and #<, and set constraint
functions are: domainSet, cardinalSet, and intersectSet. Bridges between ﬁnite
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domain variables and set variables are established by the function #--/2 in such a
way that a goal F #-- S projects constraints involving the variable S into constraints
involving the variable F.
durationList :: [int]
durationList = [3,1,2,2]
% Auxiliary Functions
listFrom1To :: int -> [int]
listFrom1To X = take X (iterate (+ 1) 1)
% Main Function
scheduling :: [setOf int] -> [int] -> bool
scheduling TasksSet TasksFD = true <==
TasksSet == [T1S, T2S, T3S, T4S],
TasksFD == [T1FD, T2FD, T3FD, T4FD],
% Bridges T1FD #-- T1S ... T4FD #-- T4S
foldl and true (zipWith (#--) TasksFD TasksSet),
% The time of execution of all tasks is, at most,
% the sum of the durations of all the tasks,
sum durationList (#=) Time,
% The time of execution of every task can be placed in the time
% interval defined from 1 to Time
domainSet TasksSet (set []) (set (listFrom1To Time)),
% The duration of a task corresponds to the cardinal of its set
map cardinalSet TasksSet == durationList,
% Precedences
fd_max T1FD #< fd_min T3FD,
fd_max T2FD #< fd_min T3FD,
% Machine m1 can be assigned to a single task at a time
intersectSet T1S T2S (set []),
% Machine m2 can be assigned to a single task at a time
intersectSet T3S T4S (set [])

Some solutions to a goal for this problem are represented in Fig. 3, which
corresponds to selected answers given at the system prompt Toy(FD+R+S+p). In this
prompt, FD+R+S+p indicates that ℱ𝐷, ℛ, and 𝒮 constraints libraries are loaded, and
projection (p) has been enabled, respectively. The next interactive session excerpt
corresponds to the solution of the left-upper part of this ﬁgure. Here, T𝑖S are the
𝒮 variables whilst T𝑖FD are the ℱ𝐷 variables.
T4

T4
T1

T2

T3

T4

T4
T1

T4

T2

T1

T3

T4
T1

T2

T1

T3

T3
T4
T1

T4
T1

T2

T1

T3

Fig. 3. Some Solutions of the Scheduling Problem.

Toy(FD+R+Set+p)> scheduling [T1S, T2S, T3S, T4S] [T1FD, T2FD, T3FD, T4FD]

126
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{ T2S -> [ 4 ],
T2FD -> 4 }
{ T1FD #-- T1S,
T3FD #-- T3S,
T4FD #-- T4S,
T1S in (set [])..(set [1,2,3,4,5,6,7,8]),
T3S in (set [])..(set [1,2,3,4,5,6,7,8]),
T4S in (set [])..(set [1,2,3,4,5,6,7,8]),
cardinalSet T1S 3,
cardinalSet T3S 2,
cardinalSet T4S 2,
T3S in ([],close):*:(min T4S)..top,
T4S in ([],close):*:(min T3S)..top,
T1FD in 1..3,
T3FD in 5..6,
T4FD in {1}\/{3} }

This problem can be solved using only ﬁnite domain constraints [1], but solver
cooperation leads to a more natural formulation.
5.2

Electrical Circuit Problem requiring the Cooperation between 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 and
𝑠𝑜𝑙𝑣𝑒ℛ

Consider also a problem taken from [10], in which one has an electric circuit with
some connected resistors (i.e., real variables) and a set of capacitors (i.e., ℱ𝒟 variables). The goal consists of knowing which capacitor has to be used so that the
voltage reaches the 99% of the ﬁnal voltage within a given time range. Particularly,
we consider an instance of the problem (see Figure 4) with a resistor R1 of 0.1 𝑀 Ω
connected in parallel with a variable resistor R2 of between 0.1 𝑀 Ω and 0.4 𝑀 Ω,
a capacitor K connected in series with the two resistors. Also, capacitors of 1𝜇𝐹 ,
2.5𝜇𝐹 , 5𝜇𝐹 , 10𝜇𝐹 , 20𝜇𝐹 , and 50𝜇𝐹 are available. The considered range time is
[0.5,1], i.e., the duration until the capacitor is loaded is between 0.5 seconds and
1 second. Below we show a very simple 𝒯 𝒪𝒴 program (and a goal solved at the
command line level) to solve this instance using distinct numerical solvers. Note
that this problem cannot be solved by a unique solver and thus requires solver
cooperation.
ecircuit :: int
ecircuit = KI <== R1 == 10000,
10000 <= R2, R2 <= 40000,
R == R1*R2/(R1+R2),
50000.0 <= R, R <= 80000.0,
T == -(ln 0.01)*R*K/10000000.0,
0.5 <= T, T <= 1.0,
KI #== K,
belongs KI [10,25,50,100,200,500],
labeling [ ] [KI]
Toy(R+FD)> ecircuit == L
{ L -> 25 }

6

% R Constraints
%
%
%
%
% FD-R Bridge
% FD constraints
%
% Goal solving

Conclusions and Further Work

This paper demonstrates, via examples, the potential of the cooperation mechanism
available in the 𝒯 𝒪𝒴 system, a functional logic language that provides four constraint computation domains (i.e., Herbrand domain, real numbers, integers - the
ﬁnite domain -, and sets of integers), and one domain (i.e., the mediatorial constraint
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Estévez-Martı́n et al.

R1

K
R2
Fig. 4. Electrical Circuit Problem.

domain), for communicating the computation domains. As a novelty, the paper has
also illustrated the collaboration between the ﬁnite and set domains. Moreover, it
should be clear from our exposition that 𝒯 𝒪𝒴 constitutes an appropriate setting
to experimenting with solver collaboration.
As future work, we plan to optimize the set solver in 𝒯 𝒪𝒴 as well as formalize
the cooperation between the Herbrand, ﬁnite domain and set domains following the
same approach described in [8] for the Herbrand, real and ﬁnite domains.
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Abstract
NiMo (Nets In Motion) is a Graphic-Functional-Data Flow language designed to visualize algorithms and
their execution in an understandable way. Programs are process networks that evolve showing the full
state at each execution step. Processes are polymorphic, higher order and have multiple outputs. The
language has a set of primitive processes well suited for stream programming and supports open programs
and interactive debugging. The new version of the environment NiMo Toons includes: an also graphic
and incremental type inference system, multiple output processes as higher order parameters, symbolic
execution, ﬁve evaluation modes that can be globally or locally set for each process and dynamically changed,
and facilities to measure the used resources (parallelism level, number of steps, number of processes, etc.)
Keywords: graphic language, functional, data ﬂow, stream programming, parallelism, visual type
inference, symbolic computation

1

Introduction

NiMo (Nets in Motion) [3,8] is a graphic programming language inspired on the
Data ﬂow representation of some lazy programs (ﬁrst proposed by Turner [13]),
where functions are viewed as processes and channels are (usually inﬁnite) lists. Its
main objective is to provide the user a full control over its application development,
debugging and optimization. The fact of being totally graphic is the key point
because all the execution internals can be visible. The net is the code but also
the computation state. Edition and execution are interleaved, and any partially
deﬁned net is an open program that can be executed and modiﬁed step by step. All
together allow incremental development even during execution, because the initial
code can evolve and be stored at any step as a program that can be recovered later.
On the other hand, execution steps can be undone, acting as an on line tracer and
1
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debugger. The NiMo graphic syntax is simple and concise. Solutions of growing
complexity can be built using a small set of graphic primitives, which allow dealing
with higher order, partial application, diﬀerent evaluation policies, and polymorphic
type inference. The net architecture shows the chains of function compositions and
exhibits the implicit parallelism. Back arrows give an insight of the “recurrence
laws”, i.e. how new results are obtained from the already calculated ones. This bidimensional view of the algorithm facilitates the reasoning about it and its possible
improvements.
The full semantics of NiMo was deﬁned by means of graph grammars and implemented in a graph transformation system [12]. This ﬁrst prototype (NiMoAGG)
was the basis for the development of NiMoToons, the NiMo graphic environment.
The current version presented here, is a substantial development of earlier work [6].
The system overall design and implementation issues were described in that paper.
Here we focus on the main newly added features and their application possibilities.
The novelties are:
∙

A static and incremental graphic type inference system that guarantees type
safeness by construction and allows identifying easily the origin of error messages.
It is described in section 3.

∙

A more ﬂexible use of multiple output processes as higher order parameters, and
processes with conﬁgurable arity.

∙

Symbolic execution that allows computing with symbolic constants of any type
including polymorphic ones.

∙

Visualization features like interactive separation of shared expressions, non expanded net-processes execution.

∙

Measures of program behavior for comparing versions in terms of time, space and
parallelism.

∙

A customizable evaluation policy with ﬁve modes that can be global or locally
set for each process and dynamically changed, covered in section 4.

This last feature gives a very ﬂexible way to experiment diﬀerent strategies to exploit implicit parallelism, allows subnet synchronization and, together with symbolic
execution, provides the means for generative and multistage-programming as it is
discussed in section 4.2.

2

NiMo Overview

2.1

Graphic Syntax

Figure 1 illustrates the main graphic elements. Processes are represented by rectangles with two kinds of parameters, horizontal entries for ﬂowing data (streams),
and vertical entries for parameters that are not channels in the data ﬂow sense.
Their names are shown in diﬀerent colours according to their evaluation modes
(see section 4). Data are represented by hexagons, which are placeholders that can
be bound to a value. If not, they can be considered as free anonymous variables.
Hexagons are colored and labelled according to their type, polymorphic data are
green “?”. Black dots are duplicators for multiple uses of a value or channel and
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Fig. 1. A NiMo program example

Fig. 2. Interfaces

circles represent constant values (also colored according to their type). In ﬁgure 1,
the net has four outputs (the leftmost hexagons): a list of functions, a list of reals,
a boolean value and a polymorphic value. All the mentioned nodes are interfaces
having typed (in/out) connection ports. Interfaces are dragged from a toolbox (see
left side of ﬁgure 2) and dropped into the workspace where the new net is being
built. Afterwards they are connected by clicking on the respective in and out ports,
if both types are compatible. In this case an edge is constructed or else an error
message is generated, and therefore nets are type safe by construction (see section
3).
The edges have a state reﬂecting data evaluation degree or process activation. It
is shown by means of a colored diamond. When a process output is connected the
diamond is white, and incoming data items are connected with green diamonds as
shown in the right side of ﬁgure 2. The user can change to red the white diamond
of a process output to request the process to act (or it can be changed in execution
as is discussed in section 4).
2.2

Processes are more than functions

Multiple output processes. Processes as functional data: In NiMo, processes are functional in the sense of referential transparency and can be also a valid
data. However according to the data ﬂow paradigm they can have no entries, multiple outputs, and even none (think of a sink-process that consumes its inputs) but
the number of inputs and outputs cannot be both zero. Let’s observe that on the
131

Clerici, Zoltan, Prestigiacomo

left of ﬁgure 2, process interfaces have an out port at the bottom. It is not one
of their outputs, but their value as a functional data. This out port disappears
whenever one of the outputs or all the inputs of the process are connected (it is
acting as a process, not as a functional value). Higher-order parameter processes
are connected by this port as can be seen in ﬁgure 1. When this port is connected,
all the open ports of the process interface become blocked (red circle) to prevent
that new connections can be made. Otherwise its value as a functional constant
(and of course its type) would be diﬀerent. See for instance the ﬁrst element of the
ﬁrst output list in ﬁgure 1, which is the NiMo equivalent for the function (3+) in
Haskell notation.
Curried/uncurried Implicit Behaviour: Multiple inputs of a process in
NiMo can be interpreted in curried or uncurried way depending on the context.
This is a kind of implicit conversion from one functional type to other type. On
the other hand, partial application can be made in any order. In the new version
the efective arguments for the application can also be delayed. In ﬁgure 3 the ﬁrst
higher order parameter ifBool has its ﬁrst and third parameters already applied, and
therefore it has one single parameter. The green arrow at the ﬁrst place indicates
that the argument value will be completed later.

Fig. 3. Partial application and resulting

Partial Resulting: The toolbox provides a repertory of basic processes (grey
rectangles) including multiple output versions of many Haskell prelude functions.
For instance the process SplitAt is the equivalent for take-drop returning both results, but it can behave also as take or as drop just by leaving one or the other
output disconnected (three processes for the price of one). We will refer to this
multiple behaviour as partial resulting, in analogy with the notion of partial application i.e. there is a symmetry in parameters and results regarding partiality. In
the ﬁrst version only single output processes were admissible as higher order parameters. Now multiple outputs and also partial resulting are allowed. In ﬁgure 3,
the higher order parameter of Map is the process SplitAt acting as a take; to leave
its second output open, it must be explicitly indicated by means of a green arrow
before connecting it to map.
Net Processes: Are user deﬁned components, their interfaces (the white rectangles) are deﬁned by means of a net that has to be parameterized and given a
name. The user binds the in/out ports of a conﬁgurable interface with the open
in/out ports of the net to be considered the formal parameters and results. This
132

Clerici, Zoltan, Prestigiacomo

Fig. 4. Net Process deﬁnition

mechanism is the graphic equivalent to bound variables deﬁnition in a lambda abstraction. Figure 4 shows an example for the process fromTo that is the equivalent
of the expression [𝑛..𝑘] where 𝑛 and 𝑘 correspond respectively to the parameters
labelled 1 and 2. Afterwards it can be imported to the toolbox for being used in a
new net and so on, allowing incremental net complexity up to any arbitrary degree.
In execution, when the net process has to act the interface is replaced by the net setting the connections according to the corresponding bindings. Though some of the
in/out ports could have been left open, NiMo allows to make “parameter passing”
anyway. In terms of graph transformation this replacement mechanism implements
what we call the expansion rule of the process.
Symbolic execution: Along with the ability to run with free variables (open
in ports) and the postponement of the process deﬁnition, in NiMo it is also possible
to use symbolic constants of any type, even polymorphic. Symbolic manipulation
is useful to compare equivalent codes in a more abstract way, and it can be used
as a proof assistant. For instance in ﬁgure 5 it can be seen the initial results of
evaluating 𝑚𝑎𝑝(𝑓 ⋅ 𝑔) [𝑥1, 𝑥2, 𝑥3, 𝑥4, 𝑥5] and 𝑚𝑎𝑝 𝑓 (𝑚𝑎𝑝 𝑔[𝑥1, 𝑥2, 𝑥3, 𝑥4, 𝑥5]). In
this case the net deﬁnition of 𝑓 and 𝑔 interfaces is not really postponed; they are
being used as symbolic functional values. The user can prevent a process to be
expanded by assigning it a disable mode (see section 4). Another example is the
classical Newton binomial expansion using symbolic integer constants a and b.

Fig. 5. Symbolic execution
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Conﬁgurable arity processes and library nets: The system provides several
basic processes with conﬁgurable arity, as a Map with any number of inputs and
output channels, Takewhile and Filter with the same number of inputs and outputs,
and an Apply process. Also, for top down development a new interface (with the
desired name, in/out ports and also their types) can be created bringing the generic
process interface from the toolbox. Its net deﬁnition can be postponed.
In addition, some useful parameterized nets as fromStep are provided in the
system library. Given that the net size is critical for visualization, some of them are
considered to be included in the basic processes repertory.

3

Visual type inference

In NiMo type inference is static and incremental. During the net construction each
connection is type consistent. The type inference system is a graphic generalization of the classical Hindley/Milner algorithm to deal with multiple outputs and
curried/uncurried conversion. The net has an associated type graph. It is incrementally built during the net construction and its evolution is optionally visible.
Each process in/out port is tied to a node in the type graph. This feature allows
identifying easily the origin of the type error messages. The net type graph is constructed starting from the type descriptor of each interface. In Figure 6 we can see
the interfaces on the left of ﬁgure 2 with their type descriptors and the resulting
type graph after connecting them. Let’s observe that the type of the out port at
the bottom of ifBool and Map interfaces, describes their types. In NiMo a process
type is a graph rooted with a hexagon F whose outgoing edges are labelled From
and To. To describe textually this type we use the ∥ notation to signal that we
are neither using the curried nor the uncurried type as it was discussed in 2. It
denotes the type constructor for ordered parallel inputs or results corresponding to

Fig. 6. Type descriptors
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Fig. 7. Process type uniﬁcation

graphs with an O-hexagons root. The textual denotation for the ifBool interface
type is 𝑏𝑜𝑜𝑙∥𝑎∥𝑎 → 𝑎. In this case, the hexagon labelled O is the root of the graph
corresponding to 𝑏𝑜𝑜𝑙∥𝑎∥𝑎. It should have as many outcoming edges as the input
parameters, but multiple occurrence of the same type variable 𝑎 is represented by
a single polymorphic hexagon and a single edge with two labels (2 and 3). The
Map type is ((𝑎∥𝑏∥𝑐 → 𝑑∥𝑒) ∥ [𝑎] ∥ [𝑏] ∥ [𝑐]) → [𝑑] ∥ [𝑒]. After connecting the
interfaces, the type graph is the ﬁnal result of unifying each pair of in/out port
types. Intuitively each connection produces the “fusion” of both port types when
the corresponding hexagons are superposed (if the types are compatible), i.e. the
minimal graph that has the same nodes and edges but eventually a ? node in one of
them has been replaced by the more reﬁned type graph of the other. This structural
uniﬁcation of graphs is enough to graphically model type inference in functional languages. But the existence of multiple outputs and the curried/noncurried casting
required a particular procedure for unifying process types. It is detailed in [4].
In ﬁgure 7 the higher order parameter has a curried interpretation. Let’s observe
that before connecting process +, its type is 𝑖𝑛𝑡∥𝑖𝑛𝑡 → 𝑖𝑛𝑡 and the parameter of
Map is 𝑖𝑛𝑡 → 𝑎. After connecting them the uniﬁed type is 𝑖𝑛𝑡 → (𝑖𝑛𝑡 → 𝑖𝑛𝑡).

4

Evaluation Modes

Most languages admitting parallel computation, have specialiazed constructs to
enforce o suggest parallelization. In NiMo parallelism is implicit, in the model all
processes selected to act (the analogous to selected redexes) are supposed to execute
in parallel at the same execution step. Every selected process is explicitly marked
by means of a red frame around its interface. An execution step is a transition from
one net to the next where all the marked processes have produced the corresponding
graph transformation. From the user point of view they all have acted in parallel.
In the previous version NiMo followed a parallel lazy policy, all processes acted
only under demand (only when some of their outputs had a red diamond), except
a distinguished one that continuously forced its provider to act. A required process
without enough data to act required the needed inputs providers and so on. The
user could only change the evaluation order setting a demand on a given process
(by changing to red some of its output diamonds). Now the user control on the
selection criterion and therefore on the process execution scheduling is substantially
upgraded. Each process has its own evaluation mode that can be set globally (for
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all) or locally for each process and can also be changed during execution.
The modes for basic process are: Disable: the process is not able to execute
(even if it is requested). Demand-Driven: The process is able to execute only if
it is requested. End-Driven: The process is able to execute as soon as it can end
and disappear (for instance a non-required map can execute whenever any of its
input channels ends). Data-Driven: The process is able to execute as soon as it has
enough data. Weak-Eager : the process is always able to execute or to request its
needed input providers.
Net processes have three possible modes: Disable: will never expand; DemandDriven: only when requested; Auto-Expand : always applies its expansion rule.
4.1

The evaluation model

In [1], a labelling procedure is used for selecting threads to be active in each synchronized execution step. The labels are: Inactive, Blocked, Runnable and Active.
We do not have an equivalent for Runnable because in the NiMo model the number
of processors is unbounded, however exists a similarity with the underlying concepts
of the other three ones, but in our case labels relate to processes, not to threads. A
basic process having all its needed inputs evaluated enough is Active if: its mode
is Data-driven or Weak-Eager, or its mode is End-driven and can terminate, or its
mode is Demand-driven and is requested.
A basic process with any of its needed inputs not enough evaluated is Blocked if
it is required or its mode is Weak-Eager. All the other basic processes are Inactive.
Net processes are never Blocked. A net process is Active if its mode is DemandDriven and it is requested, or if its mode is Auto-Expand. Otherwise it is Inactive.
The NiMo execution scheme for each execution step is the following:
1 All the Active processes that were marked with a red frame are executed.
2 Disconnected subnets are erased by the garbage collector rules.
3 Labeling of processes and marking actions closure: Active processes are marked
with a red frame. Blocked processes require their needed input providers, each new
requested process becomes Blocked or Active and so on until no new Blocked or
Active processes are found.
Execution ends when no Active processes are found. Initially step 1 has an
empty set of marked processes.
The graph operational semantics for NiMo is detailed in [5](to appear).
4.2

Customizing Evaluation

Diﬀerent semantic models could be implemented in NiMo using modes. When only
the outermost processes (the ones nearest to the net outputs) are set to WeakEager, and all the other processes are set to demand-driven the net has a total
lazy parallel behavior. Setting non outermost processes as End-Driven allows net
simpliﬁcation. Setting all processes as Data-Driven gives the usual semantics in
data ﬂow approach. An eager semantics cannot be emulated in NiMo by changing
modes, because Weak-Eager processes require only their needed inputs. Combining
modes allows increasing the implicit parallelism, dealing with synchronization and
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also regulating channel population. Also the evaluation modes could be used for
deactivating subnets during experimentation or promoting speculative calculations,
and to prevent evaluation of symbolic values. Modes alter the process scheduling
without changing the code (only the color of proces names changes). We had observed that starting with a lazy policy, a few strategic changes in some processes
modes result in a substantial improvement in the program performance. The system provides tools for measuring the eﬀects of changing modes. A step counter and
two statistical viewers show the number of processes and data items, the number of
processes acting at each step, and also the time the step takes.
On the other hand, a very interesting consequence of having disabled processes
is that generative programming becomes very natural. A net can be deﬁned to
generate another one containing disabled processes. The net evolves until no more
processes can act; this ﬁnal result is the desired program. To be executed it only
requires to globally set the disabled processes to another mode, and execution proceeds in the next step, or it can be stored to be run later. This technique was used
(in collaboration with the UPC team of the WISEBED project [14]) to generate
diﬀerent topologies for sensor networks of variable size and afterwards simulating
their behaviour [2].

5

Related works and ﬁnal remarks

There are several languages or tools sharing some common characteristics with
NiMo. In [3] we related some tracers, debuggers, and visual representation tools for
functional languages. GemCut [9] is a graphical viewer for functions in the Haskell
like language CAL, the editor uses the inference system of the CAL compiler to
prevent type errors. In NiMo the type inference is also made graphically and gives
the user on line visibility of the type inference process. TypeTool [10] and System
I [11] are web-based tools for vizualizing type inference of lambda terms, they are
oriented to teaching.the basis of type inference algorithms for functional languages.
Regarding the diﬀerent evaluation modes we can mention Ptolomy [7]. It is a
visual language based on actors having ports as communicating interfaces. Actors
have parameters that are not visualized on the actor but shown in a separate windows. In NiMo all the program state is visualized. Ptolomy deals with continous
data, while NiMo is only discrete.In Ptolomy there is a variety of domains with
an uniform evaluacion policy, for instance process network domain correspond to a
Data-Driven policy.
However, beyond partial similarities, to the best of our knowledge there is no
other work that can be globally comparable, neither in approach nor in the integration of all the mentioned features in a single graphic system.
The graphic-functional-dataﬂow characteristics of NiMo result in a very powerful computation model. The mixed paradigm opens several possibilities not yet
explored in pure dataﬂow or functional approaches. Integrating both worlds has
supposed a big challenge and it has been necessary to ﬁnd many creative solutions
for making both models compatible. In particular, dealing with multiple outputs
and curried/uncurried compatibility has required a non-trivial generalization of the
usual notions of polymorphic type inference to handle the process type. On the
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other hand, the fact of being graphic and the underlying graph-transformation operational semantics, give the user a full control on the execution state at any step
in a way impossible to imagine in textual languages. But at the same time total
visibility (nothing can be hidden under the carpet) also required to ﬁnd a graphic
notation for many “internals” to make them understandable. Besides, the visualization aspects are critical when nets grow, and it is a really diﬃcult problem to
solve that textual languages do not have to face.
We are currently working on several aspects of net visualization like improving
the non expanded view of net process and channel viewers.
At the same time, a distribution version of NiMo Toons including an interactive
tutorial is now in preparation. In this way we hope to extend the range of possible
users beyond the academic environment.
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Abstract

costa is a static analyzer for Java bytecode which is able to infer cost and termination information for

large classes of programs. The analyzer takes as input a program and a resource of interest, in the form
of a cost model, and aims at obtaining an upper bound on the execution cost with respect to the resource
and at proving program termination. The costa system has reached a considerable degree of maturity in
that (1) it includes state-of-the-art techniques for statically estimating the resource consumption and the
termination behavior of programs, plus a number of specialized techniques which are required for achieving
accurate results in the context of object-oriented programs, such as handling numeric ﬁelds in value analysis;
(2) it provides several non-trivial notions of cost (resource consumption) including, in addition to the number
of execution steps, the amount of memory allocated in the heap or the number of calls to some user-speciﬁed
method; (3) it provides several user interfaces: a classical command line, a Web interface which allows
experimenting remotely with the system without the need of installing it locally, and a recently developed
Eclipse plugin which facilitates the usage of the analyzer, even during the development phase; (4) it can deal
with both the Standard and Micro editions of Java. In the tool demonstration, we will show that costa is
able to produce meaningful results for non-trivial programs, possibly using Java libraries. Such results can
then be used in many applications, including program development, resource usage certiﬁcation, program
optimization, etc.
Keywords: Cost Analysis, Termination Analysis, Resource Usage.

1

Introduction and System Description

We start by describing the architecture of costa, an abstract-interpretation-based
static analyzer for studying the cost [4] and termination [1] behavior of Java bytecode
[7] programs. Cost analysis deals with statically estimating the amount of resources
which can be consumed at runtime (i.e., the cost), given the notion of a speciﬁc
resource of interest, while the goal of termination analysis is to prove, when it is
the case, that a program terminates for every input.
★ This work was funded in part by the Information Society Technologies program of the European Commission, Future and Emerging Technologies under the IST-15905 MOBIUS and IST-231620 HATS projects, by
the Spanish Ministry of Education (MEC) under the TIN-2005-09207 MERIT, TIN-2008-05624 DOVES and
HI2008-0153 (Acción Integrada) projects, and the Madrid Regional Government under the S-0505/TIC/0407
PROMESAS project.
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The input provided to the analyzer consists of a program and a description of
the resource of interest, which we refer to as cost model. costa tries to infer an upper bound of the resource consumption, and sound information on the termination
behavior (i.e., if the system infers that the program terminates then it should definitely terminate). The system comes equipped with several notions of cost, such
as the heap consumption, the number of bytecode instructions executed, and the
number of calls to a speciﬁc method.
costa is based on the classical approach to static cost analysis [14] which consists
of two phases. First, given a program and a description of the resource, the analysis
produces cost relations, which are sets of recursive equations. Second, closed-form
solutions are found, if possible. For this, costa uses PUBS [2].
Having both cost and termination analysis in the same tool is interesting since
such analyses share most of the computing machinery, and thus a large part of the
analyzer is common to both. As an example, proving termination needs reasoning
about the number of iterations of every loop in the program, which is also an
essential piece of information for computing its cost.
In spite of being still a prototype, costa includes state-of-the-art techniques
for cost and termination analysis, plus a number of specialized components and
auxiliary static analyses which are required in order to achieve accurate results in
the context of object-oriented programs, such as handling numeric ﬁelds in value
analysis. As for the usability, the system provides several user interfaces: (i) a
classical command-line interface (Section 2.1); (ii) a Web interface which allows
using costa from a remote location, without the need of installing it locally (Section 2.2), and permits to upload user-deﬁned examples as well as testing programs
from a representative set; and (iii) a recently developed plugin for the widely used
programming environment Eclipse [6], which allows easily using the analyzer while
developing software (Section 2.3). costa can deal with full sequential Java, either
in the Standard Edition [13] or the Micro Edition [8]. Needless to say, the analyzer
works on Java bytecode programs, and does not require them to come from the
compilation of Java source code: instead, bytecode may have been implemented by
hand, or obtained by compiling languages diﬀerent from Java.
The tool demonstration will show that costa is able to read .class ﬁles and
produce meaningful and reasonably precise results for non-trivial programs, possibly
using Java libraries. Possible uses of such cost and termination results include:
∙

helping the programmer in the development process, as obtained by using costa
from the Eclipse plugin;

∙

the costa results can be used as guarantees that the program will not take too
much time or resources in its execution nor fail to terminate; furthermore, this
can potentially be combined with the Proof-carrying code [10] paradigm by adding
certiﬁcates to programs which make checking resource usage more eﬃcient.

∙

program optimization, costa can be used for guiding program optimization or
choosing the most eﬃcient implementation among several alternatives.

The preliminary experimental results performed to date are very promising and they
suggest that resource usage and termination analysis can be applied to a realistic
object-oriented, bytecode programming language.
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Fig. 1. Two ways of setting values for analysis options

2

User Interfaces of COSTA

2.1

Command-Line Interface

costa has a command-line interface for executing costa as a standalone application.

Diﬀerent switches allow controlling the diﬀerent options of the analyzer. It facilitates the implementation of other interfaces, as discussed below. They collect user
information and interact with costa by making calls to its command-line interface.
2.2

Web Interface

The costa web interface allows users to try out the system on a set of representative
examples, and also to upload their own programs, which can be in the form of either
Java source, or as Java bytecode, in which case it can be given as a .class or a
.jar ﬁle. As the behavior of costa can be customized using a relatively large set
of options, the web interface allows two alternatives modes of use.
The ﬁrst alternative, which we call automatic (see Figure 1, left) allows the user
to choose from a range of possibilities which diﬀer in the analysis accuracy and
overhead. Starting from level 0, the default, we can increase the analysis accuracy
(and overhead) by using levels 1 through 3. We can also reduce analysis overhead
(and accuracy) by going down to levels -1 through -3. The main advantage of the
automatic mode is that it does not require the user to understand the diﬀerent
options implemented in the system and their implications in analysis accuracy and
overhead. The second alternative is called manual (see Figure 1, right) and it
is meant for expert users. There, the user has access to all the analysis options,
allowing a ﬁne-grained control over the behavior of the analyzer. For instance,
these options allow deciding whether to analyze the Java standard libraries or not,
whether to take exceptions into account, to perform or not a number of pre-analyses,
to write/read analysis results to ﬁle in order to reuse them in later analyses, etc.
Figure 2 shows the output of costa on an example program with exponential
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Fig. 2. Results

Fig. 3.

costa Plugin Preferences

complexity. In addition to showing the result of termination analysis and an upper
bound on the execution cost, costa (optionally) displays information about the time
required by the intermediate steps performed by the analyzer in previous phases.
2.3

Eclipse Plugin

costa also has available an Eclipse plugin interface, which is fully integrated within

the Eclipse development environment. This plugin allows programmers to analyze
methods during the development process. It loads the classpath established for
the project and uses for analysis the same classes and libraries speciﬁed by the user
to compile and execute the program. As in the web interface, users can conﬁgure a
large set of options by using the Eclipse preferences conﬁguration window, as shown
in Fig. 3. These options are saved and loaded at every Eclipse execution. Also, the
user can choose either the automatic analysis or the expert mode which allows a
more ﬁne-grained customization, like in the web interface. By using this plugin,
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Fig. 4.

costa Plugin Markers and View

one can analyze one or several methods from a class (see Fig. 5) or the whole class
(by running the analysis on all its methods). The results of the analysis are shown
using markers in the source code (see Fig. 4). Such markers are diﬀerent depending
on the cost model used for analysis. In addition, the plugin also shows all previous
analysis results in an additional view, which we call “the costa view”. The costa
view also includes a warning icon for methods whose termination is not proved, in
order to alert the programmer about potential problems. It can also read comments
in the source code, written in Javadoc style, in order to set up analysis information.

Fig. 5.

3

costa Plugin Methods Selection

Functionalities of COSTA

In this section, we explain the main functionalities of costa by means of several
small examples. Some of these examples aim at illustrating the diﬀerent cost models
available in the system. The last two examples are related to termination issues.
In particular, we start in Sect. 3.1 by showing a program whose execution requires
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public static int funExp(int n) {
if (n < 1) return 1;
else return funExp(n - 1) + funExp(n - 2);
}

Fig. 6. Example for number of instructions
abstract class List {
abstract List copy();
}

List copy(){
Cons aux = new Cons();
aux.elem = m(this.elem);
aux.next = this.next.copy();
return aux;
}

class Nil extends List {
List copy() {
return new Nil();
}
}

static int m(int n) {
Integer aux = new Integer(n);
return aux.intValue();
}
}
// class Cons

class Cons extends List {
int elem;
List next;

Fig. 7. Example for memory consumption

an exponential number of bytecode instructions. Then, in Sect. 3.2, we present
the cost model that bounds the total heap consumption of executing a program
and the recent extension to account for the eﬀect of garbage collection. Sect. 3.3
performs resource analysis on a MIDlet using the cost model “number of calls” to
a given method. Finally, in Sect. 3.4, we prove termination on an example whose
resource consumption cannot be bound by costa and, also, show the latest progress
to handle numeric ﬁelds(Sect. 3.5) in termination analysis.
3.1

Number of Instructions

The cost model which counts the number of instructions which are executed is
probably the most widely used within cost analyzers, as it is a ﬁrst step towards
estimating the runtime required to run a program. Let us consider the Java method
in Fig. 6. The execution of this method has an exponential complexity as each call
spawns two recursive calls until the base case is found. costa yields the upper
bound(slightly pretty printed) -13 + 18*2nat(n) using its automatic mode which
indicates, as expected, that the number of instructions which are executed grows
exponentially with the value of the input argument n. This shows that costa is not
restricted to polynomial complexities, in contrast to many other approaches to cost
analysis.
3.2

Memory Consumption

Let us consider the Java program depicted in Figure 7. It consists of a set of Java
classes which deﬁne a linked-list data structure in an object-oriented style. The
class Cons is used for data nodes (in this case integer numbers) and the class Nil
plays the role of null to indicate the end of a list. Both Cons and Nil extend the
abstract class List. Thus, a List object can be either a Cons or a Nil instance.
Both subclasses implement a copy method which is used to clone the corresponding
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object. In the case of Nil, copy just returns a new instance of itself since it is the
last element of the list. In the case of Cons, it returns a cloned instance where the
data is cloned by calling the static method m, and the continuation is cloned by
calling recursively the copy method on next.
The heap cost model of costa basically assigns, to each memory allocation instruction, the number of heap units it consumes. It can therefore be used to infer
the total amount of memory allocated by the program. Running costa in automatic
mode, level 0, yields the following upper bound for the copy method of class Cons:
nat(this-1)*(12 + k1 + k2 + k3 ) + 12 + 2*k1 + k2 + k3
It can be observed that the heap consumption is linear w.r.t. the input parameter
this, which corresponds to the size of the this object of the method, i.e., the length
of the list which is being cloned. This is because the abstraction being used by
costa for object references is the length of the longest reference chain, which in
this case corresponds to the length of the list. The expression also includes some
constants. The symbolic constants k1 , k2 and k3 represent the memory consumption
of the library methods which are transitively invoked. In particular, k1 corresponds
to the constructor of class Object and k2 resp. k3 to the constructor and intValue
method of the class Integer. The numeric constant 12 is obtained by adding 8 and
4, being 8 the bytes taken by an instance of class Cons, and 4 the bytes taken by
an Integer instance. Note that we are approximating the size of an object by the
sum of the sizes of all of its ﬁelds. In particular, both an integer and a reference are
assumed to consume 4 bytes.
Interestingly, we can activate the ﬂag go into java api and thus ask costa to
analyze all library methods which are transitively invoked. In this case we obtain
the upper bound 12*nat(this-1) + 12, for the same method. This is because the
library methods used do not allocate new objects on the heap.
3.2.1 Peak Heap Consumption
In the case of languages with automatic memory management (garbage collection)
such as Java Bytecode, measuring the total amount of memory allocated, as done
above, is not very accurate, since the actual memory usage is often much lower.
Peak heap consumption analysis aims at approximating the size of the live data on
the heap during a program’s execution, which provides a much tighter estimation.
We have recently developed and integrated in costa a peak memory consumption
analysis [5]. Among other things, this has required the integration of an escape
analysis which approximates the objects which do not escape, i.e., which are not
reachable after a method’s execution. The upper bound ub(A) = 8*nat(A-1) + 24
is now obtained for the same example.
An interesting observation is that the Integer object which is created inside the m
method is not reachable from outside and thus can be garbage collected. The peak
heap analyzer accounts for this and therefore deletes the size of the Integer object
from the recursive equation, thus obtaining 8 instead of 12 multiplying nat(A − 1).
By looking at the upper bound above, it can be observed that costa is not being
fully precise, as the actual peak consumption of this method is 8 ∗ nat(A − 1) + 8
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public void commandAction(Command c, Displayable s) {
if (c == exitCommand) {
destroyApp(false);
notifyDestroyed();
}
if (c == sendMsgCommand) {
try {
TextMessage tmsg=(TextMessage)clientConn.newMessage(MessageConnection.TEXT MESSAGE);
tmsg.setAddress("sms://+34697396559");
tmsg.setPayloadText(msgToSend);
clientConn.send(tmsg);
}
catch (Exception exc) {
exc.printStackTrace();
}
}
}
Fig. 8. Example for number of calls

(i.e. the size of the cloned list). The reason for this is that the upper bound solver
has to consider an additional case introduced by the peak heap analysis to ensure
soundness, hence making the second constant increase to 24.
3.3

Number of Calls – Java Micro Edition

The Java Micro Edition (Java ME ) [8] technology provides a limited environment
to create Java applications which can be run on small devices with limited memory,
display and power capacity. It is based on three elements: a conﬁguration that
provides the most basic set of libraries and virtual machine capabilities, a proﬁle
which is a set of APIs supported by mobile devices and an optional package (set
of technology-speciﬁc APIs). MIDP (Mobile Information Device Proﬁle) [12] is
the proﬁle that limits the set of APIs to only those functional areas considered as
absolute requirements to achieve broad portability and successful deployments. A
MIDlet is an application meeting the speciﬁcations for the Java ME technology,
such as a game or a business application. Each MIDlet is an object of class MIDlet
which follows a lifecycle [9], which is a state automaton managed by the Application
Management System (AMS ).
costa is able to perfom resource analysis on MIDlets by considering all classes
used on each method called during the lifecycle of the MIDlet. Such methods are
the constructor of the class, the startApp() and the commandAction(Command c,
Displayable d) methods. In particular, the classes used during the analysis of
the class constructor are added to the analysis of the startApp() method. After analyzing startApp() method, the current classes are used for analyzing the
commandAction(Command c, Displayable d) method. As a result, the analyzer
obtains a more precise cost and resource analysis for MIDP applications. Fig. 8
shows a simple but real example MIDlet that sends a text message: the text message is created (newMessage method), the recipient phone number set (setAddress
method) and the text message is sent using the method send(Message tmsg) of
the Wireless Messaging API.
We analyze this example using the cost model that counts the number of calls
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static int factorial(int n) {
static int doSum(List x) {
int fact=1;
if (x==null) return 0;
for (int i=1; i<=n; i++) fact=fact*i;
else return factorial(x.elem)*doSum(x.next);
return fact;
}
};
Fig. 9. Example for termination

(ncalls) to a particular method. We apply it to obtain an upper bound on how
many times the send(Message tmsg) method is called during the execution of
commandAction method in a mobile device. costa outputs 1 as result, as it is to be
expected.
3.4

Termination

Fig. 9 shows two methods which belong to the same class. The method doSum
computes the sum of all factorial numbers contained in the elements of a linked list
x, where List is deﬁned as in Fig. 7. costa is able to ensure the termination of
method doSum but no upper bound can be found by the system for the cost model
ninst. The information that costa yields when computing an upper bound is:
The Upper Bound for ’doSum’(x) is nat(x)*(19+c(maximize_failed)*9)+4
Terminates?: yes

Intuitively, the cost of the calls to factorial cannot be bound because the value of
x.elem is unknown at analysis time. However, we can still prove that the execution
of the two methods always terminates by ﬁnding a so-called ranking function [11].
The technical details about how costa deals with termination can be found in [1].
3.5

Numeric Fields

Fig. 10 shows a Java program involving a numeric ﬁeld in the condition of the loop
of method m. This loop terminates in sequential execution because the ﬁeld size is
decreased at each iteration, at instruction x.f.setSize(x.f.getSize() − 1), and, for
any initial value of size, there are only a ﬁnite number of values which size can take
before reaching zero. Unfortunately, applying standard value analyses on numeric
ﬁelds can produce wrong results because numeric variables are stored in a shared
mutable data structure, i.e., the heap. This implies that they can be modiﬁed using
diﬀerent references which are aliases and point to such memory location. Hence,
further conditions are required to safely infer termination. costa incorporates a
novel approach for approximating the value of heap allocated numeric variables [3]
which greatly improves the precision over existing ﬁeld-insensitive value analyses
while introducing a reasonable overhead. For the example in Fig. 10, costa not
only guarantees termination of method m but is also able to compute the (pretty
printed) upper bound for m(this,x,y,size) is 33+nat(size)*35 by using the
cost model ninst.

4

Discussion and Future Work

costa is, to the best of our knowledge, the ﬁrst tool for fully automatic cost analy-

sis of object-oriented programs. Currently, the system can be tried online through
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class A {
private B f;
class B {
private int size;
public int getSize(){return size;};
public void setSize(int n){size=n;};
};

int m(A x,B y) {
int i=0;
while (x.f.getSize()>0) {
i=i+y.getSize();
x.f.setSize(x.f.getSize()-1);
}
return i;
}
};

Fig. 10. Example for termination in presence of numeric ﬁelds

the COSTA web site: http://costa.ls.fi.upm.es. We plan to distribute it soon
under a GPL license. The fact that costa analyzes bytecode, i.e., compiled code,
makes it more widely applicable, since it is customary in Java applications to distribute compiled programs, often bundled in jars, for which the Java source is not
available.
As future work we plan to: (1) deﬁne new cost models to measure the consumption of new resources; (2) support other complexity schemes such as the inference
of lower-bounds; (3) improve both the precision and performance of the underlying
static analyses; and (4) handle the analysis of concurrent programs.
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Abstract
Existing OWL DL reasoners have been carefully designed to reason with DL ontologies in an efficient way at the expense
of lack of expressiveness. In order to overcome this limitation in expressiveness, there have been a few attempts to use firstorder logic (FOL) theorem provers, which are known to be less efficient than DL reasoners, to work with DL ontologies.
However, these approaches did not still allow full FOL capabilities in queries. In this paper, we introduce a new approach
(currently under development) to translate OWL DL ontologies into FOL. The translation has been tested using a simple
ontology about animals and some FOL theorem provers. On the basis of these tests, we show that our proposal achieves a
good trade-off between expressiveness and simplicity of queries. On one hand, our system is capable of handling any FOL
query that cannot be processed by DL reasoners. On the other hand, simple queries are solved in reasonable time by FOL
theorem provers in comparison with ad hoc DL reasoners.
Keywords: OWL DL, first-order logic, theorem proving, ontologies.

1

Introduction

The OWL language [3] has been developed to publish and share knowledge on the Web
using ontologies. More specifically, there are three different sublanguages of OWL: OWL
Lite, OWL DL and OWL Full. Each of these sublanguages has a different level of expressiveness, OWL Lite being the least expressive one. The OWL DL sublanguage corresponds
to a decidable fragment of FOL: the 𝒮ℋ𝒪ℐ𝒩 𝒟−
𝑛 Description Logic (DL) [1,3,5].
Currently, there are some efficient OWL DL reasoners, such as FaCT++ [14] or Pellet [12], which are sound and complete. Besides, there exist some powerful utilities for
creating, maintaining and accessing to DL ontologies, such as Protégé [7]. All these tools
provide the use of DL ontologies for representing knowledge. However, the lack of expressiveness of OWL DL drastically reduces its application for dealing with complex information and it is commonly accepted that DL ontologies are only suitable for representing very
simple relations and properties. For example, the transitivity property of relations cannot be
1
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expressed using the OWL DL language, although transitivity is used in OWL DL as a builtin property (inheritable relations). In the same way, one could try to simulate any property
that cannot be expressed in OWL DL. However, this solution is not suitable because it
requires to adapt DL reasoners to each simulated property using ad hoc techniques.
In the literature, we can find some attempts to use FOL theorem provers to reason with
DL ontologies [2,15,16]. Since OWL DL is a fragment of FOL, these approaches propose
different translations of DL axioms into a FOL language. Then, we can use any general
purpose FOL theorem prover to reason with the translated ontology. Obviously, DL reasoners outperform FOL theorem provers at solving OWL DL queries, specially when dealing
with large ontologies. However, these past studies have shown that it could be a good idea
to generate hybrid systems for reasoning with DL ontologies. Following such a proposal,
DL reasoners would handle most of the tasks —consistency checking, ontology classification, OWL DL queries, etc.—, whereas FOL theorem provers would only be used when
strictly necessary. That is, to solve non-OWL DL queries. In this task, the performance
of FOL theorem provers highly depends on the translation from DL into FOL axioms. Indeed, in order to achieve better performance, the syntactic form of queries is restricted in
the proposals in [2,16] (non-OWL DL queries are out of the scope of [15]). Thus, the lack
of expressiveness in queries still remains when reasoning with DL ontologies.
In this work, we present a different proposal for the translation of OWL DL ontologies
into FOL. The main purpose of our translation is to be able to use FOL theorem provers for
reasoning with DL ontologies in an efficient way without restricting queries to the OWL DL
sublanguage. Most successful FOL theorem provers, such as Vampire [10] or E Prover [11],
work by refutation. That is, given any theory and any goal, theorem provers try to decide
whether the goal is a logical consequence of the theory by proving that the conjunction
of the theory and the negation of the goal is unsatisfiable. The main drawback is that
these systems are able to answer whenever the goal follows from the theory (the answer is
positive), but theorem provers usually loop (give no answer) when the goal is not a logical
consequence of the theory. In order to overcome this limitation, our proposal works under
two assumptions that are not usual when working with DL ontologies. On one hand, we
make the Unique Name Assumption (UNA), which implies that two concepts with different
name cannot be shown to be equivalent by any inference. On the other hand, we also make
the Closed World Assumption (CWA), assuming to be false everything that is not known
to be true. Thereby, our approach consists in translating any OWL DL ontology, defined
under the above two assumptions, into a decidable and complete FOL theory. In this way,
given any goal, we ask to the theorem prover whether the goal or the negated goal is a
logical consequence of the theory. That is, we run two queries in parallel. Since the theory
is decidable and complete, theorem provers are supposed to find a refutation for some of
the queries, which allows us to solve any goal.
We have tested our translation with a small ontology about animals that has been extracted from the SUMO ontology [8]. For the tests, we have used Vampire [10], which is
one of the most successful and efficient FOL theorem provers of the CASC competition
[9,13]. The results prove that our system is suitable for reasoning with DL ontologies.
The paper is organized as follows: in Section 2, we briefly describe the OWL DL
language and provide some notation; besides, in Subsection 2.1, we introduce the ontology
about animals be used throughout the paper; in Section 3, we review a proposal that can be
found in the literature; then, in Section 4, we informally define our translation of OWL DL
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DL Syntax

Semantics

𝐶

𝐶 ℐ ⊆ △ℐ

⊤

⊤ ℐ = △ℐ

⊥

⊥ℐ = ∅

𝐶1 ⊓ 𝐶2

(𝐶1 ⊓ 𝐶2 )ℐ = 𝐶1ℐ ∩ 𝐶2ℐ

𝐶1 ⊔ 𝐶2

(𝐶1 ⊔ 𝐶2 )ℐ = 𝐶1ℐ ∪ 𝐶2ℐ

¬𝐶

(¬𝐶)ℐ = △ℐ ∖ 𝐶 ℐ

∃𝑅.𝐶

(∃𝑅.𝐶)ℐ = { 𝑥 ∣ ⟨𝑥, 𝑦⟩ ∈ 𝑅ℐ ∧ 𝑦 ∈ 𝐶 ℐ }

∀𝑅.𝐶

(∀𝑅.𝐶)ℐ = { 𝑥 ∣ ⟨𝑥, 𝑦⟩ ∈ 𝑅ℐ → 𝑦 ∈ 𝐶 ℐ }

𝑜

𝑜ℐ ∈ △ℐ
Table 1
Some basic terms about concepts and individuals

DL Syntax

Semantics

𝐶 ⊑ 𝐶1 ⊓ . . . ⊓ 𝐶𝑛

𝐶 ℐ ⊆ 𝐶1ℐ ∩ . . . ∩ 𝐶𝑛ℐ

𝐶 ≡ 𝐶1 ⊓ . . . ⊓ 𝐶𝑛

𝐶 ℐ = 𝐶1ℐ ∩ . . . ∩ 𝐶𝑛ℐ

𝐶𝑖 ⊓ 𝐶𝑗 ≡ ⊥

𝐶𝑖ℐ ∩ 𝐶𝑗ℐ = ∅

𝑜∈𝐶

𝑜ℐ ∈ 𝐶 ℐ
Table 2
Some formulas

into FOL; finally, in Section 5, we give some conclusions and discuss future work.

2

Preliminaries

OWL DL syntax and semantics are presented in [3]. In Tables 1 and 2 we recall the main
aspects of OWL DL in order to understand the examples in this paper. Roughly speaking,
OWL DL ontologies use concepts (or classes, denoted by 𝐶), properties (relations or roles,
denoted by 𝑅) and instances (or objects). The union of all possible classes is denoted
by △, whereas △ × △ is the union of all possible relations. By default, there are two
predefined classes in any OWL DL ontology, Thing and Nothing (denoted by ⊤ and ⊥
respectively). Thing is superclass of every class defined in the ontology and Nothing
has no proper subclasses.
Dealing with classes, we use the classical notation of sets: union (∪), intersection (∩),
inclusion (⊆), set difference (∖), equality (=) and empty class (∅).
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Canine

Carnivore

Feline

HoofedMammal

Bird
Marsupial

Hominid

Primate

Ape

Amphibian

Rodent

Monkey

Fish

AquaticMammal

Human

WarmBloodedVertebrate
Mammal

Vertebrate

ColdBloodedVertebrate

Reptile
Animal

Arachnid
Class 1

Mollusk

Disjoint classes
Insect
Invertebrate

...

Class n

Arthropod
Crustacean

Class 1

Non-disjoint classes

Worm

...

Class n
Myriapod

Fig. 1. Classes of the Ontology about Animals

2.1

An OWL Ontology: Animals

All the examples in this paper use a small ontology about animals that comes from SUMO,
the IEEE Suggested Upper Merged Ontology (see [8]). More specifically, our ontology
consists in the hierarchy of classes, defined in SUMO version 1.48, starting from Animal
(see Figure 1). In this hierarchy, the relations 𝑠𝑢𝑏𝑐𝑙𝑎𝑠𝑠 and 𝑑𝑖𝑠𝑗𝑜𝑖𝑛𝑡 of SUMO have been
preserved, as well as the fact that every class is equivalent to the union of its subclasses. For
instance 𝐴𝑛𝑖𝑚𝑎𝑙 ≡ 𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒 ⊔ 𝐼𝑛𝑣𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒. Besides, we have included two changes
in our ontology. First, Human is not 𝑠𝑢𝑏𝑐𝑙𝑎𝑠𝑠 of Carnivore in the original ontology but,
in our ontology, 𝐻𝑢𝑚𝑎𝑛 ≡ 𝐻𝑜𝑚𝑖𝑛𝑖𝑑 ⊓ 𝐶𝑎𝑟𝑛𝑖𝑣𝑜𝑟𝑒. This change allows us to illustrate
the problem of multiple inheritance. Second, we have inserted two different objects as
instances of each class without subclasses, in such a way that each of these classes are
equivalent to the set formed by its two instances. For example 𝐵𝑖𝑟𝑑 ≡ {𝑂𝑤𝑙, 𝑃 𝑒𝑛𝑔𝑢𝑖𝑛}.
Furthermore, in this ontology, all instances are distinct. This means adding the information
that they are all each other different for all instances of classes that are not disjoint.
To sum up, our ontology consists of 29 classes with name and 38 objects. As described in Figure 1, the class Animal is divided into the subclasses Vertebrate and
Invertebrate, which are explicitly declared to be disjoint. Both classes are also divided into several subclasses. All the subclasses of the same class are declared to be disjoint except for the class Carnivore, which is not disjoint with the rest of the Mammal
subclasses. The next OWL DL sentences trivially follow from our ontology:
¬(𝐼𝑛𝑣𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒 ⊑ 𝐵𝑖𝑟𝑑)

(𝐻𝑢𝑚𝑎𝑛 ≡ 𝐶𝑎𝑟𝑛𝑖𝑣𝑜𝑟𝑒 ⊓ 𝑃 𝑟𝑖𝑚𝑎𝑡𝑒)

(𝑀 𝑎𝑚𝑚𝑎𝑙 ⊑ 𝐴𝑛𝑖𝑚𝑎𝑙)

(⊥ ≡ 𝐴𝑟𝑡ℎ𝑟𝑜𝑝𝑜𝑑 ⊓ 𝑃 𝑟𝑖𝑚𝑎𝑡𝑒)
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DL

FOL

𝐶1 ⊑ 𝐶2

∀𝑋(𝜙𝐶1 (𝑋) → 𝜙𝐶2 (𝑋))

𝐶1 ≡ (𝐶2 ⊓ 𝐶3 )

∀𝑋(𝜙𝐶1 (𝑋) ↔ (𝜙𝐶2 (𝑋) ∧ 𝜙𝐶3 (𝑋)))

⊥ ≡ (𝐶2 ⊓ 𝐶3 )

∀𝑋(¬(𝜙𝐶2 (𝑋) ∧ 𝜙𝐶3 (𝑋)))

𝑅1 ⊑ 𝑅2

∀𝑋∀𝑌 (𝜙𝑅1 (𝑋, 𝑌 ) → 𝜙𝑅2 (𝑋, 𝑌 ))

⊤ ⊑ ∀𝑅.𝐶

∀𝑋∀𝑌 (𝜙𝑅 (𝑋, 𝑌 ) → 𝜙𝐶2 (𝑌 ))

𝐶1 ≡ (𝐶2 ⊓ ∃𝑅.𝐶3 )

∀𝑋(𝜙𝐶1 (𝑋) ↔ [𝜙𝐶2 (𝑋) ∧ ∃𝑌 (𝜙𝑅 (𝑋, 𝑌 ) ∧ 𝜙𝐶3 (𝑌 ))])
Table 3
Translation of OWL DL Axioms in Hoolet

3

Translation Issues in Hoolet

The main proposals for using FOL theorem provers to solve OWL DL reasoning tasks are
presented in [2,16]. Unfortunately, the last one is not public and we cannot check it. For
this reason, we only show how the first approach works, which is called Hoolet [2].
The Hoolet system translates an OWL DL ontology into a collection of FOL axioms on
the basis of the well-known OWL DL semantics [1,4]. Then, the resulting FOL axioms are
passed to the FOL theorem prover, which in this case is Vampire [10].
The translation 𝜙 maps OWL DL concept 𝐶 and role 𝑅 into unary and binary predicates
𝜙𝐶 (𝑋) and 𝜙𝑅 (𝑋, 𝑌 ) respectively [15]. In Table 3, we describe the translation of some
concept and role axioms. It is worth noting that all axioms except the last one are Horn
clauses, but a complete translation of OWL DL could yield non-Horn clauses.
Regarding instances, Hoolet adds a different constant 𝑐𝑖 for each instance 𝑖 occurring
in the OWL DL ontology. Additionally, for every pair of instances 𝑖 and 𝑗 represented by
𝑐𝑖 and 𝑐𝑗 and declared to be distinct, Hoolet adds 𝑐𝑖 ∕= 𝑐𝑗 as an axiom to the translation.
Finally, Hoolet relates instances and classes using 𝜙𝐶 (𝑐𝑖 ) as assertions when 𝑖 is an
instance of 𝐶.
Regarding our ontology about animals, the Hoolet system models it as follows:
Classes of Animal
∀𝑋 : 𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒(𝑋) → 𝐴𝑛𝑖𝑚𝑎𝑙(𝑋)
∀𝑋 : 𝐼𝑛𝑣𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒(𝑋) → 𝐴𝑛𝑖𝑚𝑎𝑙(𝑋)
∀𝑋 : 𝐴𝑛𝑖𝑚𝑎𝑙(𝑋) ↔ (𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒(𝑋) ∨ 𝐼𝑛𝑣𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒(𝑋))
...
Classes Nothing (⊥) and Thing (⊤)
∀𝑋 : 𝐴𝑛𝑖𝑚𝑎𝑙(𝑋) → 𝑇 ℎ𝑖𝑛𝑔(𝑋)
∀𝑋 : ¬𝑁 𝑜𝑡ℎ𝑖𝑛𝑔(𝑋)
Disjoint classes
∀𝑋 : ¬(𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒(𝑋) ∧ 𝐼𝑛𝑣𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒(𝑋))
∀𝑋 : ¬(𝑊 𝑎𝑟𝑚𝐵𝑙𝑜𝑜𝑑𝑒𝑑𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒(𝑋) ∧ 𝐶𝑜𝑙𝑑𝐵𝑙𝑜𝑜𝑑𝑒𝑑𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒(𝑋))
...
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Regarding instances, our ontology includes two instances for each class without subclasses. For example, Tuna and Shark are declared as instances of Fish. The Hoolet
system translates instances as follows:
Instances of Animal
𝑇 𝑢𝑛𝑎 ∕= 𝑆ℎ𝑎𝑟𝑘
𝐹 𝑖𝑠ℎ(𝑇 𝑢𝑛𝑎)

𝐹 𝑖𝑠ℎ(𝑋) ↔ (𝑋 = 𝑇 𝑢𝑛𝑎 ∨ 𝑋 = 𝑆ℎ𝑎𝑟𝑘)
𝐹 𝑖𝑠ℎ(𝑆ℎ𝑎𝑟𝑘)

Hoolet allows six kinds of queries, all of them ground (without variables):
∙

satisfiable: checks whether the ontology is consistent or not.

∙

retrieve Class: returns all the instances of the class. For this purpose, Hoolet checks
every instance defined in the ontology.

∙

instance Class Individual: checks whether Individual is an instance of
Class.

∙

related Individual Property Individual: checks whether both individuals are
related by the property.

∙

same Individual Individual: checks whether both individuals are equal.

∙

different Individual Individual: checks whether both individuals are different.

Hoolet restricts queries to the above six kinds of sentences in order to ensure the FOL
theorem prover finds an answer. However, a FOL theorem prover is able to answer more
queries using Hoolet’s translation. For example, whenever the range of the variables is the
set of instances, we obtain the following result using Vampire:
∀𝑋 : ¬(𝐴𝑟𝑡ℎ𝑟𝑜𝑝𝑜𝑑(𝑋) ∧ 𝑃 𝑟𝑖𝑚𝑎𝑡𝑒(𝑋))? Yes
∃𝑋 : (𝐶𝑎𝑟𝑛𝑖𝑣𝑜𝑟𝑒(𝑋) ∧ 𝐻𝑜𝑚𝑖𝑛𝑖𝑑(𝑋))? Yes
However, provided that the range of variables is the set of classes with explicit names,
Hoolet does not answer. This limitation is due the translation, which transforms concepts
into unary predicates, restricting the power of reasoning since some properties of binary
relations, such as transitivity or symmetry, cannot be expressed using unary predicates.
Obviously, queries with universally quantified variables over the set of classes with
names cannot be solved using Hoolet or OWL DL reasoners. Even, those queries cannot
be asked. For example:
∀𝑋 : ( (𝐹 𝑖𝑠ℎ ⊑ 𝑋 ∧ 𝑅𝑜𝑑𝑒𝑛𝑡 ⊑ 𝑋) → 𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒 ⊑ 𝑋 )
∃𝑋 : ( (𝑋 ∕≡ ⊥ ∧ ∀𝑌 : (𝑌 ∕≡ 𝑋 ∧ 𝑌 ∕≡ ⊥)) → ¬(𝑌 ⊑ 𝑋) )
The first query asks whether the Vertebrate class is a subclass of every superclass of
both Fish and Rodent. The last one checks whether there exists a class without proper
subclasses. Regarding our ontology about animals, such a class could be Bird.
Being able to solve the above queries (and any non-OWL DL query) is the aim of the
translation described in the next section.

4

Our Translation Proposal

For the translation of OWL DL ontologies, we use two main relations: subclass (⊑) and
disjoint (⋄). The definition of the disjoint relation is provided in Table 4. Besides, we
also consider the relation instance (∈). All these relations are binary in order to overcome
156
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the main limitations of Hoolet. The remaining properties in an OWL DL ontology are not
yet translated by our system. However, the translation of these missing properties is very
similar to the treatment of instances.
⋄

Φ⋄

Definition

∀𝑋∀𝑌 ( Φ⋄ (𝑋, 𝑌 ) ↔ ∀𝐼¬(Φ∈ (𝐼, 𝑋) ∧ Φ∈ (𝐼, 𝑌 )) )
Table 4
Definition of the Disjoint Relation

In our approach, the axiom of Table 4 will be common to any OWL DL ontology. Then,
depending on the particular ontology, our system has to add new axioms, as defined in
Table 5 regarding classes. For the description of the translation, we use the auxiliary symbol
⊏ in expressions of the form 𝐶 ⊏ 𝐷, which denotes that 𝐶 is a proper and direct subclass
of the class 𝐷, which has a specific name in the ontology. Following this translation, our
OWL DL Ontology

FOL Translation

{ 𝐶 ∣ 𝐶 ⊏ 𝐷 } = {𝐶1 , . . . , 𝐶𝑛 }

∀𝑋 ( Φ⊑ (𝑋, 𝐷) ↔ (𝑋 = 𝐷 ∨ Φ⊑ (𝑋, 𝐶1 ) ∨ . . . ∨
Φ⊑ (𝑋, 𝐶𝑛 )) )

{ 𝐶 ∣ 𝐷 ⊏ 𝐶 } = {𝐶1 , . . . , 𝐶𝑛 }

∀𝑋 ( Φ⊑ (𝐷, 𝑋) ↔ (𝑋 = 𝐷 ∨ Φ⊑ (𝐶1 , 𝑋) ∨ . . . ∨
Φ⊑ (𝐶𝑛 , 𝑋)) )

⊥ ≡ (𝐷 ⊓ 𝐶)

∀𝐼 ( ¬(Φ∈ (𝐼, 𝐷) ∧ Φ∈ (𝐼, 𝐶)) )
Table 5
FOL Translation of OWL DL Ontologies: Classes

ontology about animals is modeled as follows:
Classes of Animal
∀𝑋 : Φ⊑ (𝑋, 𝐴𝑛𝑖𝑚𝑎𝑙) ↔ ( 𝑋 = 𝐴𝑛𝑖𝑚𝑎𝑙 ∨ Φ⊑ (𝑋, 𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒)
∨ Φ⊑ (𝑋, 𝐼𝑛𝑣𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒) )
∀𝑋 : Φ⊑ (𝐴𝑛𝑖𝑚𝑎𝑙, 𝑋) ↔ 𝑋 = 𝐴𝑛𝑖𝑚𝑎𝑙
∀𝑋 : Φ⊑ (𝑋, 𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒) ↔ ( 𝑋 = 𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒
∨ Φ⊑ (𝑋, 𝐶𝑜𝑙𝑑𝐵𝑙𝑜𝑜𝑑𝑒𝑑𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒)
∨ Φ⊑ (𝑋, 𝑊 𝑎𝑟𝑚𝐵𝑙𝑜𝑜𝑑𝑒𝑑𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒) )
∀𝑋 : Φ⊑ (𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒, 𝑋) ↔ ( 𝑋 = 𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒 ∨ Φ⊑ (𝐴𝑛𝑖𝑚𝑎𝑙, 𝑋) )
...
∀𝑋 : Φ⊑ (𝑋, 𝐵𝑖𝑟𝑑)) ↔ 𝑋 = 𝐵𝑖𝑟𝑑
...
Disjoint classes
∀𝐼 : ( ¬[ Φ∈ (𝐼, 𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒) ∧ Φ∈ (𝐼, 𝐼𝑛𝑣𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒) ] )
...
∀𝐼 : ( ¬[ Φ∈ (𝐼, 𝑀 𝑎𝑚𝑚𝑎𝑙) ∧ Φ∈ (𝐼, 𝐵𝑖𝑟𝑑) ] )
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...
With respect to objects, the translation is described in Table 6. Our translation takes into
account that instance is an inheritable relation. The translation of a non-inheritable relation
produces axioms like the ones in Table 6 where right-hand subformulas in equivalences
exclusively consist of equality atoms.

OWL DL Ontology

FOL Translation

𝑜∈𝐷

∀𝑋 ( Φ∈ (𝑜, 𝑋) ↔ Φ⊑ (𝐷, 𝑋) )

{ 𝑜 ∣ 𝑜 ∈ 𝐷 } = {𝑜1 , . . . , 𝑜𝑚 }

∀𝐼 ( Φ∈ (𝐼, 𝐷) ↔ (𝐼 = 𝑜1 ∨ . . . ∨ 𝑋 = 𝑜𝑚 ∨

{ 𝐶 ∣ 𝐶 ⊏ 𝐷 } = {𝐶1 , . . . , 𝐶𝑛 }

Φ∈ (𝐼, 𝐶1 ) ∨ . . . ∨ Φ∈ (𝐼, 𝐶𝑛 )) )

Table 6
FOL Translation of OWL DL Ontologies: Objects

Finally, since we are dealing with elements of different nature (that is, classes and
objects), we also include type information adding two axioms. These restrict the possible
values that can be assigned to a variable. Assuming that 𝒞 and 𝒪 respectively denotes the
set of all classes and objects defined in the ontology, our translation included these axioms
∀𝑋 ( Φ𝒞 (𝑋) ↔ 𝑋 = 𝔠1 ∨ . . . 𝑋 = 𝔠𝑚 )
∀𝑋 ( Φ𝒪 (𝑋) ↔ 𝑋 = 𝔬1 ∨ . . . 𝑋 = 𝔬𝑛 )
where 𝒞 = {𝔠1 , . . . , 𝔠𝑚 } and 𝒪 = {𝔬1 , . . . , 𝔬𝑛 }.
As it is discussed in the upcoming Section 5, the theory that results from the conjunction
of all the above described axioms is sound and complete.
Once the ontology is translated into the above collection of FOL axioms, we can ask
whether a FOL formula (over the signature of our theory) is a logical consequence of the
theory. For this purpose, each query is typed in the classical way, restricting the type of
arguments in every predicate. For example, both arguments of Φ⊑ must be classes, whereas
the first argument of Φ∈ must be an object and the second one a class. Then, every query
of the form ∀𝑋 𝜑 is transformed (via the 𝛾 function) into ∀𝑋 ( Φ𝒞 (𝑋) → 𝛾(𝜑) ) (resp.
∀𝑋 ( Φ𝒪 (𝑋) → 𝛾(𝜑) )) if 𝑋 appears in arguments restricted to classes (resp. objects) in
𝜑. Besides, every query of the form ∃𝑋 𝜑 is replaced with ∃𝑋 ( Φ𝒞 (𝑋) ∧ 𝛾(𝜑) ) (resp.
∃𝑋 ( Φ𝒪 (𝑋) ∧ 𝛾(𝜑) )) if X occurs in arguments restricted to classes (resp. objects) in 𝜑.
Below, in Table 7 we experimentally compare 4 the running time of
both Hoolet and our system.
We make ten different queries and evaluate the time used by Vampire to answer.
The system is available at
http://adimen.si.ehu.es/cgi-bin/Beast/index.perl
Obviously, when Hoolet is able to respond, our system takes longer than Hoolet. However, as we explain in the next section, we can answer not only the above nine queries but
also any FOL query over the signature of our theory.

4

For tests, we use an Intel(R) Core(TM)2 Duo CPU E6850 @ 3.00GHz with 8Gb RAM.
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FOL query

Hoolet

Our System

Φ∈ (𝑇 𝑢𝑛𝑎, 𝐴𝑛𝑖𝑚𝑎𝑙)

Yes (0.011 seconds)

Yes (0.025 seconds)

Φ⊑ (𝑀 𝑎𝑚𝑚𝑎𝑙, 𝐴𝑛𝑖𝑚𝑎𝑙)

Yes (0.014𝑠)

Yes (0.024𝑠)

Φ⊑ (𝐼𝑛𝑣𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒, 𝐵𝑖𝑟𝑑)

No (0.018𝑠)

No ( 0.018𝑠)

Φ⋄ (𝐴𝑟𝑡ℎ𝑟𝑜𝑝𝑜𝑑, 𝑃 𝑟𝑖𝑚𝑎𝑡𝑒)

Yes (0.012𝑠)

Yes (0.052𝑠)

Φ⋄ (𝐶𝑎𝑟𝑛𝑖𝑣𝑜𝑟𝑒, 𝑃 𝑟𝑖𝑚𝑎𝑡𝑒)

No ( 0.017𝑠)

No ( 0.024𝑠)

=> Φ⊑ (𝑉 𝑒𝑟𝑡𝑒𝑏𝑟𝑎𝑡𝑒, 𝑋) )

cannot be asked

Yes (0.056𝑠)

∃𝑋∀𝑌 ( ( 𝑋 ∕= 𝑌 ) => ¬ ( Φ⊑ (𝑌, 𝑋) )

cannot be asked

Yes (0.013𝑠)

∀𝑋(Φ⊑ (𝑋, 𝑋))

cannot be asked

Yes (0.110𝑠)

cannot be asked

Yes (0.672𝑠)

cannot be asked

Yes (49.260𝑠)

∀𝑋( ( Φ⊑ (𝐹 𝑖𝑠ℎ, 𝑋) ∧ Φ⊑ (𝑅𝑜𝑑𝑒𝑛𝑡, 𝑋) )

∀𝑋∀𝑌 ∀𝑍( ( Φ⊑ (𝑋, 𝑌 ) ∧ Φ⊑ (𝑌, 𝑍) )
=> Φ⊑ (𝑋, 𝑍) )
∀𝐼∀𝑋∀𝑌 ( ( Φ∈ (𝐼, 𝑋) ∧ Φ⊑ (𝑋, 𝑌 ) )
=> Φ∈ (𝐼, 𝑌 ) )

Table 7
Running Time

5

Conclusions and Future Work

So far, the results of our experiments have been very promising. Our tests prove that it is
possible to use FOL theorem provers to reason with OWL DL ontologies that have been
properly translated into FOL. Therefore, we think that it is reasonable to continue the work
on this area.
Another remarkable conclusion of this work is that a suitable translation (or a suitable
representation of knowledge) allows to overcome the limitations of current FOL theorem
provers, which are not ad hoc tools for reasoning with ontologies. However, finding a good
translation is not an easy task. It depends on the way in which FOL theorem provers work
and, of course, on the kind of queries to solve. Our translation has taken into account that
general purpose FOL theorem provers are resolution-based. However, we have not added
redundant information about properties of binary relations (reflexive, transitive property,
etc.), which can be inferred from the remaining axioms that result from our translation.
Nevertheless, adding this redundant information could help theorem provers to solve some
queries in much less time.
Furthermore, it is worth to note that we have empirically proved 5 the complete nature
of the resulting theories. More specifically, we automatically check that any ground atom
(or its negation) that can be constructed using the predicates and constants from the ontology is a logical consequence of the theory. This fact ensures that, when typing queries, we
can solve any of them, by running the query and its negation in parallel.
5

The execution time of the completeness proof is about 15 minutes.
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However, there are still some limitations due to the use of current FOL theorem provers.
For instance, we only obtain boolean answers to existential queries, instead of providing
the values that satisfy the query. Another restriction is the lack of goal-oriented proofsearch techniques, which prevents the use of FOL theorem provers for reasoning on large
ontologies. We try to overcome this last problem by pre-processing queries in order to
remove non-relevant axioms for each particular query.
Our most immediate future aim is to continue expanding the translation of OWL DL
into FOL in order to cover OWL DL syntax in its entirety. For this purpose, first we have
to translate OWL DL properties into FOL. In our opinion, the translation of properties is
very similar to the one of instances. Hence, we expect to fulfill this task soon.
Once the treatment of OWL DL ontologies is finished, we also plan to reason with more
expressive ontologies, as discussed in [6]. Anyway, the problem of reasoning on ontologies
like SUMO [8] using FOL theorem provers is still open.
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Abstract
El objeto del trabajo es mostrar una implementación concreta de un sistema de bases de datos deductivas
basado en el esquema HH¬ (𝒞) (Hereditary Harrop Formulas with Negation and Constraints) siguiendo
una semántica de punto ﬁjo deﬁnida en un trabajo anterior. Para este esquema hemos desarrollado una
implementación en Prolog independiente del sistema de restricciones concreto, lo que hace que sirva de base
para cualquier instancia. Proponemos y describimos varios sistemas de restricciones especı́ﬁcos: números
reales, enteros, booleanos y tipos enumerados deﬁnidos por el usuario. Añadimos tipos a la bases de datos
y, por tanto, las relaciones ahora están tipadas (como las tablas en las bases de datos relacionales) y cada
restricción está asociada a un sistema de restricciones concreto. Se explican los predicados que sirven para
calcular el punto ﬁjo que da signiﬁcado a una base de datos. En particular, mostramos la implementación
de una relación semántica de forzado y destacamos cómo se han resuelto las diﬁcultades inherentes a este
sistema, que permite consultas hipotéticas, lo que provoca que la base de datos crezca dinámicamente.
Keywords: Bases de datos deductivas, Restricciones, Hereditary Harrop Formulas, Semántica de punto ﬁjo

1

Introducción

Las bases de datos deductivas (BDD) y sus lenguajes de consulta han sido objeto
recientemente de una gran atención en muchas áreas como, por ejemplo, las ontologı́as [5], la web semántica [4], las redes sociales [13] y los lenguajes de directivas
[3]. El alto nivel de expresividad de estos lenguajes ha sido, por tanto, reconocido
como una herramienta útil para la gestión de información basada en conocimiento.
En particular, Datalog (y sus extensiones), del que se pueden encontrar múltiples
referencias, ha adquirido un renovado interés en estos campos.
Los actuales sistemas BDD (como XSB [15],bddbddb [7], LDL++ [2], DES [14],
ConceptBase [1], .QL [12] y DLV [9]) carecen de mecanismos que aportamos en el
1
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esquema HH¬ (𝒞) (Hereditary Harrop formulas with Negation and Constraints) [11],
útiles para sistemas basados en conocimiento en los que son necesarias consultas más
expresivas, y sirve como fundamento a un sistema BDD que combina cuantiﬁcadores,
restricciones y consultas hipotéticas, extendiendo HH(𝒞) [8] con la negación.
En nuestro sistema, una base de datos es un programa lógico: un conjunto
de hechos que deﬁnen la parte extensional de la base de datos y un conjunto de
cláusulas, que deﬁnen la parte intensional. La evaluación de una consulta con
respecto a la base de datos deductiva se puede ver como el cálculo de un objetivo de
un programa lógico. Dado que el sistema de restricciones es paramétrico es posible
usar instancias diferentes (como los números reales y los dominios ﬁnitos).
Para mostrar la expresividad de nuestro lenguaje explicamos a continuación un
ejemplo en una instancia que permite dominios ﬁnitos y reales a la vez.
Ejemplo 1.1 Considérese la siguiente base de datos extensional para un banco 2 .
% pastDue(Name, Amount)
pastDue(smith,3000).
pastDue(mcandrew,100).
% mortgageQuote(Name, Quote)
mortgageQuote(brown,400).
mortgageQuote(mcandrew,100).

% client(Name, Balance, Salary)
client(smith,2000,1200).
client(brown,1000,1500).
client(mcandrew,5300,3000).

Además podemos deﬁnir las siguientes vistas:
% debtor(Name)
debtor(N) :client(N,B,S),
pastDue(N,A), A>B.

% interestRate(Name, Rate)
interestRate(N,2) :- client(N,B,S), B<1200.
interestRate(N,5) :- client(N,B,S), B>=1200.
% hasMortgage(Name)
hasMortgage(N):- ex(Q,mortgageQuote(N,Q)).

La siguiente relación indica que puede concederse una hipoteca a un cliente, en
caso de que no tenga otra ya concedida, si la suma de la cuota actual y la nueva
cuota no supera el lı́mite del 40% del sueldo del cliente y en ambos casos siempre
que no haya deudas pendientes de pago.
% newMortgage(Name, Quote)
newMortgage(N,Q) :- client(N,B,S), not(hasMortgage(N)),
not(debtor(N)), Q<=0.4*S.
newMortgage(N,Q) :- client(N,B,S), not(debtor(N)),
mortgageQuote(N,Q2), Q+Q2<=0.4*S.
% getMortgage(Name)
getMortgage(N):- ex(Q,newMortgage(N,Q)).

Para casos en que no sea posible conceder una hipoteca, podemos conceder un
pequeño crédito personal puntual, según la siguiente relación:
% personalCredit(Name, Amount)
personalCredit(N,A) :- not(getMortgage(N)), A>=1500;
getMortgage(N), A<1500.

Podemos formular las siguientes consultas a la base de datos. Si queremos saber
si hay morosos en nuestra base de datos con facturas impagadas de una magnitud
2

Usaremos notación Prolog y además not, =>, ex(X,G) para representar ∃X G, y fa(X,G) para ∀X G.
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superior a 1000, se puede formular la consulta:
ex(N, ex(A, (debtor(N), pastDue(N,A),(A>1000)))).

cuya respuesta es true 3 . Otra posible consulta es: suponiendo que un cliente
cualquiera tuviera un saldo superior a 2000, ¿qué tipo de interés le corresponde?
fa(N, ex(S, ex(B, (client(N,B,S)=> B>2000 => interestRate(N,R))))).

La respuesta a esta pregunta es la restricción R=5. Estamos usando la implicación
para formular consultas hipotéticas en las que podemos suponer tanto hechos como
restricciones. La siguiente consulta representa la selección de clientes a los que serı́a
posible dar una hipoteca con una cuota superior a 400 pero no un crédito personal
puntual: newMortgage(N,400), not(personalCredit(N,A)), y la respuesta es la
restricción (N=mcandrew, A>=1500).
□
En este artı́culo se presenta una implementación en Prolog de la semántica de
punto ﬁjo presentada en [11] independiente del sistema de restricciones concreto.
Este núcleo se describe en la sección 4. Además hemos implementado distintos
sistemas de restricciones que darán lugar a diferentes instancias de HH¬ (𝒞). En la
sección 3 describimos el sistema de tipos, los sistemas de restricciones, sus resolutores y su implementación aprovechando los resolutores de restricciones de SWIProlog [16].
La semántica de una base de datos se calcula como un conjunto de pares (𝐴, 𝐶),
donde 𝐴 es un átomo y 𝐶 es una restricción, que pueden ser deducidos de las deﬁniciones extensionales e intensionales de la base de datos. 𝐴 se puede entender como
una instancia de una relación 𝑛-aria, donde los argumentos están restringidos por 𝐶.
Estos pares se calculan por estratos, clasiﬁcando los predicados en estratos según
una nueva forma de estratiﬁcación guiada por las negaciones y las implicaciones
que aparecen en el cuerpo de las cláusulas y que se describe en la sección 5. Cada
estrato se debe saturar antes que cualquier otro superior. Sin embargo, cuando
aparecen las implicaciones, las derivaciones tienen lugar en el contexto de una base
de datos aumentada con la hipótesis planteada en la implicación. Por lo tanto, se
debe reiniciar el cálculo del punto ﬁjo dado que se pueden añadir nuevos pares en
estratos inferiores. Estos cálculos anidados añaden un nuevo nivel de complejidad
a los habituales cálculos bottom-up de las BDD sin implicaciones.
Otra fuente de complejidad procede también de las implicaciones, dado que las
variables de 𝐷 => 𝐺 pueden aparecer tanto en 𝐷 como en 𝐺 cuando una base de
datos Δ se aumente con la cláusula local 𝐷. Estas variables se deben distinguir
de las otras instancias de las mismas variables de Δ. Con este ﬁn recurrimos a las
variables con atributos (Prolog) para su identiﬁcación.
Finalmente, con objeto de encontrar una estratiﬁcación que asegure ﬁnitud en
los cálculos, describimos un nuevo grafo de dependencias usando una deﬁnición
mutuamente recursiva entre las dependencias introducidas por los objetivos y las
cláusulas.

3 Nótese que se aplican cuantiﬁcadores existenciales para N y A, indicando que no hay condiciones explı́citas
sobre estas variables. En caso contrario, la respuesta serı́a una restricción sobre ellas.
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2

Preliminares

En esta sección se resumen los fundamentos, presentados en [11], en los que se basa
la implementación.
2.1

Sintaxis

Se considera un conjunto de sı́mbolos de predicados deﬁnidos para construir átomos
que representan relaciones en la base de datos, además un conjunto de sı́mbolos de
predicado no deﬁnidos para construir restricciones; estos últimos incluyen el sı́mbolo
de predicado de igualdad ≈. También se dispone de un conjunto de constantes y
sı́mbolos de operación, y de un conjunto de variables con los que se construyen
términos. Usaremos la notación 𝐴 para representar átomos, 𝐶 para restricciones y
𝑡 para términos.
Las restricciones que vamos a considerar pertenecen a un sistema génerico
𝒞 = ⟨ℒ𝒞 , ⊢𝒞 ⟩, donde ℒ𝒞 es el lenguaje de restricciones y ⊢𝒞 es la relación de
deducibilidad. Γ ⊢𝒞 𝐶 denota que la restricción 𝐶 se deduce del sistema de restricciones 𝒞 partiendo de las restricciones del conjunto Γ. A 𝒞 se le imponen unas
condiciones minimales para que sea un sistema de restricciones (véase [8] para más
detalles). En particular 𝒞 debe contener ⊤ (cierto) y ⊥ (falso), las conectivas ∧, ¬,
y el cuantiﬁcador existencial ∃; el sistema de restricciones se encarga de comprobar
la satisfactibilidad de las respuestas en el dominio de restricciones.
Se dice que una restricción 𝐶 es 𝒞-satisfactible si ∅ ⊢𝒞 ∃𝐶, donde ∃𝐶 denota la
clausura existencial de 𝐶. 𝐶 y 𝐶 ′ son 𝒞-equivalentes si 𝐶 ⊢𝒞 𝐶 ′ y 𝐶 ′ ⊢𝒞 𝐶.
Las fórmulas bien construidas en HH¬ (𝒞) se pueden clasiﬁcar en cláusulas 𝐷
(que deﬁnen relaciones en la base de datos) y objetivos (o consultas) 𝐺. Se deﬁnen
por recursión mutua como sigue:
𝐷 ::= 𝐴 ∣ 𝐺 ⇒ 𝐴 ∣ 𝐷1 ∧ 𝐷2 ∣ ∀𝑥𝐷
𝐺 ::= 𝐴 ∣¬𝐴 ∣ 𝐶 ∣ 𝐺1 ∧ 𝐺2 ∣ 𝐺1 ∨ 𝐺2 ∣ 𝐷 ⇒ 𝐺 ∣ 𝐶 ⇒ 𝐺∣ ∃𝑥𝐺 ∣ ∀𝑥𝐺
Los programas, denotados como Δ, son conjuntos de cláusulas y representan bases de datos. Cualquier Δ se puede reescribir siempre como un conjunto equivalente, 𝑒𝑙𝑎𝑏(Δ), de cláusulas con implicaciones de cabeza atómica tal
y como se deﬁne a continuación. La elaboración de un programa Δ es el conjunto
∪
𝑒𝑙𝑎𝑏(Δ) = 𝐷∈Δ 𝑒𝑙𝑎𝑏(𝐷), donde 𝑒𝑙𝑎𝑏(𝐷) se deﬁne como:
𝑒𝑙𝑎𝑏(𝐴) = {⊤ ⇒ 𝐴}, 𝑒𝑙𝑎𝑏(𝐷1 ∧ 𝐷2 ) = 𝑒𝑙𝑎𝑏(𝐷1 ) ∪ 𝑒𝑙𝑎𝑏(𝐷2 ),
𝑒𝑙𝑎𝑏(𝐺 ⇒ 𝐴) = {𝐺 ⇒ 𝐴}, 𝑒𝑙𝑎𝑏(∀𝑥𝐷) = {∀𝑥𝐷′ ∣ 𝐷′ ∈ 𝑒𝑙𝑎𝑏(𝐷)}.
2.2

Estratiﬁcación

El concepto de estratiﬁcación sirve como un criterio sintáctico para determinar
si una consulta a una base de datos puede ser potencialmente computada en un
número ﬁnito de pasos. La idea es que cuando ¬𝐴 se va a probar, el estrato de 𝐴
se ha saturado previamente (todas las respuestas para 𝐴 están disponibles) y ¬𝐴
se puede calcular correctamente. Una estratiﬁcación se basa en la construcción de
un grafo de dependencias para un conjunto de fórmulas [17].
Para construir este grafo se analizan las fórmulas en cuestión. Los nodos son los
sı́mbolos de predicado del conjunto. Una implicación de la forma 𝐹1 ⇒ 𝐹2 produce
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arcos (o caminos) en el grafo entre los sı́mbolos de predicado deﬁnidos de 𝐹1 y cada
uno de los sı́mbolos de predicado deﬁnidos de 𝐹2 . Un arco se etiqueta negativamente
cuando el átomo correspondiente aparezca negado a la izquierda de la implicación.
Obsérvese que en HH¬ (𝒞) una implicación puede aparecer no sólo entre la cabeza
y el cuerpo de una cláusula, sino también en cualquier objetivo y por tanto en el
cuerpo de una cláusula. Dado que las restricciones no incluyen sı́mbolos deﬁnidos
de predicado, no generan dependencias.
Deﬁnición 2.1 Dado un conjunto de fórmulas Φ, su grafo de dependencias correspondiente 𝐷𝐺Φ , y dos predicados 𝑝 y 𝑞, diremos que 𝑞 depende de 𝑝 si hay un
camino de 𝑝 a 𝑞 en 𝐷𝐺Φ y que 𝑞 depende negativamente de 𝑝 si hay un camino de
𝑝 a 𝑞 en 𝐷𝐺Φ con al menos un arco etiquetado negativamente.
Sea 𝑃 = {𝑝1 , . . . , 𝑝𝑛 } el conjunto de sı́mbolos de predicados deﬁnidos de Φ. Una
estratiﬁcación de Φ es cualquier función 𝑠 : 𝑃 → {1, . . . , 𝑛} tal que 𝑠(𝑝) ≤ 𝑠(𝑞) si 𝑞
depende de 𝑝, y 𝑠(𝑝) < 𝑠(𝑞) si 𝑞 depende negativamente de 𝑝. Φ es estratiﬁcable si
existe una estratiﬁcación para él.
Se dice que el estrato de una fórmula 𝐹 , denotado 𝑠𝑡𝑟(𝐹 ), es el máximo 𝑠(𝑝), donde
𝑝 recorre los sı́mbolos de predicado deﬁnidos que aparecen en 𝐹 .
2.3

Interpretaciones estratiﬁcadas y relación de forzado

Sea 𝒲 el conjunto de bases de datos estratiﬁcables Δ, con respecto a la misma
estratiﬁcación ﬁjada 𝑠, 𝐴𝑡 el conjunto de átomos abiertos, y 𝒮ℒ𝒞 el conjunto de restricciones 𝒞-satisfactibles módulo 𝒞-equivalencia. Las interpretaciones se clasiﬁcan
en estratos y cada una da información hasta su estrato.
Deﬁnición 2.2 Sea 𝑖 ≥ 1, una interpretación 𝐼 sobre el estrato i es una función
𝐼 : 𝒲 → 𝒫(𝐴𝑡 × 𝒮ℒ𝒞 ), tal que para cualquier Δ ∈ 𝒲 y cualquier 𝑗 > 𝑖, [𝐼(Δ)]𝑗 = ∅,
donde [𝐼(Δ)]𝑖 = {(𝐴, 𝐶) ∈ 𝐼(Δ) ∣ 𝑠𝑡𝑟(𝐴) = 𝑖}. Se denota como ℐ𝑖 el conjunto de
interpretaciones sobre 𝑖.
Deﬁnición 2.3 Sea 𝑖 ≥ 1 y 𝐼1 , 𝐼2 ∈ ℐ𝑖 . 𝐼1 es menor o igual que 𝐼2 en el estrato 𝑖 y
se denota 𝐼1 ⊑𝑖 𝐼2 , si para cada Δ ∈ 𝒲 se satisfacen las siguientes condiciones:
∙

[𝐼1 (Δ)]𝑗 = [𝐼2 (Δ)]𝑗 , para cada 1 ≤ 𝑗 < 𝑖.

∙

[𝐼1 (Δ)]𝑖 ⊆ [𝐼2 (Δ)]𝑖 .

Para cada 𝑖 ≥ 1, toda cadena de interpretaciones de (ℐ𝑖 , ⊑𝑖 ), {𝐼𝑛 }𝑛≥0 , tal que
⊔
𝐼0 ⊑𝑖 𝐼1 ⊑𝑖 𝐼2 ⊑𝑖 . . ., tiene una cota superior mı́nima 𝑛≥0 𝐼𝑛 , que se deﬁne como:
⊔
∪
( 𝑛≥0 𝐼𝑛 )(Δ) = 𝑛≥0 {𝐼𝑛 (Δ)}, para cada Δ ∈ 𝒲.
A continuación se formaliza la idea de que una interpretación 𝐼 haga cierta una
consulta 𝐺 en el contexto de una base de datos Δ, si se satisface la restricción 𝐶.
Deﬁnición 2.4 Sea 𝑖 ≥ 1, la relación de forzado ⊨⊨ entre pares 𝐼, Δ y pares (𝐺, 𝐶)
(donde 𝐼 ∈ ℐ𝑖 , 𝑠𝑡𝑟(𝐺) ≤ 𝑖, y 𝐶 es 𝒞-satisfactible) se deﬁne recursivamente con las
reglas que se muestran a continuación. Cuando 𝐼, Δ ⊨⊨ (𝐺, 𝐶), se dice que (𝐺, 𝐶)
es forzado por 𝐼, Δ.
∙

𝐼, Δ ⊨⊨ (𝐶 ′ , 𝐶) ⇐⇒ 𝐶 ⊢𝒞 𝐶 ′ .

∙

𝐼, Δ ⊨⊨ (𝐴, 𝐶) ⇐⇒ (𝐴, 𝐶) ∈ 𝐼(Δ).
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∙

𝐼, Δ ⊨⊨ (¬𝐴, 𝐶) ⇐⇒ para cada (𝐴, 𝐶 ′ ) ∈ 𝐼(Δ), es cierto que 𝐶 ⊢𝒞 ¬𝐶 ′ . Si no
existen pares de la forma (𝐴, 𝐶 ′ ) en 𝐼(Δ), entonces 𝐶 ≡ ⊤.

∙

𝐼, Δ ⊨⊨ (𝐺1 ∧ 𝐺2 , 𝐶) ⇐⇒ para cada 𝑖 ∈ {1, 2}, 𝐼, Δ ⊨⊨ (𝐺𝑖 , 𝐶).

∙

𝐼, Δ ⊨⊨ (𝐺1 ∨ 𝐺2 , 𝐶) ⇐⇒ para algún 𝑖 ∈ {1, 2} 𝐼, Δ ⊨⊨ (𝐺𝑖 , 𝐶).

∙

𝐼, Δ ⊨⊨ (𝐷 ⇒ 𝐺, 𝐶) ⇐⇒ 𝐼, Δ ∪ {𝐷} ⊨⊨ (𝐺, 𝐶).

∙

𝐼, Δ ⊨⊨ (𝐶 ′ ⇒ 𝐺, 𝐶) ⇐⇒ 𝐼, Δ ⊨⊨ (𝐺, 𝐶 ∧ 𝐶 ′ ).

∙

𝐼, Δ ⊨⊨ (∃𝑥𝐺, 𝐶) ⇐⇒ existe 𝐶 ′ tal que 𝐼, Δ ⊨⊨ (𝐺[𝑦/𝑥], 𝐶 ′ ), donde 𝑦 no aparece
libre en Δ, ∃𝑥𝐺, 𝐶, y 𝐶 ⊢𝒞 ∃𝑦𝐶 ′ .

∙

𝐼, Δ ⊨⊨ (∀𝑥𝐺, 𝐶) ⇐⇒ 𝐼, Δ ⊨⊨ (𝐺[𝑦/𝑥], 𝐶), 𝑦 no aparece libre en Δ, ∀𝑥𝐺, 𝐶.

2.4

Semántica de punto ﬁjo

La noción de verdad para cada estrato viene dada por el punto ﬁjo de un operador
continuo (para cada estrato) que transforma interpretaciones.
Deﬁnición 2.5 Sea 𝑖 ≥ 1 un estrato. El operador 𝑇𝑖 : ℐ𝑖 −→ ℐ𝑖 transforma
interpretaciones sobre 𝑖 como sigue. Para 𝐼 ∈ ℐ𝑖 , Δ ∈ 𝒲 y (𝐴, 𝐶) ∈ 𝐴𝑡 × 𝒮ℒ𝒞 , se
tiene (𝐴, 𝐶) ∈ 𝑇𝑖 (𝐼)(Δ) cuando:
∙

(𝐴, 𝐶) ∈ [𝐼(Δ)]𝑗 para algunos 𝑗 < 𝑖, o

∙

𝑠(𝐴) = 𝑖 y hay una variante ∀𝑥(𝐺 ⇒ 𝐴′ ) de una cláusula en 𝑒𝑙𝑎𝑏(Δ), tal que las
variables 𝑥 no aparecen libres en 𝐴, y 𝐼, Δ ⊨⊨ (∃𝑥(𝐴 ≈ 𝐴′ ∧ 𝐺), 𝐶).

El operador 𝑇1 tiene un mı́nimo punto ﬁjo, denotado 𝑓 𝑖𝑥1 , tal que 𝑓 𝑖𝑥1 =
𝑛
𝑛≥0 𝑇1 (𝐼⊥ ), donde la interpretacion 𝐼⊥ representa la función constante ∅. Procediendo de manera similar, se puede deﬁnir una cadena: 𝑓 𝑖𝑥𝑖−1 ⊑𝑖 𝑇𝑖 (𝑓 𝑖𝑥𝑖−1 ) ⊑𝑖
𝑇𝑖 (𝑇𝑖 (𝑓 𝑖𝑥𝑖−1 )) ⊑𝑖 . . . , ⊑𝑖 𝑇𝑖𝑛 (𝑓 𝑖𝑥𝑖−1 ), . . ., para cada estrato 𝑖 > 1, y se puede en⊔
contrar el siguiente punto ﬁjo de ella: 𝑓 𝑖𝑥𝑖 = 𝑛≥0 𝑇𝑖𝑛 (𝑓 𝑖𝑥𝑖−1 ). En particular, si 𝑘
es el estrato máximo en Δ, se simpliﬁca 𝑓 𝑖𝑥𝑘 escribiendo 𝑓 𝑖𝑥. Por tanto, 𝑓 𝑖𝑥(Δ)
representa los pares (𝐴, 𝐶) tales que 𝐴 se puede deducir de Δ si 𝐶 se satisface.
⊔

3

Implementación de la resolución de restricciones

Esta sección se centra en la implementación de la resolución de restricciones en los
siguientes sistemas de restricciones especı́ﬁcos: números reales, enteros, booleanos y
tipos enumerados deﬁnidos por el usuario. En primer lugar se introduce el sistema
de tipos necesario para determinar el resolutor al que se debe enviar cada restricción.
Después se describen los sistemas de restricciones, incluyendo sus valores, funciones
predeﬁnidas y operadores. Finalmente, mostramos la implementación de los resolutores, que se apoya en los resolutores de restricciones del sistema Prolog subyacente.
3.1

Tipos

El sistema incorpora como predeﬁnidos los tipos de datos bool (con elementos true
y false) y real (un tipo inﬁnito cuyo rango numérico depende del sistema Prolog
subyacente). Además admite la deﬁnición de nuevos tipos de datos de dominio
ﬁnito.
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Una declaración de tipo de datos se escribe como domain(tipo de datos,
[constante 1, ..., constante n]). Se permiten intervalos de enteros en las
declaraciones de tipos de datos, como en domain(meses, 1..12). Una declaración
de tipo para un predicado 𝑛-ario se escribe type(predicado(tipo 1,...,tipo n)).
Por ejemplo, type(cliente(td cliente, real)) es una declaración de tipo
donde td cliente se puede deﬁnir como domain(td cliente, [smith, brown,
mcandrew]).
Hemos implementado un comprobador de tipos para programas HH¬ (𝒞) capaz
de detectar tanto inconsistencias como ausencias en sus declaraciones. Se anotan los
tipos localmente en cada regla, que consiste en el almacenamiento del tipo de cada
variable en un atributo (cfr. variables atribuidas [6]). Los tipos de las variables son
conocidos en el contexto de una regla porque: a) un átomo proporciona su tipo (i.e.,
proporcionado por la declaración de tipos de su predicado correspondiente), o b)
una restricción constr(Dom, C) proporciona su tipo, donde constr es la sintaxis
que hemos escogido para denotar una restricción C sobre el dominio Dom. Se genera
una excepción de conﬂicto de tipos cuando se intenta asignar diferentes tipos a la
misma variable, y de ausencia de tipo cuando no se le puede asignar ninguno.

3.2

Sistemas de restricciones

Como se introdujo, un sistema de restricciones proporciona un lenguaje para expresar restricciones y una relación de decidibilidad para asegurar la satisfactibilidad
de restricciones (esta relación se trata en la siguiente subsección). Nuestro sistema
de restricciones incluye una sintaxis especı́ﬁca para los valores, sı́mbolos, conectivas
y cuantiﬁcadores requeridos “true”, “false”, “=”, “,”, “not” y “ex(X,C)” que
representan respectivamente a ⊤, ⊥, ≈, ∧, ¬ y ∃X C. Además, también se incluye
“;” para ∨ y “/=” para la negación de ≈.
Proponemos tres sistemas de restricciones para HH¬ (𝒞): booleanos, reales, y
dominios ﬁnitos. El primero contiene los componentes mı́nimos requeridos y el
cuantiﬁcador universal fa(X,C). El sistema de restricciones sobre reales incluye el
tipo real (conjunto inﬁnito de valores numéricos reales) y operadores de restricciones reales (+, -, *, . . .) además de las funciones (abs, sin, exp, min, . . .).
Los dominios ﬁnitos representan a una familia de sistemas de restricciones especı́ﬁcos sobre conjuntos enumerables, que incluyen tanto tipos enumerados como
números enteros (ﬁnitos). Esta familia incluye también los operadores de comparación (>, >=, . . .), restricciones de cuantiﬁcación universal (fa(X,C), como antes)
y la restricción de dominio X in Range, donde Range es un subconjunto de valores
de datos construidos con V1..V2, que denota un conjunto de valores en el intervalo
cerrado entre V1 y V2, y con R1\/R2, que denota una unión de rangos. Un dominio
ﬁnito puede también incluir operadores (+, -, . . .) y funciones de restricciones (abs,
min, . . .). Nótese que las funciones primitivas relevantes para cada sistema deben
ser coherenes con su semántica pretendida (+ puede no ser relevante para booleanos,
aunque sea posible usarlo).
Aunque en ocasiones usamos los mismos sı́mbolos para construir restricciones en
diferentes sistemas, como por ejemplo constr(real, X>Y) y constr(meses, X>Y),
su signiﬁcado se distingue por el tipo asociado.
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3.3

Resolutores de restricciones

Para la implementación de la relación de decidibilidad proporcionamos un resolutor de restricciones con una interfaz genérica solve(C,SC) para C ⊢𝒞 SC, que
resuelve una restricción C, comprueba su satisfactibiliad y produce una forma resuelta SC. Una forma resuelta es una forma simpliﬁcada y más legible que la de la
restricción original. Las formas resueltas son disyunciones de restricciones simples,
donde una restricción simple nunca incluye disyunciones, cuantiﬁcadores ni negaciones. Además, proporcionamos también la interfaz solve(Dom,C,SC), útil cuando
se conoce el dominio Dom y, por tanto, C se puede enviar directamente a su resolutor
correspondiente.
Los resolutores subyacentes de SWI-Prolog nos sirven de base para la implementación de los sistemas de restricciones de dominios ﬁnitos, booleanos y reales.
Para ciertas restricciones podemos asociar la resolución de restricciones entre nuestro sistema de restricciones y SWI-Prolog porque realizamos una correspondencia
entre los valores de los tipos enumerados y los números enteros antes de la resolución, que permite recuperarlos después. Por otro lado, hay restricciones que
el resolutor subyacente no puede manejar (cuantiﬁcadores y disyunciones) que se
manejan explı́citamente como se muestra más adelante. Dado que SWI-Prolog no
proporciona un resolutor de booleanos, usamos el resolutor de dominios ﬁnitos y
deﬁnimos el sistema de restricciones predeﬁnido bool, gestionado como cualquier
otro sistema de restricciones enumerado.
Para los dos primeros resolutores disponemos del predicado solveFD(+Dominio,
+Restricción, -RestricciónResuelta), que resuelve la restricción de entrada
si es satisfactible y devuelve una forma resuelta bajo el dominio de tipos dado.
La restricción de entrada debe estar construida como un término Prolog con las
funciones, operadores y valores de datos enunciados en la sección 3.2. El siguiente
fragmento de código implementa el comportamiento descrito:
(00) solveFD(DN,C,SC) :(01) set_current_domain(DN),
(02) copy_term(C,FC),
(03) get_vars(C,Vars),
(04) get_vars(FC,FVars),
(05) swap_qvars_by_fvars(FC,QFC),
(06) constrain_domains(QFC,DN),
(07) domain_to_int(QFC,DN,IC),
(08) bagof((FVars,Cs,Sat),
(09)
(solveFD_ctr(IC,true),
(10)
satisfiable(IC,Sat),
(11)
project_ctrs(FVars,Vars,Cs)
(12)
), LFVarsCsS), !
(13) filter_ctr_list(LFVarsCsS,LICs),
(14) simplify_disj_list(LICs,SLICs),
(15) disj_list_to_ctr(SLICs,ISC),
(16) int_to_domain(ISC,DN,SC).

%
%
%
%
%
%
%
%
%
%
%
%
%
%
%
%

Una etiqueta que almacena el dominio actual
Las variables de entrada no se modifican
Las variables de entrada se guardan para
asociarlas a las nuevas variables resueltas
Reemplaza las variables cuantificadas por nuevas
Se restringen las variables a su dominio
Correspondencia entre dominio enumerado y enteros
(VariablesNuevas,Restricciones,Satisfactible)
Resolucion de restricciones
Comprueba la satisfactibilidad
Restricciones proyectadas sobre variables de entrada
Lista (VariablesNuevas,Restricciones,Satisfactible)
Se filtran las restricciones resueltas
Simplificacion de la lista disyuntiva
Convierte la lista en una restriccion
Traduce el dominio de enteros al enumerado

Nótese que en la linea (05) se reemplazan las variables cuantiﬁcadas por variables nuevas con objeto de evitar colisiones de nombres. La lı́nea (07) realiza
la correspondencia entre los valores del dominio de datos con los números enteros,
mientras que la lı́nea (16) reemplaza los valores enteros resueltos por los valores
correspondientes del dominio de datos. El núcleo de la resolución de restricciones
se encuentra entre las lı́neas (09)-(11) donde, en primer lugar, se intenta resolver
la restricción (véase el siguiente párrafo en el que se describe este predicado). En
segundo lugar, se comprueba su satisfactibilidad tratando de encontrar una solución
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concreta mediante etiquetado. Finalmente, se proyectan las restricciones almacenadas en el almacén de restricciones de SWI-Prolog a las variables relevantes (i.e.,
las que aparecen en la restricción de entrada, además de las nuevas que hayan sido
producidas por el resolutor). Las lı́neas (13)-(15) son necesarias simplemente para
adecuar las estructuras de datos. La lı́nea (17) corresponde al fallo en la resolución,
y se devuelve un valor false que indica insatisfactibilidad.
A continuación se describe el predicado solveFD ctr(+C,-B) que recibe una
restricción y devuelve si es satisfactible o no. El primer caso corresponde a una
restricción soportada por el resolutor de SWI-Prolog (donde #> es el operador de
comparación de restricciones de este resolutor):
solveFD_ctr(X>Y,true) :- !, X#>Y.

Es necesario realizar una gestión especı́ﬁca de la negación como se muestra a
continuación, porque el resolutor subyacente no puede manejarla directamente en
presencia de restricciones no soportadas.
solveFD_ctr(not(C),B) :- !, complement(C,NotC), solveFD_ctr(NotC,B).

El predicado complement(+Restricción,-RestricciónComplementada) calcula la restricción complementada usando los axiomas de la lgica de primer orden.
La disyunción es un ejemplo de restricción no soportada, que se calcula recopilando todas las soluciones (cfr. lı́nea (08)):
solveFD_ctr((C1;_C2),true) :- solveFD_ctr(C1,true).
solveFD_ctr((_C1;C2),true) :- solveFD_ctr(C2,true).

Finalmente se describen los cuantiﬁcadores. En primer lugar, el cuantiﬁcador
existencial se implementa como sigue, donde la penúltima lı́nea trata de encontrar
valores concretos para las variables tales que satisfagan FC (i.e., resultado true):
solveFD_ctr(ex(X,C),B) :- !,
swap(X,_FX,C,FC), % Remplaza X en C por una variable nueva _FX
get_current_domain(DN), constrain_domains(FC,DN),
(solveFD_ctr(FC,true), % Resuelve
satisfiable(FC,true), % Comprueba satisfactibilidad
B=true ; B=false).

El cuantiﬁcador universal se resuelve mediante la imposición de una restricción
conjuntiva C sobre todos los valores de X en el dominio de resolución (cfr. última
lı́nea):
solveFD_ctr(fa(X,C),B) :- !,
get_current_domain(Domain), domain_bounds(Domain,L,U),
(solve_forall(X,C,L,U) -> B=true ; B=false).

donde solve forall(+Var,+Restricción,+Inferior,+Superior) impone la conjunción de Restricción para todos los valores de Var comprendidos entre los lı́mites
Inferior y Superior, como se muestra a continuación (el predicado swap reemplaza las apariciones de la variable X por el valor L en la restricción C dando como
resultado LC).
solve_forall(_,_,L,U) :- L>U, !.
solve_forall(X,C,L,U) :- swap(X,L,C,LC), solveFD_ctr(LC,true), L1 is L+1,
solve_forall(X,C,L1,U).
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La implementación del resolutor de reales es parecida pero más sencilla porque
no hay cuantiﬁcadores universales, ni valores del dominio de datos que asociar.

4

Implementación de la semántica de punto ﬁjo

4.1

Punto ﬁjo por estratos

Asumimos una base de datos estratiﬁcable Delta y la correspondiente partición por
estratos 𝑠𝑡1 , . . . , 𝑠𝑡𝑘 de sus sı́mbolos de predicado (el algoritmo de estratiﬁcación
se verá en la Sección 5). Una cláusula de la forma A :- G se interpreta como
∀𝑋1 , . . . , 𝑋𝑛 (G ⇒ A), siendo 𝑋1 , . . . , 𝑋𝑛 las variables libres de (A, G), y se codiﬁca en
un término Prolog rule(St,Vars,A,G), donde St= 𝑠𝑡𝑟(A), 4 y Vars= [𝑋1 , . . . , 𝑋𝑛 ].
El punto ﬁjo se calculará estrato a estrato (aunque un estrato puede requerir el cálculo del punto ﬁjo para un estrato previo cuando el programa aumenta debido a la implicación, como se verá en la sección 4.4). El predicado
fixPointStrat(+Delta,+St,-Fix) calcula Fix= 𝑓 𝑖𝑥St (Delta). De este modo, si
Delta representa una base de datos tal que St= 𝑠𝑡𝑟(Delta) = 𝑘, este predicado da
𝑓 𝑖𝑥𝑘 (Delta), calculando los puntos ﬁjos previos desde St = 0 hasta St = 𝑘.
fixPointStrat(_Delta,0,[]) :- !.
fixPointStrat(Delta,St,FixSt) :- St1 is St-1,
fixPointStrat(Delta,St1,FixSt1), iterT(Delta,St,FixSt1,FixSt).

Cada punto ﬁjo se evala iterando el operador de punto ﬁjo como sigue:
iterT(Delta,St,I,FixSt) :- opT(Delta,Delta,St,I,TpI),
( I==TpI, !, FixSt=I ; iterT(Delta,St,TpI,FixSt) ).

I representa la interpretación calculada hasta el momento y FixSt será el punto ﬁjo
para el estrato considerado St. El operador se itera hasta que no se pueda añadir
más información a la interpretación (I==TpI), i.e., hemos alcanzado el punto ﬁjo
del estrato St. A continuación detallamos el predicado opT.
4.2

El operador de punto ﬁjo

El predicado opT corresponde a la aplicación del operador 𝑇𝑖 (para algún estrato 𝑖) a una interpretación dada.
Siguiendo la deﬁnición 2.5, el predicado opT(+Rules,+Delta,+St,+I,-TI) recibe en I el conjunto de pares de
𝑇𝑖𝑛 (𝑓 𝑖𝑥𝑖−1 )(Delta) para algún 𝑛 ≥ 0, el estrato 𝑖 = St y calcula TI=
𝑇𝑖𝑛+1 (𝑓 𝑖𝑥𝑖−1 )(Delta).
La llamada a opT desde iterT tiene la forma de
opT(Delta,Delta,St,I,TI), duplicando el parámetro Delta porque utiliza cada
una de las cláusulas de Delta por separado, pero la relación de forzado necesitará
la base de datos completa Delta. Este operador utiliza solo reglas del estrato actual
St (segunda cláusula) y obvia el resto (última cláusula).
opT([],_Delta,_St,I,I).
opT([rule(St,Vars,A,G)|Rs],Delta,St,I,TI) :!, rename(Vars,(A,G),Vars1,(A1,G1)),
flatHead(A1,A2,Cs), buildExists(Vars1,(Cs,G1),G2),
4

La información de estrato se podrı́a anotar una vez por predicado en vez de anotarla en cada regla, pero
tal como está simpliﬁcará el cómputo posterior.
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( force(Delta,I,G2,C), !, addItemLst([(A2,C)],[],I,I1) ; I1=I ),
opT(Rs,Delta,St,I1,TI).
opT([_|Rs],Delta,St,I,I1) :- opT(Rs,Delta,St,I,I1).

La segunda cláusula primero hace algunas transformaciones sobre la regla
rule(St,Vars,A,G): los predicados rename, flatHead y buildExists construyen
el objetivo a forzar G2 = ∃Vars1(G1 ∧ A1 ≈ A2), siendo ∀Vars1(G1 ⇒ A1) una
variante de rule(St,Vars,A,G). Después intenta forzar el objetivo obtenido G2
utilizando Delta y la interpretación computada hasta el momento I. Si tiene éxito
obtenemos la restricción asociada C y añadimos el par (A2, C) a dicha interpretación.
Finalmente, opT realiza la misma operación con el resto de reglas Rs.
4.3

Relación de forzado

Implementamos la relación de forzado ⊨⊨ de la deﬁnición 2.4 mediante el predicado force(+Delta,+I,+G,-C). Dada I = 𝑇𝑖𝑛 (𝑓 𝑖𝑥𝑖−1 )(Delta) para algún 𝑛 ≥ 0 y
un estrato ﬁjado 𝑖 > 0, este predicado tiene éxito si 𝑇𝑖𝑛 (𝑓 𝑖𝑥𝑖−1 ), Delta ⊨⊨ (G, C).
Para comprender la implementación es importante tener presente la naturaleza
determinista de este predicado. La deﬁnición de ⊨⊨ establece condiciones sobre
una restricción 𝐶 con el ﬁn de satisfacer I, Delta ⊨⊨ (G, 𝐶), pero nuestro predicado force debe construir una restricción determinada C. Además, cada posible
restricción respuesta para un objetivo debe ser capturada en una única restricción,
usando disyunciones. Hay una cláusula de force para cada posible forma de objetivo. Las explicamos brevemente, excepto el caso de la implicación que se estudiará
con más detenimiento en la próxima subsección:
force(_Delta,_I,constr(Dom,C),C1) :- !, solve(Dom,C,C1).
force(Delta,I,(G1,G2),C) :!, force(Delta,I,G1,C1), force(Delta,I,G2,C2), solve((C1,C2),C).
force(Delta,I,(G1;G2),C) :- !,
( force(Delta,I,G1,C1), !,
( force(Delta,I,G2,C2), !, solve((C1;C2),C) ; solve(C1,C) )
; force(Delta,I,G2,C2), solve(C2,C) ).
force(Delta,I,(constr(Dom,C)=>G),C2) :!, force(Delta,I,G,C1), constr_conj(Dom,C2,C,C1).
force(Delta,I,ex(X,G),C) :- !, replace(X,X1,G,G1),
force(Delta,I,G1,C1), solve(ex(X1,C1),C).
force(Delta,I,fa(X,G),C) :- !, replace(X,X1,G,G1),
force(Delta,I,G1,C1), solve(fa(X1,C1),C).
force(_Delta,I,not(At),C) :- !, lookUpAll(At,I,Ls),
( Ls==[], !, C=true ; buildNegConj(Ls,NLs), solve(NLs,C) ).
force(_Delta,I,At,C) :- !, lookUpAll(At,I,Cs),
buildDisj(Cs,C1), solve(C1,C).

La primera cláusula fuerza una restricción C asociada a un dominio Dom invocando al resolutor. La segunda fuerza una conjunción G1,G2 mediante el forzado
de ambos objetivos y después resolviendo la conjunción de las restricción respuesta.
Para una disyunción G1;G2 (tercera cláusula) hay cuatro posibles situaciones excluyentes: ambos objetivos se pueden forzar, solo G1, solo G2 o ninguno de ellos;
la restricción respuesta se obtiene resolviendo las restricción correspondiente o fallando (último caso). La cuarta clásula de force corresponde a una implicación
171
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con una restricción como antecedente; en este caso el predicado constr conj obtiene una restricción C2 tal que si I fuerza (G,C1) entonces la conjunción C2,C
equivale a C1. Para el universal, de acuerdo con la deﬁnición 2.4, para encontrar C
tal que I, Delta ⊨⊨ (∀XG, C) se obtiene G1 como resultado de remplazar X por una
nueva variable X1 en G; después se prueba I, Delta ⊨⊨ (G1, C1) y por último C se
obtiene resolviendo ∀X1 C1. Para el existencial, según la deﬁnición 2.4 buscamos C
tal que exista C’ con I, Delta ⊨⊨ (G[X1/X], C′ ) y C ⊢𝒞 ∃X1 C′ , lo que permite en la
implementación tomar C como la forma resuelta de ∃X1 C′ .
Para átomos negados not(At), gracias a la estraﬁcación sabemos que cada posible átomo At deducible de la base de datos, está ya presente en la interpretación actual I. Entonces, mediante lookUpAll(At,I,Ls) se calcula la lista Ls=[C1,...,Cn]
tal que (At,Ci)∈I. En la variable NLs se construye la restricción ¬C1∧...∧¬Cn (o
true si Ls=[]), que debemos resolver para obtener la restricción C que buscamos.
El último caso (por defecto) es el forzado de un átomo At. Como antes, buscamos
todos los pares (At,C1),...,(At,Cn)∈I y después construimos la disyunción
C1=C1∨...∨Cn y la resolvemos con solve.
4.4

El caso D => G de la relación de forzado

La implementación de force(Delta,I,(D=>G),C) requiere un trato especial. En
este caso, de acuerdo con la deﬁnición de la relación ⊨⊨ (ver Deﬁnición 2.4), Delta
se aumenta con la cláusula D. Por lo tanto el conjunto I actual no es válido ahora,
dado que fue calculado para la base de datos Delta. Esto signiﬁca (𝐴, 𝐶) ∈ I ⇔
(𝐴, 𝐶) ∈ 𝑇𝑖𝑛 (𝐼 ′ )(Delta), para el estrato 𝑖 y la iteración 𝑛 que estamos construyendo,
donde 𝐼 ′ es el punto ﬁjo del estrato 𝑖−1, construido para Delta. Siguiendo la teorı́a,
el siguiente paso serı́a demostrar 𝑇𝑖𝑛 (𝐼 ′ ), Delta ∪ {D} ⊨⊨ (G, C). Pero obsérvese que
no se veriﬁca que, para cualesquiera 𝐼, Δ, 𝐷 sea cierto 𝐼(Δ) ⊆ 𝐼(Δ ∪ {𝐷}), luego
aquı́ el conjunto I no va a ser útil ya que solo se han calculado los valores de la
función 𝑇𝑖𝑛 (𝐼 ′ ) para Delta, y además el punto ﬁjo 𝐼 ′ también se ha calculado para
Delta, pero no sabemos nada de 𝑇𝑖𝑛 (𝐼 ′ )(Delta ∪ {D}).
Lo que ocurre es que la deﬁnición del operador de punto ﬁjo no es constructiva
para el caso de la implicación, debido al incremento del conjunto de cláusulas.
Para solventar este obstáculo, se ha adoptado una posición conservadora: construir
localmente el punto ﬁjo del estrato 𝑗 para Delta ∪ {D}, donde 𝑗 es el estrato de G,
es decir 𝑓 𝑖𝑥𝑗 (Delta ∪ {D}) y a continuación probar si 𝑓 𝑖𝑥𝑗 , Delta ∪ {D} ⊨⊨ (G, C).
La correspondiente cláusula para el predicado force es como sigue:
force(Delta,I,(D=>G),C) :- !,
elab(D,De), localRules(De,Ls), getStrat(G,StG),
addLocalRules(Ls,Delta,Delta1), fixPointStrat(Delta1,StG,Fix),
force(Delta1,Fix,G,C).

Las llamadas elab(D, De), localRules(De, Ls) y addLocalRules(Ls, Delta,
Delta1) elaboran el conjunto de cláusulas Delta ∪ {D} para obtener el correspondiente conjunto Delta1 en el formato usado. La llamada fixPointStrat(Delta1,
StG, Fix) encuentra Fix = 𝑓 𝑖𝑥𝑗 (Delta1), donde 𝑗 = StG es el estrato de G, el
consecuente del objetivo inicial D => G.
Pero de esta forma surge el siguiente problema. Sea A :- D => G una cláusula
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en Delta, tal que 𝑠𝑡𝑟(𝐴) = 𝑖. Cuando se intenta añadir un par (A, C) a la actual
I, se ejecuta force(Delta,I,(D=>G),C) (excepto renombramiento de las variables
de D => G). Si el estrato de G es también 𝑖, fixPointStrat(Delta1,i,Fix) será
invocado y de nuevo se ensayará si la cláusula A :- D => G incorpora información
al punto ﬁjo, ya que pertenece al estrato 𝑖. Esto da lugar a un bucle al ser Delta1
aumentado con D una vez más, y ası́ sucesivamente. Sin embargo, si el estrato de
G es 𝑗, 𝑗 < 𝑖, entonces Fix = 𝑓 𝑖𝑥𝑗 (Delta1) se puede construir correctamente. Esta
es la razón por la cual es necesaria una estratiﬁcación más fuerte a la que aparece
en los preliminares y que se explica en la siguiente sección. Nótese que a pesar de
restringir la sintaxis del lenguaje, su capacidad expresiva sigue siendo mucho mayor
que la del álgebra relacional (que no tiene recursión) y la de Datalog (que carece de
cuantiﬁcaciones e implicación).
Una vez calculado el conjunto Fix, es necesario forzar G con esta nueva interpretación y el conjunto aumentado Delta1. Esto se corresponde con force(Delta1,
Fix, G, C), que implica 𝑇𝑖𝑛 (𝐼 ′ ), Delta ∪ {D} ⊨⊨ (G, C), como querı́amos demostrar.

5

Implementación del grafo de dependencias

En [10] se deﬁnió un algoritmo que calcula el grafo de dependencias para cualquier
conjunto de fórmulas de HH¬ (𝒞); las principales ideas y deﬁniciones aparecen en la
sección 2.2. Debido a la problemática introducida por las implicaciones anidadas,
que hemos expuesto previamente, en esta implementación se ha adoptado una
deﬁnición de base de datos estratiﬁcable más restrictiva. Ahora las implicaciones
anidadas introducirán nuevas dependendencias negativas en el grafo. Más precisamente, si 𝐺 ⇒ 𝐴 es una cláusula, tal que 𝐺 contiene un subobjetivo de la forma
𝐷 ⇒ 𝐺′ , entonces el predicado de 𝐴 también depende negativamente de los predicados en 𝐺′ .
El algoritmo de cálculo del grafo de dependencias se expresa mediante las funciones mutamente recursivas 𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒 y 𝑑𝑝𝐺𝑜𝑎𝑙 que se deﬁnen en la ﬁgura 1, y
dependen de la estructura de la fórmula. Se devuelve una terna <𝐸, 𝑁, 𝐼>, donde
𝐸 es un conjunto de arcos, 𝑁 e 𝐼 son conjuntos auxiliares de nodos enlace que
almacenan información sobre los predicados positivos/negativos, y de aquellos involucrados en implicaciones anidadas, respectivamente. Los arcos en el grafo son
¬
de la forma 𝑝 → 𝑞 (𝑞 depende de 𝑝) o 𝑝 → 𝑞 (𝑞 depende negativamente de 𝑝).
Mediante el uso de la función 𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒 es sencillo calcular el grafo de dependencias de un conjunto de clásulas mediante la unión de los arcos que se obtienen
para cada elemento del conjunto.
El grafo de dependencia se usa para deﬁnir la estratiﬁcación en HH¬ (𝒞), que es,
una condición sintáctica que asegura un cálculo ﬁnito para átomos negados.
Ejemplo 5.1 Considérese la cláusula:
𝐷 ≡ ∀𝑥(𝐺 ⇒ 𝑝(𝑥)), donde 𝐺 ≡ ∃𝑦(𝑞(𝑥, 𝑦) ⇒ (𝑟(𝑥) ∧ 𝑠(𝑦))) ∧ ¬𝑡(𝑥), entonces,
𝑑𝑝𝐺𝑜𝑎𝑙(𝐺) =<{𝑞 → 𝑟, 𝑞 → 𝑠}, {𝑞, 𝑟, 𝑠, ¬𝑡}, {𝑟, 𝑠}>,
¬
¬
¬
𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒(𝐷) =<{𝑞 → 𝑟, 𝑞 → 𝑠, 𝑞 → 𝑝, 𝑟 → 𝑝, 𝑠 → 𝑝, 𝑡 → 𝑝}, {𝑝}, {𝑟, 𝑠}>.
La primera componente de la tupla 𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒(𝐷) es el grafo de dependencias
asociado a 𝐷. Una base de datos con solo esta cláusula es estratiﬁcable, pero si se
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(i) 𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒(𝐴) =<∅, {𝑝𝐴 }, ∅>
(ii) 𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒(𝐷1 ∧ 𝐷2 ) =<𝐸1 ∪ 𝐸2 , 𝑁1 ∪ 𝑁2 , 𝐼1 ∪ 𝐼2>
si 𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒(𝐷1 ) =<𝐸1 , 𝑁1 , 𝐼1> y 𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒(𝐷2 ) =<𝐸2 , 𝑁2 , 𝐼2>
(iii) 𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒(∀𝑥 𝐷) = 𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒(𝐷)
(iv) 𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒(𝐺 ⇒ 𝐴) =
∪
∪
∪
¬
¬
<𝐸𝐺 ∪ 𝑛∈(𝑁𝐺 ∖𝐼𝐺 ) {𝑛 → 𝑝𝐴 } ∪ ¬𝑛∈𝑁𝐺 {𝑛 → 𝑝𝐴 } ∪ 𝑛∈𝐼𝐺 {𝑛 → 𝑝𝐴 }, {𝑝𝐴 }, 𝐼𝐺>
si 𝑑𝑝𝐺𝑜𝑎𝑙(𝐺) =<𝐸𝐺 , 𝑁𝐺 , 𝐼𝐺>

(i) 𝑑𝑝𝐺𝑜𝑎𝑙(𝐴) =<∅, {𝑝𝐴 }, ∅>
(ii) 𝑑𝑝𝐺𝑜𝑎𝑙(¬𝐴) =<∅, {¬𝑝𝐴 }, ∅>
(iii) 𝑑𝑝𝐺𝑜𝑎𝑙(𝐶) =<∅, ∅, ∅>
(iv) 𝑑𝑝𝐺𝑜𝑎𝑙(𝐶 ⇒ 𝐺) = 𝑑𝑝𝐺𝑜𝑎𝑙(𝐺)
(v) 𝑑𝑝𝐺𝑜𝑎𝑙(𝐺1 ∧ 𝐺2 ) = 𝑑𝑝𝐺𝑜𝑎𝑙(𝐺1 ∨ 𝐺2 ) =<𝐸1 ∪ 𝐸2 , 𝑁1 ∪ 𝑁2 , 𝐼1 ∪ 𝐼2>
si 𝑑𝑝𝐺𝑜𝑎𝑙(𝐺1 ) =<𝐸1 , 𝑁1 , 𝐼1> y 𝑑𝑝𝐺𝑜𝑎𝑙(𝐺2 ) =<𝐸1 , 𝑁1 , 𝐼1>
(vi) 𝑑𝑝𝐺𝑜𝑎𝑙(∀𝑥 𝐺) = 𝑑𝑝𝐺𝑜𝑎𝑙(∃𝑥 𝐺) = 𝑑𝑝𝐺𝑜𝑎𝑙(𝐺)
∪
∪
∪
¬
(vii) 𝑑𝑝𝐺𝑜𝑎𝑙(𝐷 ⇒ 𝐺) =<𝐸𝐷 ∪𝐸𝐺 ∪ 𝑚∈𝑁𝐺 ( 𝑛∈𝑁𝐷 {𝑛 → 𝑚} ∪ ¬𝑛∈𝑁𝐷 {𝑛 → 𝑚}), 𝑁𝐷 ∪𝑁𝐺 , 𝑁𝐺>
si 𝑑𝑝𝐶𝑙𝑎𝑢𝑠𝑒(𝐷) =<𝐸𝐷 , 𝑁𝐷 , 𝐼𝐷> y 𝑑𝑝𝐺𝑜𝑎𝑙(𝐺) =<𝐸𝐺 , 𝑁𝐺 , 𝐼𝐺>
Notación: 𝑝𝐴 representa el sı́mbolo de predicado del átomo 𝐴.
Fig. 1. Grafo de dependencias para cláusulas y objetivos

añade la cláusula 𝐷′ ≡ ∀𝑥∀𝑦(𝑝(𝑥) ⇒ 𝑞(𝑥, 𝑦)) se convierte en no estratiﬁcable.

□

El algoritmo especı́ﬁco que encuentra una estratiﬁcación para Δ (o comprueba
que no es estratiﬁcable) asocia a cada predicado 𝑝 una variable entera 𝑋𝑝 ∈ [1..𝑁 ], 𝑁
= número de predicados de Δ y genera el sistema de inecuaciones: cada dependencia
¬
𝑝 → 𝑞 produce 𝑋𝑝 ≤ 𝑋𝑞 y 𝑝 → 𝑞 produce 𝑋𝑝 < 𝑋𝑞 . Entonces, si el sistema se
puede resolver se asocia el estrato 𝑋𝑝 a cada 𝑝.
Una estratiﬁcación para la cláusula 𝐷 del ejemplo 5.1 dará el estrato 1 a todos
sus predicados menos a 𝑝, que estará en el estrato 2. En concreto 𝑋𝑞 < 𝑋𝑝 .
Intuitivamente, para evaluar 𝑝 el resto de predicados se deben evaluar antes, en
particular 𝑞 que interviene en una implicación anidada. Considerando la cláusula
𝐷′ anterior, tenemos 𝑋𝑞 ≥ 𝑋𝑝 , con lo que el sistema de inecuaciones no tiene
solución.

6

Conclusión

Para terminar mostraremos el resultado del cálculo del punto ﬁjo del ejemplo 1.1.
La estratiﬁcación, asocia el estrato 1 a client, pastDue, mortgageQuote, debtor,
interestRate; el estrato 2 a newMortgage y el estrato 3 a personalCredit. En la
primera iteración del primer estrato se obtienen los pares correspondientes a la base
de datos extensional. El punto ﬁjo del primer estrato requiere una iteración más. A
continuación se calcula el punto ﬁjo del segundo estrato y por último el punto ﬁjo
ﬁnal será el del tercer estrato, que estará formado por los pares antes mencionados
y los siguientes:
[ (debtor(smith), true), (interestRate(brown, 2), true),
(interestRate(X, Y), X=smith, Y=5;X=mcandrew, Y=5),
(newMortgage(X, Y), Y<=200.0, X=brown;Y<=1100.0, X=mcandrew)

174
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(personalCredit(X, Y), X/=brown, X/=mcandrew, Y>=1500.0;
Y<1500.0, X=brown; Y<1500.0, X=mcandrew)]

Las grandes diﬁcultades de la implementación de nuestro sistema han consistido
en adaptar las técnicas habituales de construcción de puntos ﬁjos estratiﬁcados no
solo para que se pueda trabajar con restricciones, sino también para que se tenga
en cuenta el hecho de que la base de datos crece dinámicamente con cláusulas
locales, cuando se formula una consulta hipotética. El próximo paso será extender
el prototipo para poder trabajar con sistemas de restricciones cooperantes.
Agradecimientos: A Jan Wielemaker, autor de SWI-Prolog, y a Markus Triska, autor de la
biblioteca de dominios ﬁnitos para este sistema, por su amabilidad al ayudarnos en el desarrollo de nuevas
caracterı́sticas que necesitamos para la implementación de nuestros sistemas de restricciones.
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Abstract
Constructor-based term rewriting systems are a useful subclass of TRS, in particular for programming
purposes. In this kind of systems constructors determine a universe of values, which are the expected
output of the computations. Then it would be natural to think of a semantics associating each expression
to the set of its reachable values. Somehow surprisingly, the resulting semantics has poor properties, for it is
not compositional nor fully abstract when non-conﬂuent systems are considered. In this paper we propose
a novel semantics for expressions in constructor systems, which is compositional and fully abstract (with
respect to sensible observation functions, in particular the set of reachable values for an expression), and
therefore can serve as appropriate basis for semantic based analysis or manipulation of such kind of rewrite
systems.
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Abstract
Nominal Logic is an extension of ﬁrst-order logic with equality and mechanisms for renaming via nameswapping, for name-binding, and for freshness of names. It also provides a new quantiﬁer (Gabbay
and Pitts 1999), to modeling name generation and locality. It was introduced at the beginning of this decade
by Pitts (Pitts, 2001, 2003). These ﬁrst works have inspired a sequel of papers where bindings and freshness are introduced in other topics, like equational logic (Clouston and Pitts, 2007), rewriting (Fernández
and Gabbay, 2005, 2007), uniﬁcation (Urban, Pitts and Gabbay, 2003, 2004; Calvés and Fernández, 2008),
and Prolog (Cheney and Urban, 2004, 2005).
This paper is concerned with Nominal Uniﬁcation, an extension of ﬁrst-order uniﬁcation where terms can
contain binders and uniﬁcation is performed modulo alpha-equivalence. Moreover, (ﬁrst-order) variables
(unknowns) are allowed to capture bound variables (atoms). This breaks a fundamental principle of lambdacalculus.
The main beneﬁt of nominal logic, compared to a higher-order logic, is that it allows the use of binding and
alpha-equivalence without the other diﬃculties associated with the lambda-calculus. In particular, with
respect to uniﬁcation, we have that nominal uniﬁcation is unitary (most general uniﬁers are unique) and
decidable, whereas higher-order uniﬁcation is undecidable and inﬁnitary (Lucchesi, 1972; Goldfarb, 1981;
Levy, 1998; Levy and Veanes, 2000).
Despite these diﬀerences, nominal uniﬁcation can be seen from a higher-order perspective. From this view,
we show that full higher-order uniﬁcation is not needed, the Higher-order Pattern Uniﬁcation fragment is
enough. This subclass of problems was proposed by Miller (Miller, 1991). Contrarily to general higherorder uniﬁcation, higher-order pattern uniﬁcation is decidable and unitary (Miller, 1991; Nipkov, 1993).
Moreover, the problem can be solved in linear time (Qian, 1996). We show how to quadratically reduce
nominal uniﬁcation to higher-order pattern uniﬁcation. Then, Qian’s result implies its decidability in
quadratic time, and Miller’s result, the uniqueness of most general uniﬁers.
Keywords: Nominal Logic, Higher-Order Uniﬁcation.
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Abstract
We describe a method that permits the user of a mechanized mathematical logic to write elegant logical
deﬁnitions while allowing sound and eﬃcient execution. In particular, the features supporting this method
allow the user to install, in a logically sound way, alternative executable counterparts for logically deﬁned
functions. These alternatives are often much more eﬃcient than the logically equivalent terms they replace.
These features have been implemented in the ACL2 theorem prover, and we discuss several applications of
the features in ACL2.
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Abstract
This paper presents a graphical user interface (GUI) for the Maude-NPA, a crypto protocol analysis tool that
takes into account algebraic properties of cryptosystems not supported by other tools, such as cancellation
of encryption and decryption, Abelian groups (including exclusive or), and modular exponentiation. MaudeNPA has a theoretical basis in rewriting logic, uniﬁcation and narrowing, and performs backwards search
from a ﬁnal attack state to determine whether or not it is reachable from an initial state. The GUI animates
the Maude-NPA veriﬁcation process, displaying the complete search tree and allowing users to display
graphical representations of ﬁnal and intermediate nodes of the search tree. One of the most interesting
points of this work is that our GUI has been developed using the framework for declarative graphical
interaction associated to Maude that includes IOP, IMaude and JLambda. This framework facilitates the
interaction and the interoperation between formal reasoning tools (Maude-NPA in our case) and allows
Maude to communicate easily with other tools.
Keywords: Graphical user interface, Maude-NPA, IOP, IMaude, JLambda, Maude
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Introduction

The Maude-NRL Protocol Analyzer is a tool for analyzing cryptographic protocols
that takes into account the equational properties of the cryptosystems involved.
These include, for example, exclusive or and Diﬃe-Hellman exponentiation. But
a key property of Maude-NPA that it is designed to, is be extensible, that is, the
procedures and techniques used by the tool are general enough so that they can be
readily extended to include new equational theories as they arise.
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A good graphical user interface can do much to help the extensibility and usability of Maude-NPA. For the general user, it can provide graphical representations
of both successful and failed attack paths, helping the user understand the reasons
behind the success or failure of a protocol. For an advanced user, who may be trying
out new equational theories, it can provide a closer look at the search tree, indicating where a state explosion is occurring that may indicate a problem that must be
redressed by better mechanisms for the new theory. For the tool developers, a close
look at problematic nodes on both full and partial search trees may gain insight
into why the state explosion is occurring and what mechanisms need to be devised
or improved to address the problem. But, in order to provide all these services, the
GUI must animate, not only successful attacks, but the entire Maude-NPA search
process. Thus, the services it provides must go much beyond those oﬀered by a
usual GUI.
The desirable features mentioned above for the Maude-NPA GUI are not obtained by following a standard approach to GUI development. Indeed, we seriously
doubt that a standard approach using a conventional programming language could
have given us the simplicity, levels of abstraction, and ﬂexibility for the GUI features and ease of evolution that we need in a tool like the Maude-NPA whose design
is still evolving. Instead, our approach to GUI design is based on a philosophical
viewpoint that regards GUI interactions as another form of rewriting; speciﬁcally,
it is based on a declarative, rewriting-based approach to GUI design.
We can summarize this declarative approach as follows. First of all, the rewriting
logic approach to concurrent object interaction [20,21], in which object transitions
are speciﬁed by rewrite rules, is adopted as the semantic framework for both the
Maude-NPA, where cryptographic protocols are indeed speciﬁed this way, and for
the Maude-NPA’s GUI. That is, the tool’s GUI and its interactions with the user
are also speciﬁed by rewrite rules in which proxy GUI objects interact with the
user and with an encapsulation of Maude-NPA by message passing. Second, a GUI
implementation is then derived from its rewriting logic speciﬁcation by mapping
these proxy objects to corresponding graphical objects that appear like built-in external objects supported by the Maude infrastructure [8]. The implementation of
the graphical objects and message passing communication with these external objects is achieved using the InterOperability Platform (IOP), that supports the actor
model, and its associated IMaude library [18] (see Section 3). The infrastructure
used to build the Maude-NPA GUI is quite general, extending Maude to provide a
framework on top of which many interesting applications and graphical interfaces
can be built.
1.1

Related work

The area of formal analysis of cryptographic protocols has been an active one since
the mid 1980’s. The idea is to verify protocols that use encryption to guarantee secrecy and authentication of data to ensure security against an attacker (commonly
called the Dolev-Yao attacker) who has complete control of the network, and can
intercept, alter, and redirect traﬃc, create new traﬃc on his/her own, perform all
operations available to legitimate participants, and may have access to some subset
of the longterm keys of legitimate principals. In the simplest case, cryptosystems
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are assumed to behave like black boxes: an attacker knows nothing about encrypted
data unless it has the appropriate key. In more sophisticated analyses, the cryptosystem may be assumed to obey a set of equational properties, as in our own tool,
Maude-NPA, or may even be fully speciﬁed in the type of computational model
used by cryptographers. Whatever approach is taken, the use of formal methods
has had a long history, not only for providing formal proofs of security, but also for
uncovering bugs and security ﬂaws that in some cases had remained unknown long
after the original protocol’s publication.
A number of approaches have been taken to the formal veriﬁcation of cryptographic protocols. One of the most popular is model checking, in which the interaction of the protocol with the attacker is symbolically executed. Indeed, modelchecking of secrecy (and later, authentication) in protocols in the bounded-session
model (where a session is a single execution of a process representing an honest
principal) has been shown to be decidable [24], and a number of bounded-session
model checkers exist. Moreover, a number of unbounded model checkers, of which
Maude-NPA is one, either make use of abstraction to enforce decidability, or allow
for the possibility of non-termination.
The earliest tools, such as the Interrogator [16] and the NRL Protocol Analyzer
(NPA) [19], while not strictly speaking model checkers, relied on state exploration,
and, in the case of NPA, could be used to verify security properties speciﬁed in a
temporal logic language. Later, researchers used generic model checkers to analyze
protocols, such as FDR [17] and later Murphi [22]. More recently the focus has been
on special-purpose model checkers developed speciﬁcally for cryptographic protocol
analysis, such as Blanchet’s ProVerif [6], the AVISPA tool [4], and Maude-NPA
itself [13].
One of the advantages of using model-checkers is that they give explicit counterexamples, which can provide insights into the reasons why a system fails to satisfy its
speciﬁcation. In the case of cryptographic protocol analysis tools, such counterexamples are very amenable to graphical expression: each process (including attacker
processes) can be written as a sequence of nodes, which represent either sending or
receiving messages. If a process sends a message to another, this can be written as
an arrow from the sending node to the receiving node. The popular strand space
model [27], upon which a number of tools, including Maude-NPA, is based, makes
use of such notation and formalizes it.
GUI interfaces for protocol analysis tools have thus traditionally focused on
model-checkers. They generally fall into two categories: interfaces that assist the
user in specifying protocols that are input into the tool, and interfaces that assist
the user in understanding the output.
Probably the earliest case of the latter was one of the ﬁrst protocol analysis
tools developed, the Interrogator [16]. The Interrogator performed a depth-ﬁrst
backwards search from an insecure state. Each time it could go no further along
a path, whether the result was successful or not, it would display the result in a
graphical form, thus giving an animation of the tool’s search process. A graphical
representation of a normal execution was also used to assist the user to specify
attack states to be searched for.
A more recent example of a graphical output interface is the Scyther tool [9].
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It searches from instances of roles, generating all trace patterns that are consistent
with it. The Scyther tool outputs graphical representations of these trace patterns.
Unlike the Interrogator, however, it does not output partial or unsuccessful patterns.
Regarding GUIs that assist protocol speciﬁcations, one prominent example is
SPAN [7], a companion tool for AVISPA. SPAN is a graphical protocol animator
that allows a user to check the validity of speciﬁcations written in the AVISPA input
language, HLPSL. SPAN allows the user to step through executions of a protocol
in the absence of an intruder, determining whether or not it is behaving according
to the intended way. SPAN can also be used with the intruder present to construct
attacks on protocols, although it does not ﬁnd them automatically; the user must
choose each step to execute out a set presented to him by the tool.
Another example of a GUI that assists protocol speciﬁcations, with a very different approach, is the Protocol Derivation Assistant (PDA) [3]. PDA allows the
user to specify not only single protocols, but families of protocols, using graphical
techniques for constructing new protocols out of old ones. PDA also supports integration with diﬀerent speciﬁcation and analysis frameworks, so it can be used as
an interface with diﬀerent formal tools.
All of the above GUIs, except to a certain extend the Interrogator, have one
thing in common. They assist the user either in specifying input into a protocol
analysis tool or interpreting the output of the tool. But they do not provide much
insight into the workings of the analysis tool itself. But this can be very helpful,
especially in a tool like Maude-NPA that takes an extensible approach to incorporating new equational theories. Being able to examine the results of partial and
failed searches can help a user understand why a particular protocol or a new equational theory is producing a state explosion or inﬁnite loops, and what needs to be
done to address the problems. It can also provide assistance in the debugging of
protocol speciﬁcations, in a way similar to the SPAN tool. Finally, an understanding of partial and failed searches can be useful in identifying the key assumptions
upon which a protocol’s security depends, a piece of information which is otherwise
diﬃcult to get from model-checkers. For these reasons we have decided to develop
an interface for Maude-NPA that goes beyond what GUIs for protocol analysis tools
usually provide, and gives the user a complete animation of the Maude-NPA search
tree generation process which she can search at will.
1.2

Structure of the paper

The rest of this article is organized as follows. In Section 2, we introduce the
Maude-NPA tool and its use. Section 3 presents some background about the IOP,
IMaude and JLambda frameworks. In Section 4, we give some details on how the
Maude-NPA GUI has been actually implemented using the IOP-IMaude framework.
Section 5 describes in detail the features of the Maude-NPA GUI, including some
pictures. In Section 6, we ﬁnish with some conclusions and plans for future work.

2

Maude-NPA

Maude-NPA is a tool for ﬁnding attacks, or proving their absence, in a cryptographic
protocol. It uses backwards search from insecure states. It analyzes inﬁnite state
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systems including an active intruder, making no abstraction or approximation of
nonces, and with an unbounded number of sessions. In order to reduce the search
space it uses various optimization techniques, to prevent inﬁnite loops and to avoid
useless transitions to unreachable states.
One major feature of the tool is that it supports algebraic identities obeyed by
the crypto-algorithm, such as exclusive or, exponentation and encryption/decryption
cancellation. The ultimate goal, however, is for the equational theories oﬀered by
Maude-NPA to be user extensible so that new equational theories falling into a
broad class can be introduced.
The protocol model used by Maude-NPA is based on the popular strand space
model introduced by Thayer, Herzog and Guttman in [27]. Each local execution or
session of an honest principal is represented by a sequence of positive and negative
terms called a strand. These terms are built from variables, function symbols and
constants. Negative terms represent received messages, and positive terms stand
for sent messages. An example of a strand is given below:
[ 𝑝𝑘𝑒(𝐵, 𝑁𝐴 ; 𝐴)+ , 𝑝𝑘𝑒(𝐴, 𝑁𝐴 ; 𝑁𝐵 )− , 𝑝𝑘𝑒(𝐵, 𝑁𝐵 )+ ]
This strand tells us that a principal 𝐴 ﬁrst sends a message with a nonce (𝑁𝐴 )
concatenated with her name (𝐴) encrypted under 𝐵’s public key. Then, she receives
a message encrypted with her public key that contains her previously sent nonce
concatenated with a nonce (𝑁𝐵 ) (presumably from 𝐵). Finally, she sends the nonce
𝑁𝐵 encrypted under 𝐵’s public key.
Each intruder action is also represented by a strand. The following intruder
strand
[ 𝑋 − , 𝑌 − , (𝑋; 𝑌 )+ ]
shows that the intruder has the ability to concatenate two messages, once he or she
has learned them.
A strand may contain variables, except for terms of type Fresh, which are
always constant (i.e., they are used in nonces). Strands are annotated with the
fresh variables generated by that principal. The following example is an honest
principal strand speciﬁed in Maude-NPA and annotated with the fresh variable
“r ” used for nonce 𝑛(𝐴, 𝑟):
:: 𝑟 :: [ 𝑝𝑘𝑒(𝐵, 𝑛(𝐴, 𝑟); 𝐴)+ , 𝑝𝑘𝑒(𝐴, 𝑛(𝐴, 𝑟); 𝑁𝐵 )− , 𝑝𝑘𝑒(𝐵, 𝑁𝐵 )+ ]
As one of the techniques to avoid inﬁnite loops, Maude-NPA relies on the assumption that an attacker never learns a term more than once, so the tool must
keep track of what terms are learned and when during a backwards search. Backwards search means that we know what the intruder knows in the future, but we
have an incomplete picture of what the intruder learned in the past. We need to
determine the concrete moment when the intruder learns something. Such augmentations of the strand space model to include state are not new (see for example [23],
which includes an explicit representation of the knowledge of each principal), but
the Maude-NPA requirements are somewhat unusual in that the use of backwards
search necessitates an explicit representation of what will happen in the future.
Thus the original strand space model is augmented to include the notion of time in
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terms of “past”, “future”, and “present”. The strands used in Maude-NPA include
a marker which denotes the current state of the execution. This marker separates
the past and the future messages of a strand and allows Maude-NPA to perform
a backwards search through the strands from a ﬁnal state towards an initial state.
The notion of present tells what the intruder knows in the present, which is denoted
by expresions of the form 𝑡 ∈ 𝐼. The notion of future means what the intruder does
not know in the present but will deﬁnitely learn in the future, which is denoted by
expresions of the form 𝑡 ∈
/ 𝐼.
In our tool a state is represented by a set of strands plus the intruder knowledge
and looks like this:
±
±
±
[ 𝑚±
11 , . . . ∣ . . . , 𝑚𝑘1 1 ] & . . . & [ 𝑚1𝑛 , . . . ∣ . . . , 𝑚𝑘𝑛 𝑛 ]

&{𝑡1 ∕∈ 𝐼, . . . , 𝑡𝑚 ∕∈ 𝐼, 𝑠1 ∈ 𝐼, . . . , 𝑠𝑚′ ∈ 𝐼}
where:
±
±
±
(i) Each strand is divided into past and future [ 𝑚±
1 , . . . , 𝑚𝑖 ∣ 𝑚𝑖+1 , . . . , 𝑚𝑘 ],
±
±
±
±
where 𝑚±
1 , . . ., 𝑚𝑖 is the past, 𝑚𝑖+1 is the present, and 𝑚𝑖+2 . . . , 𝑚𝑘 is the
future.
±
(ii) An initial strand is one in which the past part is empty: [ 𝑛𝑖𝑙 ∣ 𝑚±
1 , . . . , 𝑚𝑘 ].
On the other hand, a ﬁnal strand is one in which the future part is empty:
±
[ 𝑚±
1 , . . . , 𝑚𝑘 ∣ 𝑛𝑖𝑙 ].

(iii) The intruder knowledge contains terms of the form 𝑚 ∈ 𝐼 and 𝑚 ∕∈ 𝐼, where
𝑚 ∈ 𝐼 means what the intruder knows 𝑚 in the present and 𝑚 ∕∈ 𝐼 denotes
terms the intruder does not know in the present but will deﬁnitely learn in the
future.
(iv) The initial intruder knowledge is a set without 𝑚 ∈ 𝐼 terms, i.e., a set of the
form {𝑡1 ∕∈ 𝐼, . . . , 𝑡𝑛 ∕∈ 𝐼}, whereas the ﬁnal intruder knowledge is a set without
𝑚 ∕∈ 𝐼 terms, i.e., a set of the form {𝑠1 ∈ 𝐼, . . . , 𝑠𝑚 ∈ 𝐼}.
From a given ﬁnal attack state, Maude-NPA executes the protocol backwards
to an initial state, if possible. The ﬁrst step before actually starting the backwards
search is to prove lemmas about unreachable states by generating the grammars
of the protocol. These grammars help to reduce the search space (see [11]) and
are automatically generated by the tool. For each intermediate state found in the
backwards execution, the tool checks whether it is unreachable using such lemmas
(and other techniques, see [12]) and discards it if so.
The analysis must start with a ﬁnal state describing the attack state and including some ﬁnal strands and some intruder knowledge, typically with terms of
the form 𝑚 ∈ 𝐼. Variables in the ﬁnal attack state are appropiately instantiated
by backwards narrowing. The number of strands and intruder facts is increased by
backwards narrowing.
Let us brieﬂy explain how the backwards narrowing analysis is performed. Given
a state, we ﬁx a concrete strand in the state and a message 𝑚±
𝑖𝑗 in the past part of
−
±
such strand. If 𝑚𝑖𝑗 is a negative node (𝑚𝑖𝑗 ), then it is (i) either 𝐸-uniﬁed with a
term 𝑠𝑘 already known by the intruder (i.e., a fact 𝑠𝑘 ∈ 𝐼 appears in the intruder
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knowledge of the given state), or (ii) included into the intruder knowledge of the
given state as a new challenge 𝑚𝑖𝑗 ∈ 𝐼, but only if it is not already present in the
intruder knowledge. Action (i) means that the message 𝑚−
𝑖𝑗 received by a strand
comes from the intruder, who knows that message. Action (ii) means that the
intruder must know message 𝑚𝑖𝑗 and we include it into the set of challenges for
+
the intruder. If 𝑚±
𝑖𝑗 is a positive node (𝑚𝑖𝑗 ), it is (iii) either accepted but without
increasing the intruder knowledge, or (iv) 𝐸-uniﬁed with a term 𝑠𝑘 known by the
intruder (i.e., a fact 𝑠𝑘 ∈ 𝐼 appears in the intruder knowledge of the given state),
and the fact 𝑠𝑘 ∈ 𝐼 is transformed into 𝑠𝑘 ∕∈ 𝐼. Action (iii) means that the message
𝑚𝑖𝑗 output by a strand is not relevant for the intruder. Action (iv) means that
the message 𝑚𝑖𝑗 output by a strand is used by the intruder to learn it, actually
describing when he learned it. In order to allow an unbounded number of strands,
the tool adds new strands containing messages of the form 𝑚+
𝑗 such that 𝑚𝑗 𝐸uniﬁes with a message 𝑠𝑘 known by the intruder (i.e., 𝑠𝑘 ∈ 𝐼 appears in the intruder
knowledge) and also transforms the fact 𝑠𝑘 ∈ 𝐼 into 𝑠𝑘 ∕∈ 𝐼. Further details and
protocol examples can be found in [13].

3

The InterOperability Platform (IOP) and IMaude

The InterOperability Platform (IOP) [18] was developed to facilitate the interaction and interoperation between formal reasoning tools. In particular IOP enables
Maude to communicate with other tools, thus making it a good starting point for
developing a GUI for Maude-NPA. IMaude is a set of Maude modules that provide
basic features needed to program interactive assistants in Maude. The combination
of IOP and IMaude has been used in several projects, including Remote Agents (providing an interactive graphical interface to an executable speciﬁcation of a simple
remote robot) [10] and the Pathway Logic Assistant [26,25] (an interactive graphical
interface for visualizing and analyzing formal models of cellular signaling processes).
The next subsections explain in more detail the main components used to develop
the Maude-NPA GUI: the IOP Interaction Model, Interactive Maude (IMaude), and
the graphical interaction package g2d.
3.1

IOP Interaction Model

The IOP Interaction model is based on the actor model of distributed computation
[14,15,5,1,2]. The actor model is a model of distributed computation based on the
notion of independent computational agents, called actors, that interact solely via
message passing. An actor can create other actors; send and receive messages; and
modify its own local state. An actor can only aﬀect the local state of other actors by
sending them messages, and it can only send messages to its acquaintances—either
actors whose names it was given upon creation, or names it received in a message or
names of actors it created. Actor semantics admits only fair computations, which
in the simplest case means reliable message delivery.
In the IOP architecture there is a dynamic pool of actors, since new actors can
be created and existing actors can be destroyed. There are also three independent
processes that manage these actors: (i) Main, which creates and conﬁgures the
system; (ii) Registry, also called the system actor, that keeps track of the current
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actors and maintains the lines of communications; and (iii) IOP GUI.editor, which
allows the user to communicate with any of the actors 7 .
An IOP actor is one or more UNIX style processes registered within the system.
Each one has three FIFOs (i.e., UNIX style pipes). Its stdin, stdout and stderr
ﬁle descriptors are redirected to one of these FIFOs. An actor can be created at
the startup (these are the initials actors), in response to some event, or by the user
or another process asking the system actor to do so.
IOP comes with a basic set of actors. The most important for our purposes
are: (i) the System actor, (ii) the GUI.editor, (iii) the Maude actor, and (iv) the
Graphics2D actor. The Maude actor is a Maude process encapsulated in a wrapper
that enables interaction with other actors.
Communication between actors is performed via asynchronous message passing
through the IOP registry, which acts as a post oﬃce, routing the messages from each
sender actor to the desired target actor. There exist several forms of communication:
(i) inter-actor, i.e., from one actor to another; (ii) meta-actor, i.e., from an actor
to the registry; and (iii) interface, i.e., between the GUI.editor and an actor (the
registry or any other actor).

3.2

Interactive Maude (IMaude)

Interactive Maude (IMaude) is a collection of Maude modules that support writing
interactive Maude applications where rewriting is interleaved with communications
with the environment and the IMaude application’s state persists across communications.
An IMaude state has the form
[ input, st( control, wait4s, requests, environment, log), output ]
where the notation “[input,state,output]” is standard for user interfaces in
Maude (see LOOP-MODE in [8]) and each IMaude component is described as follows:
∙

control: it contains either the request currently being processed or the constant
ready if there is none.

∙

wait4s: a set of the suspended tasks waiting to handle incoming messages.

∙

requests: a queue of requests waiting to be processed by IMaude.

∙

environment: contains a set of entries mapping identiﬁers to data values.

∙

component: a list of log items for debugging by allowing events and status to be
recorded as requests are being processed.

IMaude provides rules for receiving, queueing, and scheduling requests (generated by incoming IOP messages, or by internal rewrites), deﬁning continuations
to receive replies to outgoing IOP messages. It provides mechanisms to ensure sequential processing when needed, and enabling reactive response. Built-in requests
include saving and restoring the state, and access to the ﬁle system.

7

This should not be confused with the Maude-NPA GUI, since they are not the same.
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3.3

The g2d package and the Graphics2d actor

The graphical interaction package g2d is a Java package designed to simplify developing interactive visualizations for formal models and reasoning systems. It consists
of two main components—the JLambda programming language and interpreter and
the Glyphish hierarchy—together with additional classes for organizing window elements.
JLambda is an untyped Scheme-like lexically scoped interpreted language, that
provides a runtime interface to available Java classes, using Java’s built-in reﬂective capabilities. Since it is interpreted, JLambda expressions can be evaluated at
runtime.
The Glyphish hierarchy is a Java class hierarchy that provides abstractions for
creating interactive graphical objects, including specifying their shape, color, location, and behavior (reaction to events). Groups of glyphish objects can be encapsulated as a single glyphish object. The g2d package also provides classes for deﬁning
and displaying graphs whose nodes and edges are glyphish objects.

4

The Maude-NPA GUI in IOP-IMaude

There are two key aspects to developing an interactive graphical assistant using IOPIMaude. Namely, what objects of the model (Maude-NPA in our case) to represent
(and how), and what requests to the model can be made via these objects. Once
those two aspects are decided, there are two parts to implement: extending IMaude
to handle those input requests and produce the result to such input requests as
descriptions of graphical objects to be presented to the user. Usually, the input
requests are sent as IOP messages from the graphics2d actor to the Maude actor
(as the result of a Java event in the graphical interface such as clicking a button) and
the output to each request is sent as an IOP message from the Maude actor back
to the graphics2d actor. Note that the descriptions of graphical objects generated
as the output to a request are JLambda functions that realize the descriptions
produced by the IMaude NPA Assistant, including other necessary actions such as
organizing window elements, menus and toolbars. There is substantial ﬂexibility as
to how much detail is ﬁlled in by IMaude and how much is done in JLambda; or,
in other words, how much of the interface is dynamically generated by IMaude and
how much of it is statically created at the design stage. Figure 1 summarizes the
Maude-NPA GUI infrastructure.
Let us now explain in detail one concrete sequence of actions and events, namely
generating more levels of the Maude-NPA backwards search space. As explained in
Section 5 below, this action is activated by clicking the “Next” button. First, at design stage, we created a JLambda function nextClosure as the event listener of the
“Next” button. When clicked, this JLambda function retrieves the number of levels
to be generated and sequentially calls another JLambda function nextClosureRec
as many times as levels to generate. This function is ultimately responsible for
sending the request to IMaude:
(sinvoke "g2d.util.ActorMsg"
"send" "maude" gname (concat "nextLevel "
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Fig. 1. Overview of the Maude-NPA GUI.

that calls the method send of the Glyphish class ActorMsg in order to make the
graphics2d actor send an IOP message to the Maude actor (denoted by the string
maude) on behalf of the search tree graph object (denoted by the variable gname)
such that the contents of the IOP message is a string of the form “nextLevel 1”.
On the IMaude side, the received IOP message is added to the request queue
and is processed using the following (partially described) Maude rewrite rule:
crl[nextLevel]:
[nil,st(processing(req(’nextLevel,...)),wait4s,reqQ,es,log),outQ]
=>
[nil,st(ready,wait4s,(reqQ reqQ1),es’,log),outQ]
if es’ := nextLevel(...)
/\ reqQ1 := req(’extendTree,...,
req(’redisplayNPATree,...,reqQ0)) .
where the Maude operator nextLevel is ultimately responsible for calling MaudeNPA and generating a new environment es’ that contains the next level of the
search space as a string to be transmitted. In this rewrite rule, two more requests
reqQ1 are added to the IMaude request queue reqQevel, namely extendTree and
redisplayNPATree. These two requests will be processed by IMaude rewrite rules
as follows. The rule for extendTree: (i) extends the IMaude local copy of the search
tree, (ii) sends a request extendNPATree containing the string stored in es’ to the
graphics2d actor, and (iii) waits for the graphics2d actor to acknowledge. In response, the graphics2d actor, applies the deﬁned JLambda function extendNPATree
that processes the string, extracting a description of the new tree nodes, adding the
information to the search tree graph, and sending an acknowledgement to IMaude.
When IMaude receives the acknowledgement, the request redisplayNPATree is processed and a redisplayNPATreeExp request is sent to the graphics2d actor, which
forces it to redisplay the graphic representation of the search space. The user then
sees the extended search tree.

5

A Sample Session with the Interface

The current version of the GUI developed for Maude-NPA allows the user to analyze a crypto protocol speciﬁcation by displaying the search space tree obtained by
Maude-NPA. Apart from displaying the search space as a tree, the user can obtain
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the textual information of each state in the tree and, as a new special feature, can
obtain a pictorial representation of the state strands. Let us consider the famous
Needham-Schroeder public key protocol (NSPK) for demonstrating the tool. We
recall the informal speciﬁcation of NSPK, as follows:
𝐴 → 𝐵 : 𝑝𝑘(𝐵, 𝑁𝐴 ; 𝐴)
𝐵 → 𝐴 : 𝑝𝑘(𝐴, 𝑁𝐴 ; 𝑁𝐵 )
𝐴 → 𝐵 : 𝑝𝑘(𝐵, 𝑁𝐵 )
where 𝑁𝐴 and 𝑁𝐵 are nonces generated by the respective principals. The description
of the NSPK protocol using strands is as follows:
:: 𝑟 :: [ 𝑝𝑘𝑒(𝐵, 𝑛(𝐴, 𝑟); 𝐴)+ , 𝑝𝑘𝑒(𝐴, 𝑛(𝐴, 𝑟); 𝑁𝐵 )− , 𝑝𝑘𝑒(𝐵, 𝑁𝐵 )+ ]
:: 𝑟′ :: [ 𝑝𝑘𝑒(𝐵, 𝑁𝐴 ; 𝐴)− , 𝑝𝑘𝑒(𝐴, 𝑁𝐴 ; 𝑛(𝐵, 𝑟′ ))+ , 𝑝𝑘𝑒(𝐵, 𝑛(𝐵, 𝑟′ ))− ]
The ﬁrst step is to select the protocol to be analyzed. The user can either
load his/her own protocol speciﬁcation ﬁle or select one of the provided examples.
As explained in Section 2, Maude-NPA must generate the grammars associated to
the attack state. The user can provide a grammar ﬁle if he/she has analyzed the
same protocol speciﬁcation before, avoiding its generation. Otherwise, Maude-NPA
will generate it, thus increasing the load time. More than one attack state can
be deﬁned in the protocol speciﬁcation and the user must select one. After the
protocol, the attack state, and (possibly) the grammars have been selected, a new
window with the initialized search space tree appears. This initial tree contains a
node called “root node”, which is the default parent node, and, then, the ﬁrst level
of the search space tree.
One or more levels can be added to the tree by telling Maude-NPA, through the
GUI, to do so. There exists a button called “Next” (see Figure 2) which generates
a number of levels of the backwards search space. Each node of the tree represents
a state of the backwards search. Its background color is lavender if it is a regular
node and green if it is an initial state, i.e., a solution node. If a state has no children
(predecessor states), its corresponding node at the search space tree is given a red
color. Figure 2 shows the search space tree for the NSPK protocol when a solution
node is found.
As explained in Section 2, for each state, Maude-NPA gives: (i) the current
strands, (ii) the intruder knowledge, (iii) the sequence of messages, and (iv) some
additional data. There is a contextual menu associated to each node of the search
tree which allows the user to, either consult the textual state information given by
Maude-NPA, or to obtain a graphical representation of the strands and intruder
knowledge information given by Maude-NPA. For the graphical display of strands
we followed the original graphical representation of strands shapes [27], but modiﬁed to represent the Maude-NPA notion of time.. Figure 3 shows the graphical
representation of a Maude-NPA state.
A strand is drawn as a vertical sequence of dots joined by a double vertical line.
Each dot corresponds to an input or output message in the strand and is also called
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Fig. 2. Search space tree for the NSPK protocol.

Fig. 3. Strands representation.

a node. As explained in Section 2, both intruder and honest principals behaviors
are represented with strands and, thus, shown in the graphical representation. To
diﬀerentiate between an intruder and an honest strand, we use grey and black for
honest strands and light and dark green for intruder strands. The aim of having
two colors for each type of strand is to represent the notion of time: lighter colors
for the past and present, and darker colors for the future. The vertical bar used in
Maude-NPA for denoting the time position is here represented by an slanted line.
The intruder knowledge (𝑡 ∈ 𝐼 and 𝑡 ∕∈ 𝐼) is integrated into the graphical representation by using diﬀerent colors for the messages attached to each node. We use
red if the message is known by the intruder (𝑡 ∈ 𝐼) and black if the message is not
known (𝑡 ∕∈ 𝐼). For messages that do not yet belong to a concrete strand, we use a
single dot instead of a vertical sequence of dots.
We would like to conclude this section showing how the initial state associated
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to the NSPK protocol is represented by both its textual and its graphical representations in Figures 4 and 5, respectively.

Fig. 4. Textual information of the initial state found for the NSPK protocol.

Fig. 5. Graphical display of the initial state found for the NSPK protocol.

6

Conclusions and Future Work

We have presented a graphical user interface for the Maude-NPA protocol analysis
tool. Maude-NPA is both a framework for modular reasoning about protocols with
diﬀerent equational theories and an implementation of that framework in Maude,
incorporating several of those theories. The Maude-NPA GUI allows the user to
visualize the output of Maude-NPA at diﬀerent levels of detail and to incrementally
probe the search space. The strands appearing in the search space can be displayed
either as terms or by using a graphical representation that shows the ordering
between diﬀerent protocol messages in a natural way. These features make the
analysis of the results produced by Maude-NPA easier to understand and simplify
the task of analyzing a crypto protocol. The Maude-NPA tool is available from the
Maude web page [13]. A release of the GUI is planned in the next few months;
meanwhile a prototype version is available upon request from the ﬁrst author.
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Future work on the GUI includes improving the graphical visualization of MaudeNPA strands and extending the GUI to allow the user to specify crypto protocols
using graphical input, with helpful syntactic checks. A long-term goal is to automate extracting and visualizing information from Maude-NPA analyses in a way
that will not only tell the user that his/her protocol is incorrect, but also where the
security bug is located and how it could be repaired.

References
[1] G. Agha. Actors: A Model of Concurrent Computation in Distributed Systems. MIT Press, Cambridge,
MA, 1986.
[2] G. Agha. Concurrent Object-oriented Programming. Communications of the ACM, 33(9):125–141,
September 1990.
[3] M. Anlauﬀ, D. Pavlovic, R. Waldinger, and S. Westfold. Proving Authentication Properties in the
Protocol Derivation Assistant. In Proceedings of Joint Workshop on Foundations of Computer Security
and Automated Reasoning for Security Protocol Analysis, 2006.
[4] A. Armando, D. Basin, Y. Boichut, Y. Chevalier, L. Compagna, J. Cuellar, P. Hankes Drielsma, P.C.
Heam, O. Kouchnarenko, J. Mantovani, S. Moedersheim, D. von Oheimb, M. Rusinowitch, J. Santiago,
M. Turuani, L. Vigano, and L. Vigneron. The Avispa Tool for the automated validation of internet
security protocols and applications. In Proceedings of CAV 05. Springer-Verlag, 2005.
[5] Henry G. Baker and Carl Hewitt. Laws for Communicating Parallel Processes. In Bruce Gilchrist,
editor, IFIP Proceedings of the International Federation for Information Processing Congress 77,
Toronto, Canada, August 8-12, 1977, pages 987–992, August 1977.
[6] Bruno Blanchet. An Eﬃcient Cryptographic Protocol Veriﬁer Based on Prolog Rules. In 14th
IEEE Computer Security Foundations Workshop (CSFW-14), pages 82–96, Cape Breton, Nova Scotia,
Canada, June 2001. IEEE Computer Society.
[7] Y. Boichut, T. Genet, Y. Glouche, and O. Heen. Using Animation to Improve Formal Speciﬁcations
of Security Protocols. In Proceedings of SAR-SSI 2007, 2nd Conference on Security in Network
Architectures and Information Systems, 12-15 June 2007, Annecy, France, Jun 2007.
[8] Manuel Clavel, Francisco Durán, Steven Eker, Patrick Lincoln, Narciso Martı́-Oliet, José Meseguer,
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[21] José Meseguer. Rewriting Logic and Maude: a Wide-Spectrum Semantic Framework for Object-Based
Distributed Systems. In Scott F. Smith and Carolyn L. Talcott, editors, Formal Methods for Open
Object-Based Distributed Systems IV, IFIF TC6/WG6.1 Fourth International Conference on Formal
Methods for Open Object-Based Distributed Systems (FMOODS 2000), September 6-8, 2000, Stanford,
California, USA, volume 177 of IFIP Conference Proceedings, pages 89–. Kluwer, 2000.
[22] J. Mitchell, M. Mitchell, and U. Stern. Automated Analysis of Cryptographic Protocols Using Murphi.
In IEEE Symposium on Security and Privacy. IEEE Computer Society, 1997.
[23] D. Pavlovic and C. Meadows. Deriving Secrecy in Key Establishment Protocols. In Juris Hartmanis
Gerhard Goos and Jan van Leeuwen, editors, 11th European Symposium on Research in Computer
Security, Hamburg, Germany, September 18-20, 2006. Proceedings, volume 4189 of Lecture Notes in
Computer Science, pages 384–403. Springer-Verlag, 2006.
[24] M. Rusinowitch and M. Turuani. Protocol Insecurity with Finite Number of Sessions is NP-Complete.
In Proceedings of CSFW, 14th IEEE Computer Security Foundations Workshop, 11-13 June 2001,
Cape Breton, Nova Scotia, Canada. IEEE Computer Society, 2001.
[25] Carolyn Talcott. Pathway logic. In Formal Methods for Computational Systems Biology, volume 5016
of LNCS, pages 21–53. Springer, 2008. 8th International School on Formal Methods for the Design of
Computer, Communication, and Software Systems.
[26] Carolyn Talcott and David L. Dill. Multiple representations of biological processes. Transactions on
Computational Systems Biology, 2006.
[27] F. Javier Thayer, Jonathan C. Herzog, and Joshua D. Guttman. Strand Spaces: Proving Security
Protocols Correct. Journal of Computer Security, 7(1), 1999.

199

Integración de ILOG CP en 𝒯 𝒪𝒴

1

Ignacio Castiñeiras† y Fernando Sáenz-Pérez‡
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Resumen
Actualmente, el sistema lógico-funcional con restricciones 𝒯 𝒪𝒴 incorpora el resolutor de restricciones de
dominios ﬁnitos (ℱ 𝒟) subyacente de SICStus Prolog. En este trabajo integramos la tecnologı́a de resolución
de restricciones ℱ 𝒟 de ILOG CP en 𝒯 𝒪𝒴 con el objetivo del aumento del rendimiento. Se revisa la
arquitectura y funcionamiento de 𝒯 𝒪𝒴 relativa a ℱ 𝒟. Se explica la tecnologı́a ILOG CP, que integra
bibliotecas para la resolución de restricciones ℱ 𝒟. Se describe la implementación de ILOG CP en 𝒯 𝒪𝒴
haciendo énfasis en la comunicación entre ambos. Finalmente, se muestra una comparativa de rendimiento
de 𝒯 𝒪𝒴 con ambos resolutores.
Keywords: Programación lógico-funcional, Programación con restricciones, Resolutores de restricciones,
Rendimiento.

1.

Introducción

𝒯 𝒪𝒴[1] es un sistema implementado en SICStus Prolog 3.12.8 [11] cuya semántica operacional es un cálculo de estrechamiento perezoso que, actualmente, permite
trabajar sobre el dominio de restricciones de igualdad y desigualdad de Herbrand
(ℋ), el dominio de los reales (ℛ) con restricciones aritméticas (lineales y no lineales),
los dominios ﬁnitos (ℱ𝒟: Finite Domains) con restricciones sobre números enteros,
conjuntos (𝒮) y dominios de cooperación (ℳ) con restricciones de comunicación
para la resolución cooperativa entre ℋ, ℛ, ℱ𝒟 y 𝒮 [5,3]. Tanto los dominios ℛ
como ℱ𝒟 hacen uso de los resolutores de restricciones de SICStus Prolog, mientras
que el resto de dominios han de gestionar explı́citamente sus propios mecanismos de
resolución. El repertorio de restricciones ℱ𝒟 que permite el sistema es comparable
al existente en muchos sistemas CLP(ℱ𝒟). Para manejar estas restricciones, 𝒯 𝒪𝒴
usa un sistema de restricciones como uno de sus componentes [6].
En la parte izquierda de la Figura 1 se muestra la arquitectura de componentes
genérica que conecta 𝒯 𝒪𝒴 con el sistema ℱ𝒟 externo. Durante la resolución de
1
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Figura 1. Arquitectura de componentes de 𝒯 𝒪𝒴(ℱ 𝒟). Genérica, 𝒯 𝒪𝒴(ℱ 𝒟𝑠), 𝒯 𝒪𝒴(ℱ 𝒟𝑖)

objetivos, 𝒯 𝒪𝒴 identiﬁca las restricciones sobre enteros, descomponiéndolas e introduciendo nuevas variables producidas si es preciso, hasta conformar restricciones
primitivas. Cuando al ﬁn encuentra una restricción ℱ𝒟 primitiva, la transﬁere a
𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 , que actúa como intermediario en la comunicación entre 𝒯 𝒪𝒴 y el sistema
ℱ𝒟 externo. 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 envı́a las restricciones a este sistema y recoge sus respuestas
computadas.
1.1.

𝒯 𝒪𝒴 con SICStus Prolog: 𝒯 𝒪𝒴(ℱ𝒟𝑠)

Actualmente, 𝒯 𝒪𝒴 utiliza el sistema ℱ𝒟 proporcionado por SICStus Prolog,
que cuenta con un almacén de restricciones y un resolutor ℱ𝒟, proporcionados
por la biblioteca 𝑐𝑙𝑝𝑓 𝑑. La parte central de la Figura 1 muestra la arquitectura de
componentes concreta que conecta 𝒯 𝒪𝒴 con el sistema ℱ𝒟 de SICStus Prolog. A
continuación se muestra un ejemplo básico de uso del sistema 𝒯 𝒪𝒴 con dominios
ﬁnitos:
Example 1.1 Considérese el siguiente problema: X es un entero entre 5 y 12, Y un
entero entre 2 y 17, y X+Y = 17, X - Y = 5. Se puede resolver en 𝒯 𝒪𝒴(ℱ𝒟𝑠) en
la siguiente sesión interactiva, donde la respuesta ofrecida por el sistema constituye
una solución de intervalos. Ésta muestra los posibles valores que las variables pueden
tomar ası́ como las restricciones que dichos valores deben satisfacer.
TOY(FDs)> X #>= 5, X #<= 12, Y #>= 2, Y #<= 17,
X #+ Y == 17, X #- Y == 5
yes
{ 5 # + Y #= X,
X # + Y #= 17,
X in 10..12,
Y in 5..7 }
Elapsed time: 0 ms.
sol.1, more solutions (y/n/d/a) [y]?
no
Elapsed time: 0 ms.
Sin embargo, el sistema ℱ𝒟 de SICStus Prolog presenta algunos inconvenientes:
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Trabajos recientes [2] han demostrado limitaciones en su capacidad de cómputo
para hacer frente a problemas complejos.
No es posible interactuar con el resolutor de restricciones durante los procesos predeﬁnidos de búsqueda con objeto de podar el árbol de búsqueda más eﬁcazmente
con información especı́ﬁca del problema a resolver.
La respuesta generada por el propio resolutor no incluye ninguna noción que
facilite la depuración. De este modo, si el conjunto de restricciones tomado como
entrada es insatisfactible, el resolutor no muestra el subconjunto de restricciones
que no ha podido ser satisfecho.

1.2.

ILOG CP para mejorar 𝒯 𝒪𝒴

ILOG CP 1.4 [7] ofrece una de las tecnologı́as industriales más competitivas del
mercado. Su naturaleza es declarativa y dispone de un API C++ para el acceso a
sus bibliotecas. Su resolutor trabaja como caja transparente, permitiendo la interacción durante el proceso de resolución. Incluye técnicas de depuración que ayudan
al usuario a descubrir los fragmentos insatisfactibles del modelo de restricciones.
Además, permite usar diferentes resolutores para el mismo dominio de aplicación.
A pesar de su diﬁcultad de uso como biblioteca C++, su integración en 𝒯 𝒪𝒴 oculta
este inconveniente, ofreciéndose todo el poder expresivo de este sistema.
La estructura de las aplicaciones C++ ILOG CP 1.4. se basa en un aislamiento
entre los objetos que modelan el problema planteado por el usuario y los objetos
encargados de su posterior resolución. Siguiendo esta idea, los problemas se modelan
en un lenguaje genérico, donde el usuario goza de una mayor ﬂexibilidad al centrarse
exclusivamente en deﬁnir las restricciones que caracterizan su problema, sin especiﬁcar cómo se debe resolver. Ası́, un mismo modelo puede ser resuelto por diferentes
resolutores, que extraen la información contenida en el modelo, y crean, por cada
uno de sus objetos, un nuevo objeto semánticamente equivalente, pero con una estructura interna dirigida a cada resolutor. Se puede acceder a cada elemento creado
por el resolutor a través del elemento asociado contenido en el modelo. ILOG OPL
Studio [8] es la herramienta paradigmática representante de esta ﬁlosofı́a. ILOG CP
1.4 proporciona la biblioteca ILOG Concert 2.6 con la tecnologı́a necesaria para
modelar problemas ℱ𝒟. Asimismo, dispone para la resolución de estos modelos las
siguientes bibliotecas, las últimas versiones a fecha actual (usadas también por CP
Optimizer):
ILOG Solver 6.6, para la resolución de problemas ℱ𝒟 genéricos.
ILOG Scheduler 6.6, con algoritmos especı́ﬁcos para la resolución de problemas
de planiﬁcación.
ILOG Dispatcher 4.6, con algoritmos especı́ﬁcos para la resolución de problemas
de rutas.
La estructura de las aplicaciones ILOG CP se muestra en la Figura 2.
A continuación se ofrece una relación de los principales objetos de ILOG Concert
2.6 e ILOG Solver 6.6 necesarios en cualquier aplicación (véase [7] para más detalles):
IloModel model (env) Es el objeto principal de la fase de modelado. Contiene
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Figura 2. Estructura de una aplicación ILOG CP

el conjunto de objetos que formulan el problema ℱ𝒟.
∙ IloIntVarArray vars. Este vector referencia el conjunto de variables de decisión que componen el problema. Cada una de estas variables se modela mediante un objeto IloIntVar v indicando la cota inferior y superior de su dominio.
∙ IloConstraint c. Cada restricción involucra a un subconjunto de las
IloIntVar contenidas en el vector vars.
IloSolver solver (env) Es el objeto principal de la fase de resolución. Extrae
la información contenida en model, creando un nuevo objeto IlcIntVar asociado a cada IloIntVar y un nuevo objeto IlcConstraint asociado a cada
IloConstraint. Estos nuevos objetos son semánticamente equivalentes a los contenidos en model, pero su estructura interna está orientada a las técnicas concretas
de resolución que utiliza solver para computar las soluciones del problema.

2.

𝒯 𝒪𝒴 con ILOG CP: 𝒯 𝒪𝒴(ℱ𝒟𝑖)

A lo largo de esta sección se explica en detalle cómo integrar la tecnologı́a ℱ𝒟
ILOG CP en el sistema 𝒯 𝒪𝒴. En primer lugar, 𝒯 𝒪𝒴 es un sistema implementado
en SICStus Prolog mientras que ILOG CP una tecnologı́a implementada en C++.
Estudiamos cómo realizar una conexión entre 𝒯 𝒪𝒴 e ILOG CP conectando SICStus
Prolog y C++ desde la perspectiva de la integración de un recurso C++ externo
(foreign) en una aplicación SICStus Prolog. Debido a la distinta naturaleza de ambos lenguajes, analizamos las diﬁcultades existentes para establecer una correcta
comunicación entre 𝒯 𝒪𝒴 e ILOG CP, ası́ como las decisiones adoptadas para solventarlas. Por último, ilustramos el comportamiento del nuevo sistema 𝒯 𝒪𝒴(ℱ𝒟𝑖)
sobre un ejemplo.
2.1.

Conexión de SICStus Prolog con C++

SICStus Prolog permite comunicar una aplicación escrita en este lenguaje con un
componente C++ externo mediante vinculaciones entre hechos Prolog contenidos
en la aplicación y funciones C++ deﬁnidas en el componente. Para que este componente sea integrado dentro de la aplicación Prolog debe consistir en una biblioteca
dinámica con una estructura interna de archivos determinada. Asimismo, las funciones C++ de este componente externo deben ceñir sus parámetros al conjunto
de conversiones argumentos Prolog <=> argumentos C++ permitidos por SICStus.
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Cada hecho Prolog debe indicar para cada uno de sus argumentos si es de entrada
(enviado a la función C++) o de salida (calculado por la función C++). En particular, existe una conversión inmediata entre un término Prolog (sea cual sea) y el
tipo C++ SP term ref. Mediante su gestión como SP term ref, las funciones C++
pueden hacer uso de:
Métodos para la creación y asignación de un término Prolog.
Métodos para la obtención del contenido de un término Prolog.
Métodos de comparación y uniﬁcación de términos Prolog.
En este escenario se dan las condiciones necesarias para conectar 𝒯 𝒪𝒴 con ILOG
CP realizando las siguientes modiﬁcaciones sobre la arquitectura de componentes,
cuyo resultado puede verse en la parte derecha de la Figura 1.
- Desde el punto de vista de 𝒯 𝒪𝒴, se coloca un hecho Prolog en cada punto de
𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 donde sea preciso comunicarse con ILOG CP (envı́o de una nueva restricción, aviso de nuevas variables, etc).
- Por otro lado, se construye una aplicación ILOG CP que integra las bibliotecas
ILOG Concert 2.6 e ILOG Solver 6.6 conteniendo instancias de los principales
objetos que permiten el modelado y resolución de problemas ℱ𝒟. Esta aplicación
incluye además el conjunto de funciones C++ vinculadas a los hechos Prolog
existentes en 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 .
Cada vez que 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 evalúa uno de estos hechos Prolog, realiza la conversión de
sus argumentos y transﬁere el control a la función C++, que los utiliza o computa
dentro de su cuerpo. Al ﬁnalizar su ejecución, se transﬁere de nuevo el control a
𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 , que pasa a evaluar la siguiente cláusula.
2.1.1. Creación de un recurso externo C++ en una aplicación SICStus Prolog
Para crear una biblioteca dinámica, e.g. interface.dll, y que pueda ser utilizada dentro de una aplicación SICStus Prolog se necesitan dos archivos:
interface.pl Vincula cada hecho Prolog con una función C++. Agrupa todas
las funciones C++ bajo un único recurso externo. Por ejemplo:
foreign(f1,p1(+integer)).
foreign(f2,p2(+term,-term)).
foreign resource(interface,[f1,f2]).
interface.cpp Codiﬁca todas las funciones C++ vinculadas a un hecho Prolog.
Añade las funciones auxiliares e importación de bibliotecas que sean necesarias.
Por ejemplo:
void f1(long l){...}
void f2(SP term ref t1, SP term ref t2){...}
SICStus Prolog proporciona una herramienta, splfr, que actúa como macro
que despliega una serie de comandos, utilizando las herramientas de compilación y vinculación que ofrece Microsoft Visual C++ [9]. splfr toma como entrada interface.pl e interface.cpp y permite crear la biblioteca dinámica,
interface.dll. Para ello crean, a partir del contenido de interface.pl, dos nuevos
ﬁcheros, interface glue.c e interface glue.h, que codiﬁcan el código de interfaz
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necesario para la aplicación SICStus Prolog. Para el ajuste de los parámetros utilizados en la creación de la biblioteca dinámica, SICStus Prolog recomienda ejecutar
splfr una primera vez, estudiar las llamadas internas que realiza y reproducirlas
alterando los parámetros deseados [10].

2.2.

Comunicación entre 𝒯 𝒪𝒴 e ILOG CP

Se realiza una implementación 𝒯 𝒪𝒴(ℱ𝒟𝑖) que reproduce el comportamiento
de 𝒯 𝒪𝒴(ℱ𝒟𝑠), aceptando como entrada el mismo repertorio de expresiones en los
objetivos 𝒯 𝒪𝒴 y respetando el formato de respuestas ofrecidas al usuario. Para
conseguir esto es necesario solventar diﬁcultades surgidas de dos focos diferentes:
Mientras que en 𝒯 𝒪𝒴(ℱ𝒟𝑠) la comunicación entre 𝒯 𝒪𝒴 y su tecnologı́a ℱ𝒟 era
más natural al estar ambos implementados en SICStus Prolog, en 𝒯 𝒪𝒴(ℱ𝒟𝑖)
la distinta naturaleza de los lenguajes SICStus Prolog y C++ hace necesario el
uso de estructuras de datos adicionales para conseguir una correcta comunicación
entre 𝒯 𝒪𝒴 e ILOG CP.
La noción de solución a un problema ℱ𝒟 de ILOG CP es diferente a la noción
de solución de la tecnologı́a ℱ𝒟 de SICStus Prolog.
Comentamos los cuatro puntos que más diﬁcultades han supuesto en la comunicación del nuevo sistema 𝒯 𝒪𝒴(ℱ𝒟𝑖). Para ILOG CP se hace uso de la nomenclatura de objetos utilizada en la sección 1.2. Ası́, model se reﬁere al modelo de ILOG
Concert 2.6, solver al resolutor ℱ𝒟 genérico de ILOG Solver 6.6 y vars al vector
que referencia a todas las variables de decisión contenidas en model.
2.2.1. Gestión de las variables de decisión.
El conjunto de restricciones ℱ𝒟 existentes en un objetivo 𝒯 𝒪𝒴 involucran un
conjunto de variables lógicas a las que denominaremos en lo sucesivo variables lógicas
ℱ𝒟. Para modelar este conjunto de restricciones ℱ𝒟 con ILOG CP, es necesario:
Crear tantas variables de decisión IloIntVar como variables lógicas ℱ𝒟 se encuentren involucradas en el conjunto de restricciones ℱ𝒟. Estas variables son
añadidas a model y a vars, para poder ser referenciadas desde un único objeto.
Encontrar una aplicación biyectiva que asocie de manera unı́voca cada variable
lógica ℱ𝒟 existente en el objetivo 𝒯 𝒪𝒴 con una variable de decisión del vector
vars de ILOG CP.
Modelar cada restricción ℱ𝒟 en ILOG CP sobre las variables de decisión del
vector vars asociadas a las variables lógicas ℱ𝒟 involucradas en dicha restricción
ℱ𝒟.
Es preciso hacer notar que para poder comunicar 𝒯 𝒪𝒴 con ILOG CP es necesario generar por cada variable del objetivo 𝒯 𝒪𝒴 hasta tres variables diferentes:
- La variable lógica ℱ𝒟 contenida en 𝒯 𝒪𝒴.
- La variable de decisión modelada como objeto IloIntVar en model.
- La variable de decisión IlcIntVar generada como objeto especı́ﬁco por solver.
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Para la asociación entre las variables lógicas ℱ𝒟 y vars se realizó un primer
intento que pretende gestionar un vector de SP term ref paralelo a vars. Los elementos de este vector de SP term ref contienen la conversión de las variables lógicas
ℱ𝒟. Ası́, cada vez que 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 envı́a una nueva restricción a ILOG CP, se buscan
las variables lógicas ℱ𝒟 en este vector. Si no se encuentra la variable, es seguro que
se trata de una nueva no enviada previamente por 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 . Por tanto, se añade esta
variable al vector, pasando a ser su último elemento, de posición i. A continuación
se crea una nueva variable de decisión IloIntVar, y se añade a model y a vars[i].
Cuando todas las variables lógicas ℱ𝒟 están contenidas en el vector SP term ref,
se detectan los ı́ndices que ocupan en el vector y se modela la restricción sobre las
variables de vars asociadas a esos ı́ndices.
Sin embargo, este primer intento resulta fallido porque las reglas que rigen la
gestión de dichos términos Prolog como SP term ref establecen que, cuando la
función C++ termina su cómputo, el contenido de todos los SP term ref pasados a
dicha función o creados dinámicamente dentro de ella deja de ser válido. Considérese
como ejemplo una interfaz entre los siguientes tres predicados Prolog, p1, p2 y p3
asociados a las funciones C++ f1, f2 y f3. Las funciones f1 y f2 reciben un término
Prolog, mientras que f3 recibe dos términos Prolog.
Llamamos a p3 con la variable lógica X por duplicado, es decir, p3(X,X). Si en
f3(SP term ref t1, SP term ref t2) efectuamos SP compare(t1,t2), el resultado indica que son el mismo término.
Llamamos a p1 con la variable lógica X, esto es, p1(X). En f1(SP term ref t1)
almacenamos t1 dentro de una variable global vector <SP term ref>. La función
f1 termina, y devuelve el control a Prolog. Llamamos a p2 de nuevo con la variable
lógica X, esto es, p2(X). En f2(SP term ref t2) efectuamos SP compare entre
t2 y el término t1 almacenado en el vector<SP term ref>. El resultado indica
que son términos distintos. Sin duda se trata de la misma variable lógica en
ambos casos, pero tras terminar la ejecución de f1, el SP term ref almacenado
en el vector deja de ser válido. Por ello, la comparación posterior en f2 da como
resultado que se trata de términos distintos.
Por tanto, es necesario un segundo intento de asociación entre las variables
lógicas ℱ𝒟 y las variables de decisión de vars. En esta segunda ocasión, de resultado
satisfactorio, la gestión se realiza dentro de la aplicación Prolog. Se utiliza la variable
lógica Cin [4], común a todos los predicados Prolog del gestor 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 , y que
representa a un almacén mixto de restricciones. Se genera una lista con las variables
lógicas ℱ𝒟 y se añade dentro de Cin. Ası́, cada vez que se gestione el envı́o de una
nueva restricción en 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 , se contrastará si las variables lógicas ℱ𝒟 pertenecen
o no a la lista de variables contenida en Cin. Cada nueva variable se añade al ﬁnal
de dicha lista, con posición i, generando de inmediato una llamada a una función
C++ que crea un nuevo objeto IloIntVar, que se añade a model y a vars[i].
Tras comprobar que todas las variables lógicas involucradas en la restricción ℱ𝒟
pertenecen a la lista de variables contenida en Cin, 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 encuentra los ı́ndices
que ocupan estas variables en la lista y llama a la función C++ que modela la
restricción sobre las variables contenidas en estos ı́ndices.
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2.2.2. Sincronización de ILOG CP con 𝒯 𝒪𝒴
𝒯 𝒪𝒴 puede vincular sus variables lógicas ℱ𝒟 mediante una restricción de
igualdad en el resolutor de Herbrand. Por ejemplo, en el siguiente objetivo
TOY(FDi)> X #>= 0, X == 3 la variable X es vinculada al valor 3 debido a la
uniﬁcación de términos Prolog que realiza el resolutor de Herbrand mediante su
restricción de igualdad X == 3. Este hecho provoca que en la lista de variables
lógicas ℱ𝒟 contenida en Cin, X se vincule al valor 3, provocando una falta de sincronización entre esta variable y su variable de decisión asociada en el vector vars.
Para sincronizar de nuevo el estado de ambas es preciso enviar a ILOG CP la restricción que iguala la variable asociada de vars al valor al que se ha uniﬁcado la
variable lógica ℱ𝒟.
Un primer intento pretende realizar esta sincronización mediante un demonio
que capture el evento de vinculación. Para la captura de eventos, SICStus Prolog
utiliza el módulo de variables atribuidas. Este módulo permite asignar atributos a
una serie de variables lógicas. Además, ofrece el predicado verify attributes(+Var,
+Value, +Goals), que se dispara cada vez que una variable lógica atribuida se
vincule a un valor. Se atribuye con el atributo fd a todas las variables lógicas
ℱ𝒟 existentes en el objetivo 𝒯 𝒪𝒴. Cuando mediante una restricción de igualdad
el resolutor de Herbrand vincula alguna de estas variables, el demonio activa la
llamada a la función C++ que sincroniza la variable asociada en el vector vars.
Sin embargo, este primer intento resulta fallido. Para poder conocer el ı́ndice de
la variable del vector vars sobre la que actuar es necesario conocer la posición de la
variable lógica ℱ𝒟 dentro de la lista de variables de Cin. Sin embargo, el método
verify attributes es rı́gido con respecto a sus parámetros de entrada, por lo que
no se puede utilizar Cin como argumento. SICStus Prolog tampoco permite el uso
de variables globales, por lo que es imposible utilizar el demonio verify attributes
para sincronizar la variable del vector vars.
Una segunda alternativa consiste en que sea el resolutor de Herbrand quien
realice esa llamada a la función C++. Sin embargo, esta alternativa se debe desechar,
ya que no cumple el principio básico de independencia de los distintos resolutores
del sistema 𝒯 𝒪𝒴. La solución debe pasar por gestionar la sincronización de ILOG
CP dentro del gestor de restricciones ℱ𝒟 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 .
El tercer intento, de resultado satisfactorio, modiﬁca la estructura de la lista de
variables lógicas contenida en Cin, convirtiéndola en una lista de pares, donde el
primer elemento de cada pareja contiene la variable lógica ℱ𝒟 y el segundo elemento contiene un indicador (ﬂag) que determina si la variable lógica ℱ𝒟 vinculada
ha sido sincronizada con la variable contenida en el vector vars. De este modo,
mientras la variable lógica ℱ𝒟 de cada pareja no se instancie, el valor del indicador
permanece a 0. Si se instancia, el valor del indicador cobra especial relevancia. Toda
pareja con una variable vinculada y con valor 0 en su indicador representa que la
variable de vars no se encuentra sincronizada con la variable de Cin. Si la variable está vinculada y con valor 1 en su indicador representa que la variable vars se
encuentra sincronizada con la variable de Cin.
Cada vez que 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 envı́e una restricción a ILOG CP debe sincronizar previamente todas las parejas de la lista que respondan al patrón [Variable lógica ℱ𝒟
vinculada, 0]. Una vez que todas las variables de vars están sincronizadas, la nueva
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restricción que 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 está gestionando puede ser enviada. Si no llegan más restricciones ℱ𝒟, la sincronización se produce tras computar la última expresión del
objetivo. Esta alternativa de sincronización presenta fuertes sı́ntomas de ineﬁciencia. Observemos el siguiente objetivo:
Toy(FDi)> X #>= 2, X == 1, X1 == 1, X2 == 1, ___ , X1000 == 1
Por ser X la primera variable lógica del objetivo ocupará la posición vars[0]
en el modelo ILOG CP. La sincronización de X == 1 como vars[0] == 1 convierte
al problema modelado en insatisfactible. Por lo tanto, el objetivo 𝒯 𝒪𝒴 fallará, no
continuando la evaluación de las restantes expresiones del objetivo.
Sin embargo, nuestra ﬁlosofı́a de sincronización hace que no se sincronice
vars[0] == 1 hasta el ﬁnal del objetivo, tras evaluar X1000 == 1. Hasta ese momento, el objetivo 𝒯 𝒪𝒴 ha evaluado con éxito todas las expresiones, y sólo tras
esta última sincronización encontrará inconsistente el problema ℱ𝒟 planteado, devolviendo ‘fallo’.
2.2.3. Sincronización de 𝒯 𝒪𝒴 con ILOG CP
ILOG CP debe sincronizar los valores obtenidos para las variables de decisión
contenidas en vars con la lista de variables lógicas ℱ𝒟 contenida en Cin. Para ello,
𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 envı́a esta lista como argumento de entrada a todas las funciones C++ que
implementan el modelado y resolución de una nueva restricción. Además, 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟
coloca otro argumento, en este caso de salida, para que la función C++ compute
en ella la nueva lista de variables lógicas ℱ𝒟.
ILOG CP deﬁne una variable global con tipo vector <int,int>. Este vector es
vacı́ado al inicio del cuerpo de cada una de las funciones C++. Cada uno de los
pares almacena:
El ı́ndice dentro del vector vars de la variable que ha resultado vinculada fruto
de la propagación de la última restricción.
El valor al que ha sido vinculada.
Una vez que la nueva restricción ha sido propagada, ILOG CP contendrá en este
vector el conjunto de variables que deben ser sincronizadas con la lista de variables
lógicas ℱ𝒟. Además puede procesar esta lista (como una lista de SP term ref)
dentro del cuerpo de la función. Por ello se utiliza un método auxiliar que recorre la
lista de variables lógicas uniﬁcando las que hayan sido vinculadas en sus variables
asociadas del vector vars.
Una posible forma de implementar este comportamiento dentro de ILOG CP
serı́a comprobar una a una qué variables tenı́an un valor deducido antes de haberse
añadido la nueva restricción y cuáles lo tienen después. Pero este método es ineﬁciente. Sin embargo, resulta mejor encontrar la manera de asociar un evento a cada
variable del problema, permitiendo que cuando ésta se vincule se ejecute una cierta
porción de código.
Las variables IlcIntVar (sobre las que actúa nuestro resolutor solver ) tienen un
método, whenValue(IlcDemon d), que permite ejecutar un cierto demonio cuando
se detecta el evento de que dicha variable ha sido acotada a un único valor. Un
demonio d es un objeto asociado al método m de una restricción c0. Cuando se
detecta el evento que activa el demonio, el control de programa pasa a ejecutar
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inmediatamente el método c0::m.
Deﬁnimos un nuevo tipo de restricción unaria, IlcCheckWhenBound, que involucra una variable de decisión v. Esta restricción contiene un método varDemon()
que añade al vector<int,int> la posición en vars de v, ası́ como el valor al que
v ha sido vinculada. Deﬁnimos el método de propagación de IlcCheckWhenBound
para que propague, ejecutando whenValue(IlcDemon d) (disparando un demonio)
cuando v haya sido acotada.
Deﬁnimos un nuevo demonio, RealizeVarBound, que ejecuta el método
varDemon() de la restricción IlcCheckWhenBound que lo ha activado.
Cada vez que una nueva variable de decisión vi se añade al modelo, imponemos
la restricción IlcCheckWhenBound check vi sobre ella. Ası́, cuando vi se acota,
check vi propaga, disparando el demonio RealizeVarBound. Éste ejecuta el método
check vi::varDemon(), añadiendo al vector<int,int> la posición en vars de vi,
ası́ como el valor al que vi ha sido vinculada.
2.2.4. Noción de solución en ILOG CP
Tras modelar y resolver cada nueva restricción enviada por 𝒯 𝒪𝒴, ILOG CP
debe mostrar su estado interno, que indique los nuevos dominios que ha obtenido
para las variables de decisión. Para ello, podemos utilizar los métodos getMin() y
getMax(), que nos ofrezcan sus cotas mı́nimas y máximas. Asimismo, podemos utilizar getMin() y getNextHigher(), que muestre uno a uno los posibles valores del
dominio. Finalmente, la solución escogida mostrará todos los intervalos de valores
que puede tomar la variable, indicando para cada intervalo su cota mı́nima y cota
máxima.
Sin embargo, dada la naturaleza del resolutor ILOG CP, éste no permite mostrar
las restricciones enviadas al modelo en un formato simpliﬁcado. Esto es debido a
que el resolutor de ILOG CP está pensado para encontrar una solución al problema
planteado, donde por solución entiende asignar un valor a cada variable, de modo
que la combinación de valores satisfaga el conjunto de restricciones.
Sin embargo, la utilización implı́cita que pretende hacer 𝒯 𝒪𝒴 del resolutor
será aplicar tan sólo propagación sobre las restricciones. 𝒯 𝒪𝒴 sólo pretende obtener un etiquetado de las variables si explı́citamente se lo pide al resolutor. Bajo
el contexto de resolución por intervalos, es fundamental mostrar en la solución las
restricciones simpliﬁcadas impuestas sobre el modelo. Como ILOG CP no permite
la visualización de estas restricciones, es necesario guardar en la aplicación Prolog
la lista de restricciones primitivas que van surgiendo en el objetivo 𝒯 𝒪𝒴, usando el
almacén Cin.
2.3.

Ejemplo de aplicación

En este apartado se detalla paso a paso la resolución del objetivo del ejemplo
1.1 en el nuevo contexto 𝒯 𝒪𝒴(ℱ𝒟𝑖):
Toy(FDi)> X #>= 5, X #<= 12, Y #>= 2, Y #<= 17,
X #+ Y == 17, X #- Y == 5
Ejecución de X #>= 5
Con la gestión de X #>= 5, 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 añade la nueva restricción a su lista de
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restricciones contenida en Cin, generando Cin1. Además, dentro de esta nueva restricción detecta una nueva variable ℱ𝒟 Prolog no incluida en la lista de
variables Prolog contenida en Cin1. Por ello:
- Añade la variable X a la lista de variables de Cin1, generando Cin2. Esta
variable ocupa la posición 0 dentro de la lista.
- Realiza la llamada a la función C++ que crea una nueva variable entera ILOG
dentro del vector de variables vars, hasta ahora vacı́o. La nueva variable
será vars[0]. Con esto se consigue asociar la variable X Prolog y vars[0].
En este momento todas las variables de la expresión 𝒯 𝒪𝒴 tienen su variable
homóloga en el vector vars, por lo que 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 está en disposición de enviar la
restricción a ILOG CP. Pasa a ejecutarse la función C++ post greater equal.
post_greater_equal: vars[0] >= 5
Feasible = 1
vars[0] in 5..2147483647;
Tras ﬁnalizar la ejecución de la función C++, el control vuelve de nuevo a
𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 . Éste ﬁnaliza la gestión de la restricción almacenando el nuevo contenido
de Cin2 como Cout, para continuar con la evaluación de la siguiente expresión.
Ejecución de X #<= 12
post_lower_equal: vars[0] <= 12
Feasible = 1
vars[0] in 5..12
Ejecución de Y #>= 2
post_greater_equal: vars[1] >= 2
Feasible = 1
vars[0] in 5..12, vars[1] in 2..2147483647
Ejecución de Y #<= 17
post_lower_equal: vars[1] <= 17
Feasible = 1
vars[0] in 5..12, vars[1] in 2..17
Ejecución de X #+Y == 17
La expresión X #+ Y == 17 incluye una restricción compuesta que debe ser dividida hasta estar formada exclusivamente por restricciones primitivas. Ası́, es
dividida en X #+ Y == _Z, _Z == 17
- La primera es una restricción ℱ𝒟 mientras que la segunda es una igualdad
de Herbrand. Como restricción ℱ𝒟, X #+ Y== _Z exige añadir previamente
X #+ Y == _Z a la lista de restricciones de Cin, generando Cin1, añadir _Z a
la lista de variables Cin1, generando Cin2 y crear como variable homóloga a _Z
la variable vars[2] en el vector de variables de ILOG CP. Tras estas acciones
se activa la función C++ que gestiona X #+ Y== _Z:
post_addition: vars[0] + vars[1] == vars[2]
Feasible = 1
vars[0] in 5..12, vars[1] in 2..17, vars[2] in 7..29
- Tras recuperar el control, 𝒯 𝒪𝒴 resolverá la segunda restricción _Z == 17 en su
resolutor de igualdades y desigualdades de Herbrand. Esto vinculará la variable
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_Z en la expresión 𝒯 𝒪𝒴, y por ello también en la lista de variables Prolog de
Cin2. Sin embargo, este cambio no será transmitido a ILOG CP inmediatamente. Se sincronizará antes de enviar la próxima restricción ℱ𝒟 o al ﬁnalizar
completamente la computación del objetivo 𝒯 𝒪𝒴.
Ejecución de X #- Y == 5
De nuevo la expresión X #- Y == 5 se divide en X #- Y == _T, _T == 5:
- La restricción X #- Y == _T es gestionada por 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 . Como hemos indicado,
de manera previa a proceder con la gestión de una nueva restricción, 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟
sincroniza aquellas variables que han sido vinculadas en la lista de variables Cin
pero no en el vector de variables vars. Por tanto, 𝑠𝑜𝑙𝑣𝑒ℱ 𝒟 comunica a ILOG
CP que _Z -> 17 mediante la llamada a la función C++ post equal.
post_equal: vars[2] == 17
Feasible = 1
vars[0] in 5..12; vars[1] in 2..17, vars[2] = 17
Tras sincronizar todas las variables, se gestiona la restricción ℱ𝒟
X #- Y == _T:
post_subtraction: vars[0] - vars[1] == vars[3]
Feasible = 1
vars[0] in 6..12, vars[1] in 5..11, vars[2] = 17, vars[3] in 1..7
- De nuevo la segunda restricción resuelve _T == 5 en el resolutor de Herbrand.
Esto permite vincular la variable T en la expresión 𝒯 𝒪𝒴, y por ello también
en la lista de variables Prolog de Cin, pero de nuevo, no inmediatamente en el
vector de variables vars.
El cálculo del objetivo no contiene más expresiones. Por último, es necesario
sincronizar aquellas variables que han sido vinculadas en la lista de variables Cin
pero no en el vector de variables vars:
post_equal: vars[3] == 5
Feasible = 1
vars[0] in 10..12, vars[1] in 5..7, vars[2] = 17, vars[3] = 5
Tras añadir esta última restricción, el cómputo del objetivo 𝒯 𝒪𝒴 termina completamente, mostrando como resultado el conjunto de restricciones contenido en Cin
y las variables del objetivo 𝒯 𝒪𝒴, cuyos dominios tras la resolución del problema
son requeridos al resolutor solver a través de las variables del modelo contenidas
en vars.
yes
{ X #+ Y #= 17,
X #- Y #= 5,
X in 10..12,
Y in 5..7 }
Elapsed time: 16 ms.
sol.1, more solutions (y/n/d/a) [y]?
no
Elapsed time: 0 ms.
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3.

Análisis de rendimiento

En este apartado se muestra el resultado de evaluar el rendimiento del nuevo
sistema 𝒯 𝒪𝒴(ℱ𝒟𝑖) con respecto al existente 𝒯 𝒪𝒴(ℱ𝒟𝑠). Para ello se usan dos
programas de prueba que modelan sistemas de n ecuaciones linealmente independientes de la forma 𝐴 ∗ 𝑋 = 𝑏 cuyas n variables enteras [X1, ..., Xn], de dominio
{1..n}, tienen una única solución. La matriz n × n 𝐴 está ﬁjada y el vector 𝑏 depende de la solución que se haya predeterminado. Toma para cada ﬁla i el valor i en
su coeﬁciente de la diagonal principal, y el valor 1 para el resto de sus coeﬁcientes.
Comparamos los tiempos de resolución (expresados en milisegundos) de los sistemas
𝒯 𝒪𝒴(ℱ𝒟𝑠) y 𝒯 𝒪𝒴(ℱ𝒟𝑖) (denotados ℱ𝒟𝑠 y ℱ𝒟𝑖 en las tablas, respectivamente)
para instancias de ejemplos con 4, 12 y 15 variables. En cada caso distinguimos
entre el uso de un procedimiento de búsqueda estático que selecciona las variables
en el orden textual en que aparecen en el programa y el procedimiento de búsqueda
dinámico ‘First Fail’(denotado por 𝑓 𝑓 ). Ambos etiquetan los valores del dominio de
cada variable en sentido ascendente. Los ejemplos escogidos son:
La solución [X1,...,Xn] cumple: ∀𝑖 ∈ {1 . . . 𝑛} Xi = 𝑖. Los tiempos de resolución
para este ejemplo son:
n

ℱ𝒟𝑠

ℱ𝒟𝑠𝑓 𝑓

ℱ𝒟𝑖

ℱ𝒟𝑖𝑓 𝑓

4

0

15

0

0

12

31

1.750

156

516

15

297

299.312

423

67.376

La ganancia de velocidad de 𝒯 𝒪𝒴(ℱ𝒟𝑖) con respecto a 𝒯 𝒪𝒴(ℱ𝒟𝑠) para el
primer ejemplo es:
n

ℱ𝒟𝑖/ℱ𝒟𝑠

ℱ𝒟𝑖𝑓 𝑓 /ℱ𝒟𝑠𝑓 𝑓

4

1,0

-

12

5,0

0,29

15

1,42

0,22

Para este primer ejemplo, 𝒯 𝒪𝒴(ℱ𝒟𝑖) precisa un mayor tiempo de resolución
que 𝒯 𝒪𝒴(ℱ𝒟𝑠) para la estrategia de búsqueda estática, mientras que para la estrategia de búsqueda dinámica su tiempo de resolución es menor. Esta tendencia
aumenta cuanto mayor es el número de variables del problema. Observando los
dominios resultantes tras la propagación inicial de las restricciones, se concluye
que la estructura de la solución de este ejemplo favorece notablemente la estrategia que implementa el procedimiento de búsqueda estático y perjudica gravemente
a la que implementa ‘First Fail’. Esto nos indica que para problemas donde la
exploración necesaria para encontrar la solución es escasa, el tiempo invertido en
𝒯 𝒪𝒴(ℱ𝒟𝑖) en la gestión de las estructuras de datos que posibilitan la correcta
comunicación entre 𝒯 𝒪𝒴 e ILOG CP convierte a este sistema en menos eﬁciente
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que 𝒯 𝒪𝒴(ℱ𝒟𝑠). Sin embargo, a medida que la exploración necesaria para encontrar la solución es mayor, esta pérdida de tiempo se compensa haciendo que
el nuevo sistema 𝒯 𝒪𝒴(ℱ𝒟𝑖) sea mucho más eﬁciente.
La solución [X1, ..., Xn] cumple: ∀𝑖 ∈ {1 . . . 𝑛} Xi = 𝑛 − (𝑖 − 1).
n

ℱ𝒟𝑠

ℱ𝒟𝑠𝑓 𝑓

ℱ𝒟𝑖

ℱ𝒟𝑖𝑓 𝑓

4

16

16

16

31

12

531

250

437

126

15

15.563

21.968

13.937

3.406

La ganancia de velocidad de 𝒯 𝒪𝒴(ℱ𝒟𝑖) con respecto a 𝒯 𝒪𝒴(ℱ𝒟𝑠) para el
segundo ejemplo es:
n

ℱ𝒟𝑖/ℱ𝒟𝑠

ℱ𝒟𝑖𝑓 𝑓 /ℱ𝒟𝑠𝑓 𝑓

4

1,0

1,93

12

0,83

0,50

15

0,90

0,16

La tendencia apuntada en el ejemplo anterior se conﬁrma con este segundo ejemplo, donde 𝒯 𝒪𝒴(ℱ𝒟𝑖) precisa para ambas estrategias menor tiempo de resolución
que 𝒯 𝒪𝒴(ℱ𝒟𝑠). Ahora, la estructura de la solución del ejemplo perjudica gravemente a la estrategia de búsqueda estática, mientras que ni perjudica ni beneﬁcia
excesivamente a la estrategia ‘First Fail’. Para la primera estrategia, 𝒯 𝒪𝒴(ℱ𝒟𝑖)
obtiene un ligero mejor tiempo de resolución. Para la segunda estrategia, mucho más
representativa al no tratar un caso extremo, los tiempos de resolución de 𝒯 𝒪𝒴(ℱ𝒟𝑖)
son mejores un órden de magnitud frente a los de 𝒯 𝒪𝒴(ℱ𝒟𝑠).

4.

Conclusiones y trabajo futuro

En este trabajo se ha estudiado cómo integrar la tecnologı́a ℱ𝒟 ILOG CP dentro
del sistema 𝒯 𝒪𝒴. Se ha constatado que esta tecnologı́a ofrece una serie de ventajas
sobre la tecnologı́a ℱ𝒟 de SICStus Prolog. Se ha estudiado en detalle cómo realizar
una conexión entre ambos sistemas, demostrando que la diferente naturaleza de los
lenguajes sobre los que están implementados ambos sistemas diﬁculta una correcta
comunicación entre ambos. Se ha comprobado, mediante la ejecución de programas
de prueba, que el nuevo sistema 𝒯 𝒪𝒴(ℱ𝒟𝑖) es más rápido que 𝒯 𝒪𝒴(ℱ𝒟𝑠) conforme
aumenta el tamaño del problema. No obstante, se ha observado una penalización
en el rendimiento debido a la gestión de las estructuras de datos que sincronizan
𝒯 𝒪𝒴 con su nuevo componente ℱ𝒟, por lo que este aspecto será objeto de trabajo
futuro.
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Abstract
This paper describes the cooperation mechanism between two constraint domains, namely Finite Domain
and Set, that has been implemented in the 𝒯 𝑂𝑌 system. The former one was already described in previous
works, whereas the latter is a new addition to 𝒯 𝑂𝑌, which is a novelty presented here for the ﬁrst time. This
work introduces the Set solver, shows its components (data values, functions, and operators), describes a
number of details about its implementation, and also explains the way in which the two mentioned domains
cooperate. In addition, the paper provides a number of examples that highlight the functionalities of the
Set solver and also illustrate the feasibility of our cooperation proposal.
Keywords: Constraints, Solver Cooperation, Finite Domains, Sets, Functional Logic Programming

1

Introduction

Nowadays, applications arise in highly heterogeneous scenarios requiring the integration of several software technologies. Satisfaction and optimization applications
are revealed as critical examples for which diﬀerent data structures and types are
needed to be combined. On the one hand, there exists the need to integrate these different data domains, whilst, on the other, speciﬁc solving techniques are demanded
to compute in each application domain. High-level programming systems help to
develop such applications by abstractions, as the use of constraints. Examples of
such systems lay in the declarative programming paradigm.
Here, we focus on the constraint functional logic programming (CFLP) system
𝒯 𝒪𝒴 [1], a state-of-the-art representative of this paradigm, which embodies several
constraint domains and allows their integration and cooperation. It implements the
cooperation mechanisms presented in [4]. In this paper, we propose the integration
1
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of the new constraint domain Set which implements data types, functions and operators on polymorphic sets. This constraint domain is based on interval lattices [6,7]
and, in addition, a bridge allowing the communication and cooperation between the
ﬁnite domain and set constraint domains is proposed. An example supporting the
applicability of this integration is presented.

2

Related Work

Most of the existing constraint solvers only provide support for solving on speciﬁed domains; this implies that the constraints are usually restricted to just values
in the given computation domain. However, in practice, many problems require
heterogeneous constraints expressed using more than one domain and, thus, problem representations have to be artiﬁcially adapted to ﬁt the particular choice of
domain and solver. A solution to this problem has been found in the concept of
solver cooperation, an issue that has attracted the attention of many researchers in
the constraint programming (CP) community. Here we mention [2,10,12,15] as a
limited selection of references illustrating various approaches to the problem.
In this paper we consider the cooperation between the ﬁnite and set domains.
The ﬁnite domain is very well-known in CP due to its practicability [11] whereas
Set is another important domain employed traditionally in the constraint logic programming (CLP) setting because sets enable the modelling of problems formulated
on combinatorial solving and on natural language processing. In the literature one
can ﬁnd a number of proposals to integrate sets in constraint solvers [3,9,13,14,16].

3

An Overview of 𝒯 𝒪𝒴(𝒮)

The set constraint solver 𝒮 (𝑠𝑜𝑙𝑣𝑒𝒮 ) used in the 𝒯 𝒪𝒴 system has been implemented
as a particular instance of the schema described in [6,7]. This schema, based
on interval lattices, is a generic framework for both interval constraint satisfaction and interval solver cooperation, and deﬁnes a constraint solving proposal for
CLP(Interval(𝒳 )), i.e., CLP on intervals deﬁned on any computation domain 𝒳
with lattice structure. Here, 𝒳 is the lattice 𝒮 △ , i.e., the domain of sets deﬁned on
a basic domain △ (e.g., integers or characters); our 𝒮 solver is initially developed
as a tool for CLP(Interval(𝒮 △ )), that is to say, a solver for CLP over intervals of
sets deﬁned on △. This solver is further integrated into the CFLP system 𝒯 𝒪𝒴.
The computation domain 𝒮 △ is a lattice where ⊆, ∪ and ∩ deﬁne respectively
a partial order on the computation domain, the join or least upper bound, and the
meet or greatest upper bound. The bottom element of this lattice is the empty set
(denoted as {}) and the top element is the set containing all the elements of the
basic domain △ (denoted as ‘top’).
This section is devoted to describe the 𝒯 𝒪𝒴(𝒮) solver. We show the main
components of our solver, illustrate how constraint solving is deﬁned, and describe
brieﬂy its implementation. A number of simple examples that highlight the functionalities of this solver are also provided in order to help the reader to understand
the set interval constraint solving process integrated into the 𝒯 𝒪𝒴 system.
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3.1

Constraint Solving in 𝒯 𝒪𝒴(𝒮) Solver

Our 𝒯 𝒪𝒴(𝒮) solver keeps many similarities with Conjunto [9]. However, there are
also many diﬀerences with respect to Conjunto that were already highlighted in
[6,7]. In the following, we provide a brief description of our solver.
𝒯 𝒪𝒴(𝒮) solver uses an instance over integers of the solver described in [6,7],
allowing to solve set interval constraints, where a set interval constraint is an expression of the form:
𝑆𝑖𝑛𝑡 ∈ [𝑀 𝑖𝑛, 𝑀 𝑎𝑥]
and 𝑀 𝑖𝑛 and 𝑀 𝑎𝑥 are sets of elements belonging to 𝑖𝑛𝑡, the set of integers. The
constraint is consistent iﬀ 𝑀 𝑖𝑛 ⊆ 𝑀 𝑎𝑥 and then the meaning is basically that 𝑆𝑖𝑛𝑡
can have (set) values in the set interval [𝑀 𝑖𝑛, 𝑀 𝑎𝑥]. In other words, 𝑆𝑖𝑛𝑡 can be any
concrete set 𝑠 such that 𝑀 𝑖𝑛 ⊆ 𝑠 ⊆ 𝑀 𝑎𝑥. Otherwise, that is to say 𝑀 𝑖𝑛 ⊈ 𝑀 𝑎𝑥,
the constraint is inconsistent since there are no values to which variable 𝑆𝑖𝑛𝑡 can be
assigned.
In the rest of the paper we will omit the subindex 𝑖𝑛𝑡 in 𝑆𝑖𝑛𝑡 as this should be
clear from the context. Also, set interval constraints will be named as 𝒮 constraints.
Example 3.1 Let 𝑆 be an integer set variable. Then, a constraint such as 𝑆 ∈
[{}, {1, 2}] means that 𝑆 might be one of the following set values: the empty set {},
the set {1}, the set {2}, or the set {1, 2}. Also, a constraint 𝑆 ∈ [{3}, {3, 4}] means
that 𝑆 might be one of the following set values: the set {3} or the set {3, 4}.
𝒯 𝒪𝒴(𝒮) propagates set interval constraints by imposing bound consistency. It
is expected then that constraint propagation will lead to further constraint narrowing that consists basically of the reduction of the set intervals (i.e., the domains)
associated to each set variable. Pruning the domains associated to the set variables
(i.e., those set values that the variable can be assigned to) is done by reﬁning the
bounds of their corresponding associated set intervals. This idea is not new and was
already proposed in [9] although in our case is a direct consequence of implementing
the solver as an instance of the CLP(Interval(𝒳 )), for 𝒳 = 𝒮 𝑖𝑛𝑡 , as already mentioned. In a very simpliﬁed form, the domain reduction consists of both increasing
the lower bound and decreasing the upper bound of set intervals associated to set
variables by, respectively, adding and removing elements in the bounds.
Example 3.2 Let 𝑆 ∈ [{}, {1, 2}] be an interval constraint. Then, for instance,
this constraint can be narrowed by removing the value 2 from the upper bound; in
this case the constraint is reduced to 𝑆 ∈ [{}, {1}] and thus 𝑆 only might have two
set values, namely {} or the singleton {1}.
3.2

𝒯 𝒪𝒴(𝒮) Programs

𝒯 𝒪𝒴(𝒮) programs are 𝒯 𝒪𝒴 programs where 𝒮 constraints are deﬁned as functions
which are solved by our 𝒮 solver connected to 𝒯 𝒪𝒴. Programs in 𝒯 𝒪𝒴(𝒮), as in
𝒯 𝒪𝒴, can include deﬁnitions of types, operators, lazy functions in Haskell style,
as well as deﬁnitions of predicates in Prolog style. The syntax is mostly borrowed
from Haskell with the remarkable exception that variables begin with upper-case
whereas constructor symbols use lower-case, as function symbols do.
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Each function 𝑓 has an associated principal type of the form 𝜏1 → ⋅ ⋅ ⋅ → 𝜏𝑛 →
𝜏 . As usual in functional programming, types are inferred and, optionally, can
be declared in the program. Deﬁning rules for a function 𝑓 have the basic form
𝑓 𝑡1 ...𝑡𝑛 = 𝑟 ⇐ 𝐶 . Informally, the intended meaning of a program rule is that a
call to 𝑓 can be narrowed to 𝑟 whenever the actual parameters match the patterns
𝑡𝑖 , and the conditions in 𝐶 are satisﬁed. An 𝑛-ary predicate is viewed as a particular
kind of function, with type 𝜏1 → ... → 𝜏𝑛 → 𝑏𝑜𝑜𝑙. As a syntactic facility, we can use
clauses as a shorthand for deﬁning rules whose right-hand side is true. This allows
one to write Prolog-like predicate deﬁnitions; each clause 𝑝 𝑡1 . . . 𝑡𝑛 : − 𝐶1 , . . . , 𝐶𝑘
abbreviates a deﬁning rule of the form 𝑝 𝑡1 . . . 𝑡𝑛 = 𝑡𝑟𝑢𝑒 ⇐ 𝐶1 , ..., 𝐶𝑘 .
3.3

Set Constraints in 𝒯 𝒪𝒴(𝒮)

The available set constraints and functions we deﬁne is as follows, where int, bool,
and setOfInt denote the type for integers, Booleans, and set of integers, resp. This
last type can be read as the datatype declaration data setOfInt = set [int].
∙

domainSet [𝑆1 , . . . , 𝑆𝑗 ] (set [𝑋1 , . . . , 𝑋𝑘 ]) (set [𝑌1 , . . . , 𝑌𝑙 ]) (with type
[setOfInt] -> setOfInt -> setOfInt -> bool) imposes the following conjunction of set interval constraints:
⋀
𝑆𝑖 ∈ [{𝑋1 , . . . , 𝑋𝑘 }, {𝑌1 , . . . , 𝑌𝑙 }].
1≤𝑖≤𝑙

∙

subSet 𝑆1 𝑆2 (with type setOfInt -> setOfInt -> bool) imposes that each
element of the set 𝑆1 belongs to the set 𝑆2 , reducing the domain of 𝑆1 if necessary.
Analogous for superSet.

∙

intersectSet 𝑆1 𝑆2 (with type setOfInt -> setOfInt -> setOfInt) returns
the set intersection of 𝑆1 and 𝑆2 .

∙

unionSet 𝑆1 𝑆2 (with type setOfInt -> setOfInt -> setOfInt) returns the
set union of 𝑆1 and 𝑆2 .

∙

subtractSet 𝑆1 𝑆2 (with type setOfInt -> setOfInt -> setOfInt) returns
a set with the elements in 𝑆1 that do not occur in 𝑆2 .

∙

removeFromSet A 𝑆 (with type int -> setOfInt -> setOfInt) returns a set
with the elements in 𝑆 but the element A.

∙

cardinalSet 𝑆 (with type setOfInt -> int) returns the cardinality of 𝑆.

∙

labelingSet [𝑆1 , . . . , 𝑆𝑛 ] (with type [setOfInt] -> bool) provides a set
variable enumeration strategy and returns true if an assignment for the sets
𝑆1 , . . . , 𝑆𝑛 can be found, such that all of the constraints in the set constraint
store are satisﬁed.

Regarding labelingSet/1, we note that this function is deﬁned in order to
provide a complete 𝒯 𝒪𝒴(𝒮) solver as it is well-known that, in general, propagation
algorithms are not enough to solve a constraint satisfaction problem (CSP) and,
as a consequence, it is very frequent that, when no more constraint propagation is
possible, an additional labeling strategy is employed to solve the CSP. This process
is very usual in association with solvers over ﬁnite and discrete domains.
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3.4

Inference Rules

In this subsection we show (cf. Table 1, where 𝑆𝑖 , 1 ≤ 𝑖 ≤ 3, denotes a set variable,
𝐹 a ﬁnite domain variable, #𝑠 the cardinality of a set 𝑠, and, as usual, 𝐴∖𝐵 the
set diﬀerence) a number of inference rules that guide the process of set interval
constraint solving in 𝒯 𝒪𝒴(𝒮). Constraint solving is executed as a combination
of constraint propagation, constraint narrowing, and variable enumeration. Both
constraint narrowing and enumeration of set variables are a direct consequence of
applying their corresponding inference rules; constraint propagation is produced via
the application of the rest of rules.
Rule Name

Inference rules

𝑆∈[𝑠,𝑠]
𝑆=𝑠

Domain

𝑆∈[𝑎,𝑏], 𝑎⊈𝑏
fail

Inconsistency

𝑆1 ∈[𝑎,𝑏], 𝑆2 ∈[𝑐,𝑑], 𝑆1 ⊆𝑆2
𝑆1 ∈[𝑎,𝑑], 𝑆2 ∈[𝑎,𝑑]

Subset

𝑆1 ⊇𝑆2
𝑆2 ⊆𝑆1

Superset

𝑆1 ∈[𝑎,𝑏], 𝑆2 ∈[𝑐,𝑑], 𝑆3 ∈[𝑒,𝑓 ], 𝑆1 ∪𝑆2 =𝑆3
𝑆1 ∈[𝑒∖𝑑,𝑓 ], 𝑆2 ∈[𝑒∖𝑏,𝑓 ], 𝑆3 ∈[𝑎∪𝑐,𝑏∪𝑑]

Union

Intersection

𝑆1 ∈[𝑎,𝑏], 𝑆2 ∈[𝑐,𝑑], 𝑆3 ∈[𝑒,𝑓 ], 𝑆1 ∩𝑆2 =𝑆3
𝑆1 ∈[𝑒∩𝑐,𝑡𝑜𝑝], 𝑆2 ∈[𝑒∩𝑎,𝑡𝑜𝑝], 𝑆3 ∈[𝑎∩𝑐,𝑏∩𝑑]
𝑆1 ∈[𝑎,𝑏], 𝑆2 ∈[𝑐,𝑑], 𝑆3 ∈[𝑒,𝑓 ], 𝑆1 ∖𝑆2 =𝑆3
𝑆1 ∈[{},𝑑∪𝑓 ], 𝑆2 ∈[{},𝑡𝑜𝑝], 𝑆3 ∈[𝑎∖𝑑,𝑏∖𝑐]

Subtract

CardinalSet

𝑆=𝑠, cardinalSet 𝑆 = 𝐹
𝐹 =#𝑠
𝑆∈[𝑎,𝑏], cardinalSet 𝑆 = 𝐹
𝐹 ∈[#𝑎,#𝑏]

Constraint
Narrowing (CN)

Set Labeling

𝑆∈[𝑎,𝑏], 𝑆∈[𝑐,𝑑]
𝑆∈[𝑎∪𝑐,𝑏∩𝑑]
𝑆=𝑠, labelingSet [𝑆]
true
𝑆∈[𝑎,𝑏], labelingSet [𝑆]
𝑆∈[𝑎∪{𝑥},𝑏] or 𝑆∈[𝑎,𝑏∖{𝑥}], for some 𝑥∈𝑏 and 𝑥∈𝑎
/
labelingSet [𝑆∣𝑆𝑠 ]
labelingSet [𝑆], labelingSet 𝑆𝑠

Table 1
Some Inference Rules for the Set Interval Constraint Solver.
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Example 3.3 In the following we illustrate a process of constraint solving (without
labeling) where inference rules have been applied in an arbitrary order. ⇒𝑅 denotes
the rule 𝑅 applied in each step, and the selected 𝒯 𝒪𝒴(𝒮) constraints for this rule
in the inference process are underlined. Note that, opposed to usual deductions,
we show some intermediate steps which are performed by the constraint solver and
not described by the inference rules. In particular, by applying the Subset rule,
only one deduction step should appear. Here, we add conclusions without removing
hypotheses but when pruning domain by merging them via the CN rule.
𝑆1 ∈ [{1}, {1, 2, 3}], 𝑆2 ∈ [{}, {1, 2, 3, 4}], 𝑆1 ⊆ 𝑆2 ⇒Subset
𝑆1 ∈ [{1}, {1, 2, 3}], 𝑆2 ∈ [{}, {1, 2, 3, 4}], 𝑆1 ⊆ 𝑆2 , 𝑆1 ∈ [{1}, {1, 2, 3, 4}], 𝑆2 ∈ [{1}, {1, 2, 3, 4}] ⇒CN
𝑆1 ∈ [{1}, {1, 2, 3}], 𝑆2 ∈ [{}, {1, 2, 3, 4}], 𝑆1 ⊆ 𝑆2 , 𝑆2 ∈ [{1}, {1, 2, 3, 4}] ⇒CN
𝑆1 ∈ [{1}, {1, 2, 3}], 𝑆2 ∈ [{1}, {1, 2, 3, 4}], 𝑆1 ⊆ 𝑆2

Note that some rules might have been combined to obtain further domain reduction. For instance, CN and Subset rules can be combined as follows:
𝑆1 ∈ [𝑎, 𝑏], 𝑆2 ∈ [𝑐, 𝑑], 𝑆1 ⊆ 𝑆2
𝑆1 ∈ [𝑎, 𝑏 ∩ 𝑑], 𝑆2 ∈ [𝑐 ∪ 𝑎, 𝑑]
𝒯 𝒪𝒴(𝒮) has been implemented in SICStus Prolog via Constraint Handling
Rules (CHRs) [8]; these rules are a proposal to allow more ﬂexibility and applicationoriented customization of constraint systems. In this paper we will neither discuss
optimizations nor further implementation issues as this is a topic of further work.

4

Cooperation between the Domains 𝒮 and ℱ𝒟

In this section, we explain the cooperation among the pure constraint domains 𝒮,
just described, and ℱ𝒟, which supplies arithmetic and ﬁnite domain constraints
over integers (see [1,5]). Table 2 recalls some primitive functions.
Our cooperative computation model keeps diﬀerent stores for constraints corresponding to diﬀerent domains. In addition, there is a special store, called mediatorial
store (ℳℱ 𝒮 ) where the communication constraints between the ﬁnite domain and
the set domain are placed. Communication constraints (F #-- S, following the type
in Table 2) are called bridges and can be used to project constraints involving the
variable S into constraints involving the variable F, as we will see in Section 4.1.
4.1

Projections from 𝒮 to ℱ𝒟

Projection takes place whenever a constraint is submitted to the 𝒮 solver. At that
moment, projection rules relying on the available cooperation constraints (#--) are
used for building mate constraints which are submitted to the ℱ𝒟 solver. Table 3
shows the available opportunities for projections, assuming there exist bridges F𝑖
#-- S𝑖.
The second column of this table shows new bridges calculated in the computing
process, where the symbol – means that no bridges are created. The third column
shows the ℱ𝒟 constraints which are projected, where they correspond to the constraints listed in the 𝒯 𝒪𝒴 user manual [1], but setcomplement F1 F2 (constrains
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Estévez-Martı́n et al.
Domain

Primitive Functions

ℱ𝒟

COMPARISON CONSTRAINTS
#=, #>, #<, #>=, #<= :: int → int → bool
ARITHMETICAL OPERATORS
#*, #/, #+, #- :: int → int → int
COMBINATORIAL CONSTRAINT
all different :: [int] → bool
MEMBERSHIP CONSTRAINTS
domain :: [int] → int → int → bool
subset, setcomplement :: int → int → bool
intersect, union :: int → int → int
PROPOSITIONAL CONSTRAINT
#<=> :: bool → bool → bool
ENUMERATION FUNCTION
labeling :: [labelType] → [int] → bool
REFLECTION FUNCTIONS
fd min, fd max, fd size, fd degree :: int → int
fd dom :: int → fdrange

ℳℱ 𝒮

#-- ::

int → setOfInt → bool

Table 2
ℱ 𝒟 and ℳℱ 𝒮 Constraints, Operators and Functions.
Constraint
domainSet [S1,...,Sn]
[X1,...,Xj] [Y1,...,Yk]
subSet S1 S2
(resp. superSet)
intersectSet S1 S2 S3
unionSet S1 S2 S3
subtractSet S1 S2 S3

Bridges
–

F3 #-- S3
F3 #-- S3
F3 #-- S3

removeFromSet A S1 S2
cardSet S1 N

F2 #-- S2
–

–

Projections
domain [F1,...,Fn] Y1 Yk
subset F1 F2
intersect F1 F2 == F3
union F1 F2 == F3
domain [F3] (fd min F1) (fd max F1),
setcomplement F3 F2
domain [F2] (fd min F1) (fd max F1), F2 /= A
card F1 == N

Table 3
Computing Bridges and Projections from 𝒮 to ℱ 𝒟.

the domain of F1 to be the complemented domain of F2), union F1 F2 == F3 (constrains the domain of F3 to the union of the domains F1 and F2), and card S1 ==
N (constrains the cardinality of S1 to N), which are new ℱ𝒟 additions unreported
up to the next software release.
For example, the 𝒯 𝒪𝒴 goal
F1 #-- S1, F2 #-- S2,
domainSet [S1] (set [10]) (set [10,20]),
domainSet [S2] (set [10]) (set [10,20,30,40]),
intersectSet S1 S2 S3
creates a new bridge F3 #-- S3 with a new variable F3. The projection of
domainSet constraints cause that the variables F1 and F2 may take respectively
the feasible values 10,20, and 10,20,30,40. Also, the constraint intersectSet
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prunes the domain of F3 to the feasible values 10,20.
Now, if the subSet S2 S1 constraint is added, then the domain of the variable
S2 is reduced to {10,20}, and the corresponding projection reduces the domain of
the variable F2 to 10,20.
4.2

A Cooperation Problem

We consider a program written in 𝒯 𝒪𝒴 for solving the problem of scheduling tasks
that require resources to complete, and have to fulﬁl precedence constraints. Figure
𝑌 , where 𝑋
1 shows a precedence graph for six tasks which are labelled as 𝑡𝑋𝑚𝑍
stands for the identiﬁer of a task 𝑡, 𝑌 for its time to complete (duration), and 𝑍
for the identiﬁer of a machine 𝑚 (a resource needed for performing the task 𝑡𝑋).
64 2
3

1

1

53 2

38 1

28 1
46 2
Fig. 1. Precedence Graph.

The following program models this scheduling problem.
(1) durationList :: [int]
durationList = [3,8,8,6,3,4]
(2) listFrom1To :: int -> [int]
listFrom1To X = take X (iterate (+ 1) 1)
(3) scheduling :: [setOfInt] -> [int] -> bool
scheduling TasksSet TasksFD = true <==
(4)
(5)
(6)
(7)
(8)
(9)

TasksSet == [T1S, T2S, T3S, T4S, T5S, T6S],
TasksFD == [T1FD, T2FD, T3FD, T4FD, T5FD, T6FD],
foldl and true (zipWith (#--) TasksFD TasksSet),
sum durationList (#=) Time,
domainSet TasksSet (set []) (set (listFrom1To Time)),
map cardinalSet TasksSet == durationList,

(10)

%precedences
fd_max T1FD #<
fd_max T1FD #<
fd_max T5FD #<
fd_max T4FD #<

(11)

fd_min
fd_min
fd_min
fd_min

T6FD,
T5FD,
T3FD,
T3FD,

% machine m1
intersectSet T1S T2S (set []),
intersectSet T1S T3S (set []),
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intersectSet T2S T3S (set []),
(12)

%machine m2
intersectSet T4S T5S (set []),
intersectSet T5S T6S (set []),
intersectSet T4S T6S (set [])

A task is modelled as a variable of type setOfInt. The time of execution of all
tasks is, at most, the sum of the durations of all the tasks, that is, variable Time
in line (7). Therefore, the time of executing every task can be placed in the time
interval deﬁned from 1 to Time (line (8)). Note that the empty list [] means that
it is not possible to accomplish this task, and [𝑡1 , 𝑡2 , . . . 𝑡𝑛 ] means that the tasks
will be accomplished in the days 𝑡1 , 𝑡2 , . . . 𝑡𝑛 , where it is not necessary that they are
consecutive days. The duration of a task corresponds to the cardinal of its set (line
(9)).
The main function scheduling takes two arguments: the list of tasks to be
scheduled as a list of sets, and the same list of tasks as a list of integer variables.
Every set variable is related to a ﬁnite domain variable by the cooperation constraint
#-- (line (6)). We use these variables in order to project set constraints into ﬁnite
domain constraints when possible (cf. Subsection 4.1) and allow the cooperation of
both solvers.
The tasks can use certain machines. If two tasks need to use the same machine
then they cannot execute at the same time. Therefore, the intersection of the sets
that represent them is empty (blocks (11) and (12)).
The precedences among tasks are represented by ﬁnite domain relational operators since this representation is simpler (block (10)).
Figure 2 shows a possible solution for the problem of scheduling tasks.
T1
T4

T2
T5

T3
T6

Fig. 2. A Possible Solution for the Problem of Scheduling Tasks.

Projection is necessary to solve this problem, due to the fact that some constraints work in the 𝒮 domain and others in the ℱ𝒟 domain. The projection of the
set constraints creates new ﬁnite domain constraints which are needed to solve the
problem. In particular, the projection of domainSet prunes the domain of the ﬁnite
domain variables to values included in 1 and Time. Next, cardinalSet, because
of its projection, limits the number of elements in the domain of the mate ﬁnite
domain variable to the number of days (in the list durationList). Finally, the
intersectSet constraints project the ﬁnite domain constraints, therefore avoiding
overlappings.

5

Conclusions and Future Work

We have presented a new domain 𝒮 (i.e., the set of integers domain) integrated
currently in the 𝒯 𝒪𝒴 system which can cooperate with the existing domain ℱ𝒟.
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The cooperation is allowed via a new bridge relating 𝒮 and ℱ𝒟 variables. Several
constraint functions have been proposed and the 𝒮 solver has been implemented
using CHRs. We have shown an example of a scheduling problem with a more
natural representation, which is in addition solved thanks to the cooperation of the
solvers of both domains.
This work can be extended in a number of ways. For instance, we think to renew
the current implementation of the set solver with a wider set primitive toolbox; this
extension demands obviously the construction of additional bridges relating the set
and ﬁnite domains. Also, we can study how to redeﬁne the propagation mechanism
of the set solver to produce stronger (bound) consistency. In addition, projection
from ℱ𝒟 to 𝒮 will be considered as well as alternative models for the ℱ𝒟 − 𝒮
bridges. Moreover, we are working on new examples to motivate the feasibility of
our cooperative model.
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http://toy.sourceforge.net.
[6] Fernández, A. J. and P. M. Hill, An interval constraint system for lattice domains., ACM Transactions
on Programming Languages and Systems 26 (2004), pp. 1–46.
[7] Fernández, A. J. and P. M. Hill, An interval constraint branching scheme for lattice domains, J. UCS
12 (2006), pp. 1466–1499.
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Abstract
Type systems are widely used in programming languages as a powerful tool providing safety to programs, and
forcing the programmers to write code in a clearer way. Functional-logic languages have inherited Damas &
Milner type system from their functional part due to its simplicity and popularity. However, functional-logic
languages have some problematic features not taken under consideration by standard systems. In particular,
it is known that the use of opaque HO patterns in left-hand sides of program rules may produce undesirable
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type system where certain uses of HO patterns (even opaque) are permitted while preserving type safety, as
proved by a subject reduction result that uses a HO-let-rewriting, a recently proposed operational semantics
for HO functional logic programs.
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1

Introduction

Type systems for programming languages are an active area of research [16], no
matters which paradigm one considers. In the case of functional programming, most
type systems have arisen as extensions of Damas & Milner’s [4], for its remarkable
simplicity and good properties (decidability, existence of principal types, possibility
of type inference). Functional logic languages [11,8,7], in their practical side, have
inherited more or less directly Damas & Milner’s types. In principle, most of the
type extensions proposed for functional programming could be also incorporated
to functional logic languages (this has been done, for instance, for type classes in
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[14]). However, if types are not only decoration but are to provide safety, one
should be sure that the adopted system has indeed good properties for the language
under consideration, or at least for a well determined fragment. In this paper we
tackle one aspect of existing FLP systems that are problematic or not well covered
by standard Damas & Milner systems: the presence of so called HO patterns in
programs. This is an expressive feature for which a sensible semantics exists [5];
however, unrestricted use of HO patterns leads to type unsafety, as recalled below.
The rest of the paper is organized as follows. The next subsection further introduce the mentioned aspect. Sect. 2 contains some preliminaries about FL programs
and types. In Sect. 3 we expose the type system and prove its soundness wrt. let
rewriting semantics. Sect. 4 contains a type inference relation, which let us ﬁnd the
most general type of expressions. Finally, Sect. 5 contains some conclusions and
future work. Omitted proofs can be found in [12].

1.1

Higher order patterns

In our formalism patterns appear in the left-hand side of rules and in lambda or
let expressions. Some of these patterns can be HO patterns, if they contain partial
applications of function or constructor symbols. HO patterns can be a source of
problems from the point of view of the types. In particular, it was shown in [6]
that unrestricted use of HO patterns leads to loss of expected property of subject
reduction (i.e., evaluation does not change types), an essential property for a type
system. The following is a crisp example of the problem.
Example 1.1 (Polymorphic Casting [2]) Consider the program consisting of
the rules 𝑠𝑛𝑑 𝑋 𝑌 → 𝑌 , 𝑎𝑛𝑑 𝑡𝑟𝑢𝑒 𝑋 → 𝑋, 𝑎𝑛𝑑 𝑓 𝑎𝑙𝑠𝑒 𝑋 → 𝑓 𝑎𝑙𝑠𝑒, with the usual
types inferred by a classical Damas & Milner algorithm. Then we can write the
functions 𝑐𝑜 (𝑠𝑛𝑑 𝑋) → 𝑋 and 𝑐𝑎𝑠𝑡 𝑋 → 𝑐𝑜 (𝑠𝑛𝑑 𝑋), whose inferred types will be
∀𝛼.∀𝛽.(𝛼 → 𝛼) → 𝛽 and ∀𝛼.∀𝛽.𝛼 → 𝛽 respectively. It is clear that 𝑎𝑛𝑑 (𝑐𝑎𝑠𝑡 0) 𝑡𝑟𝑢𝑒
is well-typed, because 𝑐𝑎𝑠𝑡 0 has type 𝑏𝑜𝑜𝑙 (in fact it has any type), but if we reduce
the expression using the rule of 𝑐𝑎𝑠𝑡 the resulting expression 𝑎𝑛𝑑 0 𝑡𝑟𝑢𝑒 is ill-typed.
The problem arises when dealing with HO patterns, because unlike FO patterns,
knowing the type of a pattern does not always permit us to know the type of its
subpatterns. In the previous example the cause is function 𝑐𝑜, because its pattern
𝑠𝑛𝑑 𝑋 is opaque and shadows the type of its subpattern 𝑋. Usual inference algorithms treat this opacity as polymorphism, and that is the reason why it is inferred
a completely polymorphic type for the the result of the function 𝑐𝑜.
In [6] the appearance of any opaque pattern in the left-hand side of the rules
is prohibited, but we will see that it is possible to be less restrictive. The key is
making a distinction between transparent and opaque variables of a pattern: a
variable is transparent if its type is univocally ﬁxed by the type of the pattern,
and is opaque otherwise. We call a variable of a pattern critical if it is opaque in
the pattern and also appears elsewhere in the expression. The formal deﬁnition of
opaque and critical variables will be given in Sect. 3. With these notions we can
relax the situation in [6], prohibiting only those patterns having critical variables.
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2

Preliminaries

We assume a signature Σ = 𝐷𝐶 ∪ 𝐹 𝑆, where 𝐷𝐶 and 𝐹 𝑆 are two disjoint sets
of data constructor and function symbols resp., all them with associated arity. We
write 𝐷𝐶 𝑛 (resp 𝐹 𝑆 𝑛 ) for the set of constructor (function) symbols of arity n.
We also assume a denumerable set 𝒟𝒱 of data variables 𝑋. We deﬁne the set of
patterns 𝑃 𝑎𝑡 ∋ 𝑡 ::= 𝑋 ∣ 𝑐 𝑡1 . . . 𝑡𝑛 (𝑛 ≤ 𝑚) ∣ 𝑓 𝑡1 . . . 𝑡𝑛 (𝑛 < 𝑚) and the set of
expressions 𝐸𝑥𝑝 ∋ 𝑒 ::= 𝑋 ∣ 𝑐 ∣ 𝑓 ∣ 𝑒1 𝑒2 ∣ 𝜆𝑡.𝑒 ∣ 𝑙𝑒𝑡 𝑡 = 𝑒1 𝑖𝑛 𝑒2 where 𝑐 ∈ 𝐷𝐶 𝑚 and
𝑓 ∈ 𝐹 𝑆 𝑚 . We split the set of patterns in two: ﬁrst order patterns 𝐹 𝑂𝑃 𝑎𝑡 ∋ 𝑓 𝑜𝑡 ::=
𝑋 ∣ 𝑐 𝑡1 . . . 𝑡𝑛 where 𝑐 ∈ 𝐷𝐶 𝑛 , and Higher order patterns 𝐻𝑂𝑃 𝑎𝑡 = 𝑃 𝑎𝑡 ∖ 𝐹 𝑂𝑃 𝑎𝑡.
Expressions ℎ 𝑒1 . . . 𝑒𝑚 are called junk if ℎ ∈ 𝐶𝑆 𝑛 and 𝑚 > 𝑛, and active if ℎ ∈
𝐹 𝑆 𝑛 and 𝑚 ≥ 𝑛. 𝐹 𝑉 (𝑒) is the set of variables in 𝑒 which are not bound by any
lambda or let expression and is deﬁned in the usual way (notice that since our let
expressions do not support recursive deﬁnitions the bindings of the pattern only
aﬀect 𝑒2 : 𝐹 𝑉 (𝑙𝑒𝑡 𝑡 = 𝑒1 𝑖𝑛 𝑒2 ) = 𝐹 𝑉 (𝑒1 ) ∪ (𝐹 𝑉 (𝑒2 ) ∖ 𝑣𝑎𝑟(𝑡)). A one-hole context
𝒞 is an expression with exactly one hole. A data substitution 𝜃 ∈ 𝒫𝒮𝑢𝑏𝑠𝑡 is a ﬁnite
mapping from data variables to patterns : [𝑋𝑖 /𝑡𝑖 ]. Substitution application over
data variables and expressions is deﬁned in the usual way. A program rule is deﬁned
as 𝑃 𝑅𝑢𝑙𝑒 ∋ 𝑟 ::= 𝑓 𝑡1 . . . 𝑡𝑛 → 𝑒 (𝑛 ≥ 0) where the set of patterns 𝑡𝑖 is linear and
∪
𝐹 𝑉 (𝑒) ⊆ 𝑖 𝑣𝑎𝑟(𝑡𝑖 ). Therefore, extra variables are not considered in this paper. A
program is a set of program rules 𝑃 𝑟𝑜𝑔 ∋ 𝒫 ::= {𝑟1 , . . . , 𝑟𝑛 }(𝑛 ≥ 0).
For the types we assume a denumerable set 𝒯 𝒱 of type variables 𝛼 and a count∪
able alphabet 𝒯 𝒞 = 𝑛∈ℕ 𝒯 𝒞 𝑛 of type constructors 𝐶. The set of simple types
is deﬁned as 𝑆𝑇 𝑦𝑝𝑒 ∋ 𝜏 ::= 𝛼 ∣ 𝜏1 → 𝜏2 ∣ 𝐶 𝜏1 . . . 𝜏𝑛 (𝐶 ∈ 𝒯 𝒞 𝑛 ). Based on
simple types we deﬁne the set of type-schemes as 𝑇 𝑆𝑐ℎ𝑒𝑚𝑒 ∋ 𝜎 ::= 𝜏 ∣ ∀𝛼.𝜎.
The set of free type variables (FTV) of a simple type 𝜏 is 𝑣𝑎𝑟(𝜏 ), and for typeschemes 𝐹 𝑇 𝑉 (∀𝛼𝑖 .𝜏 ) = 𝐹 𝑇 𝑉 (𝜏 )∖{𝛼𝑖 }. A type-scheme ∀𝛼𝑖 .𝜏𝑛 → 𝜏 is transparent if
𝐹 𝑇 𝑉 (𝜏𝑛 ) ⊆ 𝐹 𝑇 𝑉 (𝜏 ). A set of assumptions 𝒜 is {𝑠𝑖 : 𝜎𝑖 }, where 𝑠𝑖 ∈ 𝐷𝐶 ∪𝐹 𝑆 ∪𝒟𝒱.
Notice that the transparency of type-schemes for data constructors is not required
in our setting, although that hypothesis is usually assumed in classical Damas &
Milner type systems. If (𝑠𝑖 : 𝜎𝑖 ) ∈ 𝒜 we write 𝒜(𝑠𝑖 ) = 𝜎𝑖 . A type substitution
𝜋 ∈ 𝒯 𝒮𝑢𝑏𝑠𝑡 is a ﬁnite mapping from type variables to simple types [𝛼𝑖 /𝜏𝑖 ]. For
∪
sets of assumptions 𝐹 𝑇 𝑉 ({𝑠𝑖 : 𝜎𝑖 }) = 𝑖 𝐹 𝑇 𝑉 (𝜎𝑖 ). We will say a type-scheme 𝜎
is closed if 𝐹 𝑇 𝑉 (𝜎) = ∅. Application of type substitutions to simple types is the
natural, and for type-schemes consists in applying the substitution only to their
free variables. This notion is extended to set of assumptions in the obvious way.
We will say 𝜎 is an instance of 𝜎 ′ if 𝜎 = 𝜎 ′ 𝜋 for some 𝜋. 𝜏 ′ is a generic instance of
𝜎 ≡ ∀𝛼𝑖 .𝜏 if 𝜏 ′ = 𝜏 [𝛼𝑖 /𝜏𝑖 ] for some 𝜏𝑖 , and we write it 𝜎 ≻ 𝜏 ′ . We extend ≻ to a
relation between type-schemes by saying that 𝜎 ≻ 𝜎 ′ iﬀ every simple type such that
is a generic instance of 𝜎 ′ is also a generic instance of 𝜎. Then ∀𝛼𝑖 .𝜏 ≻ ∀𝛽𝑖 .𝜏 [𝛼𝑖 /𝜏𝑖 ]
iﬀ {𝛽𝑖 } ∩ 𝐹 𝑇 𝑉 (∀𝛼𝑖 .𝜏 ) = ∅ [3]. Finally, 𝜏 ′ is a variant of 𝜎 ≡ ∀𝛼𝑖 .𝜏 (𝜎 ≻𝑣𝑎𝑟 𝜏 ′ ) if
𝜏 ′ = 𝜏 [𝛼𝑖 /𝛽𝑖 ] and 𝛽𝑖 are fresh type variables.

3

Type derivation

We propose a type system based in Damas & Milner’s [4], but with some diﬀerences.
We have divided our type system so the task of giving a regular Damas & Milner
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type and the task of checking critical variables are kept separated. To do that we
have deﬁned two diﬀerent type relations: ⊢ and ⊢∙ .
[ID]

[APP]

if

𝒜⊢𝑠:𝜏

𝑠 ∈ 𝐷𝐶 ∪ 𝐹 𝑆 ∪ 𝒟𝒱
∧ (𝑠 : 𝜎) ∈ 𝒜 ∧ 𝜎 ≻ 𝜏

𝒜 ⊢ 𝑒 1 : 𝜏1 → 𝜏
𝒜 ⊢ 𝑒2 : 𝜏1
𝒜 ⊢ 𝑒1 𝑒2 : 𝜏

[Λ]

𝒜 ⊕ {𝑋𝑖 : 𝜏𝑖 } ⊢ 𝑡 : 𝜏𝑡
𝒜 ⊕ {𝑋𝑖 : 𝜏𝑖 } ⊢ 𝑒 : 𝜏

if {𝑋𝑖 } = 𝑣𝑎𝑟(𝑡)

𝒜 ⊢ 𝜆𝑡.𝑒 : 𝜏𝑡 → 𝜏

[LET]

𝒜 ⊕ {𝑋𝑖 : 𝜏𝑖 } ⊢ 𝑡 : 𝜏𝑡
𝒜 ⊢ 𝑒 1 : 𝜏𝑡
𝒜 ⊕ {𝑋𝑖 : 𝜏𝑖 } ⊢ 𝑒2 : 𝜏2

if {𝑋𝑖 } = 𝑣𝑎𝑟(𝑡)

𝒜 ⊢ let 𝑡 = 𝑒1 in 𝑒2 : 𝜏2

[P]

𝒜⊢𝑒:𝜏

if 𝑐𝑟𝑖𝑡𝑉 𝑎𝑟𝒜 (𝑒) = ∅

𝒜 ⊢∙ 𝑒 : 𝜏

Fig. 1. Rules of type system

⊢ is the basic typing relation (upper part of Fig. 1). It is like the classical
Damas & Milner’s type system but extended to handle the occurrence of patterns
instead of variables in lambda and let expressions. We have also made the rules
more syntax-directed so that the form of type derivations depends only on the form
of the expression to be typed. Let expressions are considered monomorphically,
i.e., the variables in the pattern of a let expression have the same type in all the
occurrences in 𝑒2 .
The ⊢∙ relation (lower part of Fig. 1) uses ⊢ but enforces also the absence of
critical variables. A variable 𝑋𝑖 is opaque in 𝑡 when it is possible to build a type
derivation for 𝑡 where the type assumed for 𝑋𝑖 contains type variables which do not
occur in the type derived for the pattern. The formal deﬁnition is as follows.
Deﬁnition 3.1 (Opaque variable of 𝑡 wrt. 𝒜) Let 𝑡 be a pattern that admits
type wrt. a given set of assumptions 𝒜. We say that 𝑋𝑖 ∈ 𝑋𝑖 = 𝑣𝑎𝑟(𝑡) is opaque
wrt. 𝒜 iﬀ ∃𝜏𝑖 , 𝜏 s.t. 𝒜 ⊕ {𝑋𝑖 : 𝜏𝑖 } ⊢ 𝑡 : 𝜏 and 𝐹 𝑇 𝑉 (𝜏𝑖 ) ⊈ 𝐹 𝑇 𝑉 (𝜏 ).
The previous deﬁnition is based on the existence of a certain type derivation,
and therefore cannot be used as an eﬀective check for the opacity of variables. Prop.
3.2 provides a more operational characterization of opacity that exploits the close
relationship between ⊢ an type inference ⊪ presented in Sect. 4.
Proposition 3.2 𝑋𝑖 ∈ 𝑋𝑖 = 𝑣𝑎𝑟(𝑡) is opaque wrt. 𝒜 iﬀ 𝒜 ⊕ {𝑋𝑖 : 𝛼𝑖 } ⊪ 𝑡 : 𝜏𝑔 ∣𝜋𝑔
and 𝐹 𝑇 𝑉 (𝛼𝑖 𝜋𝑔 ) ⊈ 𝐹 𝑇 𝑉 (𝜏𝑔 ).
We write 𝑜𝑝𝑎𝑞𝑢𝑒𝑉 𝑎𝑟𝒜 (𝑡) for set of opaque variables of 𝑡 wrt. 𝒜. Now, we can
deﬁne the critical variables of an expression 𝑒 wrt. 𝒜 as those variables that, being
opaque in a let or lambda pattern of 𝑒, are indeed used in 𝑒. Formally:
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Deﬁnition 3.3 (Critical variables of 𝑒 wrt. 𝒜)
𝑐𝑟𝑖𝑡𝑉 𝑎𝑟𝒜 (𝑠) = ∅ 𝑖𝑓 𝑠 ∈ 𝐷𝐶 ∪ 𝐹 𝑆 ∪ 𝒟𝒱
𝑐𝑟𝑖𝑡𝑉 𝑎𝑟𝒜 (𝑒1 𝑒2 ) = 𝑐𝑟𝑖𝑡𝑉 𝑎𝑟𝒜 (𝑒1 ) ∪ 𝑐𝑟𝑖𝑡𝑉 𝑎𝑟𝒜 (𝑒2 )
𝑐𝑟𝑖𝑡𝑉 𝑎𝑟𝒜 (𝜆𝑡.𝑒) = (𝑜𝑝𝑎𝑞𝑢𝑒𝑉 𝑎𝑟𝒜 (𝑡) ∩ 𝐹 𝑉 (𝑒)) ∪ 𝑐𝑟𝑖𝑡𝑉 𝑎𝑟𝒜 (𝑒)
𝑐𝑟𝑖𝑡𝑉 𝑎𝑟𝒜 (𝑙𝑒𝑡 𝑡 = 𝑒1 𝑖𝑛 𝑒2 )
= (𝑜𝑝𝑎𝑞𝑢𝑒𝑉 𝑎𝑟𝒜 (𝑡) ∩ 𝐹 𝑉 (𝑒2 )) ∪ 𝑐𝑟𝑖𝑡𝑉 𝑎𝑟𝒜 (𝑒1 ) ∪ 𝑐𝑟𝑖𝑡𝑉 𝑎𝑟𝒜 (𝑒2 )
Notice that the if we write the function 𝑐𝑜 of Ex. 1.1 as 𝜆(𝑠𝑛𝑑 𝑋).𝑋, it is welltyped wrt. ⊢ using the usual type for 𝑠𝑛𝑑. However it is ill-typed wrt. ⊢∙ since 𝑋
is an opaque variable in 𝑠𝑛𝑑 𝑋 and it occurs in the body, so it is critical.
The typing relation ⊢∙ has been deﬁned in a modular way in the sense that the
opacity check is kept separated from the regular Damas & Milner typing. Therefore
it is easy to see that if every constructor and function symbol in program has a
transparent assumption, then all the variables in patterns will be transparent, and
so ⊢∙ will be equivalent to ⊢. This happens in particular for those programs using
only ﬁrst order patterns and whose constructor symbols come from a Haskell (or
Toy, Curry)-like data declaration.
3.1

Properties of the typing relations

The typing relations fulﬁll a set of useful properties. Here we use ⊢? for any of the
two typing relations: ⊢ or ⊢∙ .
Theorem 3.4 (Properties of the typing relations)
a) If 𝒜 ⊢? 𝑒 : 𝜏 then 𝒜𝜋 ⊢? 𝑒 : 𝜏 𝜋, for any 𝜋 ∈ 𝒯 𝒮𝑢𝑏𝑠𝑡.
b) Let 𝑠 ∈ 𝐷𝐶 ∪ 𝐹 𝑆 ∪ 𝒟𝒱 be a symbol not occurring in 𝑒. Then 𝒜 ⊢? 𝑒 : 𝜏 ⇐⇒
𝒜 ⊕ {𝑠 : 𝜎𝑠 } ⊢? 𝑒 : 𝜏 .
c) If 𝒜 ⊕ {𝑋 : 𝜏𝑥 } ⊢? 𝑒 : 𝜏 and 𝒜 ⊕ {𝑋 : 𝜏𝑥 } ⊢? 𝑒′ : 𝜏𝑥 then 𝒜 ⊕ {𝑋 : 𝜏𝑥 } ⊢?
𝑒[𝑋/𝑒′ ] : 𝜏 .
d) If 𝒜 ⊕ {𝑠 : 𝜎} ⊢ 𝑒 : 𝜏 and 𝜎 ′ ≻ 𝜎, then 𝒜 ⊕ {𝑠 : 𝜎 ′ } ⊢ 𝑒 : 𝜏 .
Part a) states the closure under substitutions of the type derivations: if we have
a correct type derivation, from an instance of the assumptions we could build a valid
type derivation to an instance of the obtained type. b) shows that if there is a symbol
which does not appear in an expression, we can add or delete any assumption over it
from the set of assumptions and the type derivation will remain valid. Therefore in
order to build a type derivation for an expression we only need to have assumptions
for the symbols in the expression. c) states that if have a type derivation, we can
substitute a variable for an expression with the same type. Finally, d) establishes
that from a valid type derivation we can change the assumption of a symbol for a
more general type-scheme, and we still have a correct type derivation for the same
type. This is not true wrt. the typing relation ⊢∙ because a more general type can
introduce opacity. For example the variable 𝑋 is opaque in 𝑠𝑛𝑑 𝑋 with the usual
type for 𝑠𝑛𝑑, but with a more speciﬁc type such as 𝑏𝑜𝑜𝑙 → 𝑏𝑜𝑜𝑙 → 𝑏𝑜𝑜𝑙 it is no
longer opaque.
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3.2

Subject Reduction

Subject reduction is a key property for type systems, meaning that evaluation does
not change the type of an expression. This ensures that run-time type errors will
not occur. Subject reduction is only guaranteed for well-typed programs, a notion
that we formally deﬁne now.
Deﬁnition 3.5 (Well-typed program) A program rule 𝑓 𝑡1 . . . 𝑡𝑛 → 𝑒 is welltyped wrt. 𝒜 if 𝒜 ⊢∙ 𝜆𝑡1 . . . 𝜆𝑡𝑛 .𝑒 : 𝜏 and 𝜏 is a variant of 𝒜(𝑓 ). A program 𝒫 is
well-typed wrt. 𝒜 if all its rules are well-typed wrt. 𝒜. If 𝒫 is well-typed wrt. 𝒜
we write 𝑤𝑡𝒜 (𝒫).
Notice the use of the extended typing relation ⊢∙ in the previous deﬁnition.
This is essential, as we will explain later. Returning to Ex. 1.1, we can see that
the program will not be well-typed because of the rule 𝑐𝑜 (𝑠𝑛𝑑 𝑋) → 𝑋, since
𝜆(𝑠𝑛𝑑 𝑋).𝑋 will be ill-typed wrt. the usual type for 𝑠𝑛𝑑, as we explained before.
Although the restriction that the type of the 𝜆-abstraction associated to a rule
must be a variant of the type of the function symbol (and not an instance) might
seem strange, it is necessary. Otherwise, the fact that a program is well-typed
will not give us important information about the functions like the type of their
arguments, and will make us to consider as well-typed undesirable programs like
𝒫 ≡ {𝑓 𝑡𝑟𝑢𝑒 → 𝑡𝑟𝑢𝑒; 𝑓 2 → 𝑓 𝑎𝑙𝑠𝑒} with the assumptions 𝒜 ≡ {𝑓 :: ∀𝛼.𝛼 → 𝑏𝑜𝑜𝑙}.
Besides, this restriction is implicitly considered in [6].
We also need a notion of evaluation. We have chosen let-rewriting [10], a recently
proposed operational semantics for HO functional-logic programs. As can be seen
in Fig. 2, the semantics does not support let expressions with compound patterns.
Instead of extending the semantics with this feature we propose a transformation
from let-expressions with patterns to let-expressions with only variables (Fig. 3).
There are various ways to perform this transformation, which diﬀer in the strictness
of the pattern matching. We have chosen the alternative explained in [15] that does
not demand the matching if no variable of the pattern is needed, but forces the
matching of the whole pattern if any variable is used. 𝜆-abstractions have been
omitted, since they are not supported by let-rewriting.
(Fapp) 𝑓 𝑡1 𝜃 . . . 𝑡𝑛 𝜃 →𝑙 𝑟𝜃,

if (𝑓 𝑡1 . . . 𝑡𝑛 → 𝑟) ∈ 𝒫 and 𝜃 ∈ 𝒫𝒮𝑢𝑏𝑠𝑡

→𝑙

(LetIn) 𝑒1 𝑒2
𝑙𝑒𝑡 𝑋 = 𝑒2 𝑖𝑛 𝑒1 𝑋,
if 𝑒2 is an active expression, variable
application, junk or let rooted expression, for 𝑋 fresh.
(Bind) 𝑙𝑒𝑡 𝑋 = 𝑡 𝑖𝑛 𝑒 →𝑙 𝑒[𝑋/𝑡],
(Elim) 𝑙𝑒𝑡 𝑋 = 𝑒1 𝑖𝑛 𝑒2

→𝑙

𝑒2 ,

if 𝑡 ∈ 𝑃 𝑎𝑡
if 𝑋 ∕∈ 𝐹 𝑉 (𝑒2 )

(Flat) 𝑙𝑒𝑡 𝑋 = (𝑙𝑒𝑡 𝑌 = 𝑒1 𝑖𝑛 𝑒2 ) 𝑖𝑛 𝑒3 →𝑙 𝑙𝑒𝑡 𝑌 = 𝑒1 𝑖𝑛 (𝑙𝑒𝑡 𝑋 = 𝑒2 𝑖𝑛 𝑒3 ),
if 𝑌 ∕∈ 𝐹 𝑉 (𝑒3 )
(LetAp) (𝑙𝑒𝑡 𝑋 = 𝑒1 𝑖𝑛 𝑒2 ) 𝑒3 →𝑙 𝑙𝑒𝑡 𝑋 = 𝑒1 𝑖𝑛 𝑒2 𝑒3 ,
(Contx) 𝒞[𝑒]

→𝑙

𝒞[𝑒′ ],

if 𝒞 ∕= [ ], 𝑒

→𝑙

𝑒′

if 𝑋 ∕∈ 𝐹 𝑉 (𝑒3 )

using any of the previous rules

Fig. 2. Higher order let-rewriting relation →𝑙

The proposed transformation preserves the types of the expressions, as it is
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stated in Th. 3.6.
𝑇 𝑅𝐿(𝑠) =
𝑇 𝑅𝐿(𝑒1 𝑒2 ) =
𝑇 𝑅𝐿(𝑙𝑒𝑡 𝑋 = 𝑒1 𝑖𝑛 𝑒2 ) =
𝑇 𝑅𝐿(𝑙𝑒𝑡 𝑡 = 𝑒1 𝑖𝑛 𝑒2 ) =

𝑠, if 𝑠 ∈ 𝐷𝐶 ∪ 𝐹 𝑆 ∪ 𝒟𝒱
𝑇 𝑅𝐿(𝑒1 ) 𝑇 𝑅𝐿(𝑒2 )
𝑙𝑒𝑡 𝑋 = 𝑇 𝑅𝐿(𝑒1 ) 𝑖𝑛 𝑇 𝑅𝐿(𝑒2 )
𝑙𝑒𝑡 𝑌 = 𝑇 𝑅𝐿(𝑒1 ) 𝑖𝑛 𝑙𝑒𝑡 𝑋𝑖 = 𝑓𝑋𝑖 𝑌 𝑖𝑛 𝑇 𝑅𝐿(𝑒2 )

for {𝑋𝑖 } = 𝑣𝑎𝑟(𝑡) ∩ 𝑣𝑎𝑟(𝑒2 ), 𝑓𝑋𝑖 ∈ 𝐹 𝑆 1 fresh deﬁned by the rule 𝑓𝑋𝑖 𝑡 → 𝑋𝑖 ,
𝑌 ∈ 𝒟𝒱 fresh and 𝑡 a non variable pattern.
Fig. 3. Transformation rules of let expressions with patterns

Theorem 3.6 (Type preservation of the let transformation)
Let be 𝒜 ⊢∙ 𝑒 : 𝜏 and 𝒫 ≡ {𝑓𝑋𝑖 𝑡𝑖 → 𝑋𝑖 } the rules of the projections functions
needed to eliminate the let expressions with compound patterns in 𝑒 according to
Fig. 3. Let also 𝒜′ be the set of assumptions over that functions, deﬁned as 𝒜′ ≡
{𝑓𝑋𝑖 : 𝐺𝑒𝑛(𝜏𝑋𝑖 , 𝒜)}, where 𝒜 ⊪∙ 𝜆𝑡𝑖 .𝑋𝑖 : 𝜏𝑋𝑖 ∣𝜋𝑋𝑖 . Then 𝒜 ⊕ 𝒜′ ⊢∙ 𝑇 𝑅𝐿(𝑒) : 𝜏 and
𝑤𝑡𝒜⊕𝒜′ (𝒫).
Th. 3.6 also states that the projection functions are well-typed. Then if we
start from a well-typed program 𝒫 wrt. 𝒜 and apply the transformation to all its
rules, the program extended with the projections rules will be well-typed wrt. the
extended assumptions: 𝑤𝑡𝒜⊕𝒜′ (𝒫 ⊎ 𝒫 ′ ). This result is straightforward, because 𝒜′
does not contain any assumption for a symbol in 𝒫, so 𝑤𝑡𝒜 (𝒫) implies 𝑤𝑡𝒜⊕𝒜′ (𝒫).
Th. 3.7 states the subject reduction property for one step of let-rewriting, but
its extension to any number of steps is trivial. As we have said, let-rewriting does
not support lambda expressions nor let expressions with compound patterns, so the
subject reduction is only valid for the restricted set of expressions without these
constructions.
Theorem 3.7 (Subject Reduction)
If 𝒜 ⊢∙ 𝑒 : 𝜏 and 𝑤𝑡𝒜 (𝒫) and 𝒫 ⊢ 𝑒 →𝑙 𝑒′ then 𝒜 ⊢∙ 𝑒′ : 𝜏 .
It is essential that the deﬁnition of well-typed program relies on ⊢∙ , because
it assures that the program rules do not have critical variables, and therefore the
reduction of function calls will not create problems with the types. If this deﬁnition was based only in ⊢ and did not check the critical variables then the subject
reduction would not hold. A counterexample can be found in Ex. 1.1, where the
program will be well-typed with this relaxed form of well-typeness but the subject
reduction property will fail for 𝑎𝑛𝑑 (𝑐𝑎𝑠𝑡 0) 𝑡𝑟𝑢𝑒 because of the rule for 𝑐𝑜.
The proof of the subject reduction property is based on an important result
about transparent variables: the well behavior of the transparent variables of a
pattern when they are instantiated (Lemma 3.8). Intuitively it states that if we
have a pattern 𝑡 with type 𝜏 and we change its variables by other expressions, the
only way to obtain the same type 𝜏 for the substituted pattern is changing the
transparent variables by expressions with the same type. This is not guaranteed
with opaque variables, and that is why we forbid their use in expressions.
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Lemma 3.8
Assume 𝒜 ⊕ {𝑋𝑖 : 𝜏𝑖 } ⊢ 𝑡 : 𝜏 , where 𝑣𝑎𝑟(𝑡) ⊆ {𝑋𝑖 }. If 𝒜 ⊢ 𝑡[𝑋𝑖 /𝑠𝑖 ] : 𝜏 and X𝑗 is a
transparent variable of 𝑡 wrt. 𝒜 then 𝒜 ⊢ 𝑠𝑗 : 𝜏𝑗 .

4

Type inference

The typing relation lacks some properties that prevents its usage as a type-checker
mechanism in a compiler for a functional-logic language. First, in spite of the
syntax-directed style, the rules for ⊢ and ⊢∙ have a bad operational behavior: at
some steps they need to guess a type. Second, the types related to an expression
can be inﬁnite due to polymorphism. And ﬁnally, the typing relation needs all
the assumptions for the symbols in order to work. To solve these problems, type
systems usually are accompanied with a type inference algorithm which returns a
valid type for an expression and also establishes the types for some symbols in the
expression.
In this work we have given the type inference in Fig. 4 a relational style to show
the similarities with the typing relation. But in essence, these rules for inference
represent an algorithm (as algorithm 𝒲 [4,3]) which fails if any of the rules cannot
be applied. This algorithm accepts a set of assumptions 𝒜 and an expression 𝑒, and
returns a simple type 𝜏 and a type substitution 𝜋. Intuitively, 𝜏 will be the “most
general” type which can be given to 𝑒, and 𝜋 the “minimum” substitution we have
to apply to 𝒜 in order to derive a type for 𝑒.

[iID]

[iAPP]

[iΛ]

if

𝑠 ∈ 𝐷𝐶 ∪ 𝐹 𝑆 ∪ 𝑉 𝐴𝑅
∧ (𝑠 : 𝜎) ∈ 𝒜 ∧ 𝜎 ≻𝑣𝑎𝑟 𝜏

𝒜 ⊪ 𝑒1 : 𝜏1 ∣𝜋1
𝒜𝜋1 ⊪ 𝑒2 : 𝜏2 ∣𝜋2
𝒜 ⊪ 𝑒1 𝑒2 : 𝛼𝜋∣𝜋1 𝜋2 𝜋

if

𝛼 𝑓 𝑟𝑒𝑠ℎ 𝑡𝑦𝑝𝑒 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒
∧ 𝜋 = 𝑚𝑔𝑢(𝜏1 𝜋2 , 𝜏2 → 𝛼)

𝒜 ⊕ {𝑋𝑖 : 𝛼𝑖 } ⊪ 𝑡 : 𝜏𝑡 ∣𝜋𝑡
(𝒜 ⊕ {𝑋𝑖 : 𝛼𝑖 })𝜋𝑡 ⊪ 𝑒 : 𝜏 ∣𝜋
𝒜 ⊪ 𝜆𝑡.𝑒 : 𝜏𝑡 𝜋 → 𝜏 ∣𝜋𝑡 𝜋

if

{𝑋𝑖 } = 𝑣𝑎𝑟(𝑡)
∧ 𝛼𝑖 𝑓 𝑟𝑒𝑠ℎ 𝑡𝑦𝑝𝑒 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒𝑠

𝒜 ⊪ 𝑠 : 𝜏 ∣𝑖𝑑

𝒜 ⊕ {𝑋𝑖 : 𝛼𝑖 } ⊪ 𝑡 : 𝜏𝑡 ∣𝜋𝑡
{𝑋𝑖 } = 𝑣𝑎𝑟(𝑡)
𝒜𝜋𝑡 ⊪ 𝑒1 : 𝜏1 ∣𝜋1
[iLET]
if ∧ 𝛼𝑖 𝑓 𝑟𝑒𝑠ℎ 𝑡𝑦𝑝𝑒 𝑣𝑎𝑟𝑖𝑎𝑏𝑙𝑒𝑠
(𝒜 ⊕ {𝑋𝑖 : 𝛼𝑖 })𝜋𝑡 𝜋1 𝜋 ⊪ 𝑒2 : 𝜏2 ∣𝜋2
∧ 𝜋 = 𝑚𝑔𝑢(𝜏𝑡 𝜋1 , 𝜏1 )
𝒜 ⊪ let 𝑡 = 𝑒1 in 𝑒2 : 𝜏2 ∣𝜋𝑡 𝜋1 𝜋𝜋2

[iP]

𝒜 ⊪ 𝑒 : 𝜏 ∣𝜋
𝒜 ⊪∙ 𝑒 : 𝜏 ∣𝜋

if 𝑐𝑟𝑖𝑡𝑉 𝑎𝑟𝒜𝜋 (𝑒) = ∅

Fig. 4. Inference rules

Th. 4.1 shows that the type and substitution found by the inference are correct,
i.e., we can build a type derivation for the same type if we apply the substitution
to the assumptions.
Theorem 4.1 (Soundness of ⊪? ) 𝒜 ⊪? 𝑒 : 𝜏 ∣𝜋 =⇒ 𝒜𝜋 ⊢? 𝑒 : 𝜏
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Th. 4.2 expresses the completeness of the inference. If we can derive a type
for an expression applying a substitution to the assumptions, then inference will
succeed and will ﬁnd a most general type and substitution.
Theorem 4.2 (Completeness of ⊪ wrt. ⊢) If 𝒜𝜋 ′ ⊢ 𝑒 : 𝜏 ′ then ∃𝜏, 𝜋, 𝜋 ′′ . 𝒜 ⊪
𝑒 : 𝜏 ∣𝜋 ∧ 𝒜𝜋𝜋 ′′ = 𝒜𝜋 ′ ∧ 𝜏 𝜋 ′′ = 𝜏 ′ .
A result similar to Th. 4.2 cannot be obtained for ⊪∙ because of critical variables, as Ex. 4.3 shows.
Example 4.3 (Inexistence of a more general substitution)
Let 𝒜 be the set of assumptions {𝑠𝑛𝑑′ : 𝛼 → 𝑏𝑜𝑜𝑙 → 𝑏𝑜𝑜𝑙} and consider the following
two valid derivations 𝒟1 ≡ 𝒜[𝛼/𝑏𝑜𝑜𝑙] ⊢∙ 𝜆(𝑠𝑛𝑑′ 𝑋).𝑋 : (𝑏𝑜𝑜𝑙 → 𝑏𝑜𝑜𝑙) → 𝑏𝑜𝑜𝑙 and
𝒟2 ≡ 𝒜[𝛼/𝑖𝑛𝑡] ⊢∙ 𝜆(𝑠𝑛𝑑′ 𝑋).𝑋 : (𝑏𝑜𝑜𝑙 → 𝑏𝑜𝑜𝑙) → 𝑖𝑛𝑡. It is clear that there is not
a substitution more general than [𝛼/𝑏𝑜𝑜𝑙] and [𝛼/𝑖𝑛𝑡] which makes possible a type
derivation for 𝜆(𝑠𝑛𝑑′ 𝑋).𝑋. The only substitution more general than these two will
be [𝛼/𝛽] (for some 𝛽), converting 𝑋 in a critical variable.
In spite of this, Th. 4.5 shows that inference ⊪∙ will succeed and ﬁnd a more
general substitution and type in the case that a more general substitution exists.
To formalize that, we will use the notion of Π∙𝒜,𝑒 , which denotes the set collecting
all type substitution 𝜋 such that 𝒜𝜋 gives some type to 𝑒.
Deﬁnition 4.4 Typing substitutions of 𝑒
Π∙𝒜,𝑒 = {𝜋 ∈ 𝒯 𝒮𝑢𝑏𝑠𝑡 ∣ ∃𝜏 ∈ 𝑆𝑇 𝑦𝑝𝑒. 𝒜𝜋 ⊢∙ 𝑒 : 𝜏 }
Now we are ready to formulate our result regarding the maximality of ⊪∙ .
Theorem 4.5 (Maximality of ⊪∙ )
a) Π∙𝒜,𝑒 has a maximum element ⇐⇒ ∃𝜏𝑔 ∈ 𝑆𝑇 𝑦𝑝𝑒, 𝜋𝑔 ∈ 𝒯 𝒮𝑢𝑏𝑠𝑡. 𝒜 ⊪∙ 𝑒 :
𝜏𝑔 ∣𝜋𝑔 .
b) If 𝒜𝜋 ′ ⊢∙ 𝑒 : 𝜏 ′ and 𝒜 ⊪∙ 𝑒 : 𝜏 ∣𝜋 then exists a type substitution 𝜋 ′′ such that
𝒜𝜋 ′ = 𝒜𝜋𝜋 ′′ and 𝜏 ′ = 𝜏 𝜋 ′′ .

5

Conclusions and Future Work

In this paper we have proposed a type system for functional-logic languages based
on Damas & Milner type system. As far as we know, prior to our work only [6]
treats with technical detail a type system for functional logic programming. Our
paper makes clear contributions when compared to [6]:
∙

By introducing critical variables, we are more liberal in the treatment of opaque
variables, but still preserving the essential property of subject reduction; moreover, this liberality extends also to data constructor, dropping in this way the
traditional restriction of transparency required to data constructors. This is somehow similar to what happens with existential types [13] or generalized algebraic
datatypes [9], a connection that we plan to further investigate in the future.

∙

Our type system considers local pattern bindings and 𝜆-abstractions (also with
patterns), that were missing in [6].
235
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∙

Subject reduction was proved in [6] wrt. a narrowing calculus. Here we do it wrt.
an small-step operational semantics closer to real computations.

We have in mind several lines for future work: apart from the relation to existential types mentioned above, we are interested in other known extensions of type
systems, like type classes or generic programming. We also want to generalize the
subject reduction property to narrowing, using let narrowing reductions of [10],
and taking into account known problems [6,1] in the interaction of HO narrowing
and types. Handling extra variables (variables occurring only in right hand sides of
rules) is another challenge from the viewpoint of types.
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[5] J. González-Moreno, M. Hortalá-González, and M. Rodrı́guez-Artalejo. A higher order rewriting logic
for functional logic programming. In Proc. International Conference on Logic Programming (ICLP’97),
pages 153–167. MIT Press, 1997.
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Automatic proofs of termination with
elementary interpretations
Salvador Lucas1,2
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Abstract
Symbolic constraints arising in proofs of termination of programs are often translated into numeric constraints before checking them for satisﬁability. In this setting, polynomial interpretations are a simple and
popular choice. In the nineties, Lescanne introduced the elementary algebraic interpretations as a suitable
alternative to polynomial interpretations in proofs of termination of term rewriting. Here, not only addition and product but also exponential expressions are allowed. Lescanne investigated the use of elementary
interpretations for witnessing satisﬁability of a given set of symbolic constraints. Unfortunately, he did
not consider the automatic generation of such interpretations for a given termination problem. This is an
important drawback for using these interpretations in practice. In this paper we solve this problem by using
a combination of rewriting, CLP, and CSP techniques for handling the elementary constraints which are
obtained when giving the symbols parametric elementary interpretations.
Keywords: Constraint solving, elementary interpretations, program analysis, termination.

1

Introduction

In this paper, we are interested in termination analysis of term rewriting systems
(TRSs [3]) as a suitable basis for approaching termination of more sophisticated
programming languages and computational systems. Proofs of termination in term
rewriting involve solving weak or strict symbolic constraints 𝑠 ર 𝑡 or 𝑠 ⊐ 𝑡 between
terms 𝑠 and 𝑡 coming from (parts of) the rules of the TRS. Here, ર and ⊐ are (quasi)orderings on terms satisfying appropriate conditions [2,5,8].These constraints are
often treated as numeric constraints [𝑠] ≥ [𝑡] and [𝑠] > [𝑡] where [𝑠] and [𝑡] are
numeric functions obtained by interpreting the symbols 𝑓 occurring in 𝑠 and 𝑡 as
numeric functions [𝑓 ] (for instance, polynomial functions). Automatic termination
tools that use polynomials to achieve termination proofs have to compute such interpretations out from the symbolic constraints associated to the termination problem.
In the polynomial case, 𝑘-ary symbols 𝑓 ∈ ℱ are given parametric polynomials [𝑓 ].
For instance, consider the usual rules for the addition:
1
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𝑎𝑑𝑑(𝑋, 0) → 𝑋
𝑎𝑑𝑑(𝑋, 𝑠(𝑌 )) → 𝑠(𝑎𝑑𝑑(𝑋, 𝑌 ))

(1)
(2)

The following (parametric) polynomials are given to the symbols in the system:
[0] = 𝑧0

[𝑠](𝑥) = 𝑠1 𝑥 + 𝑠0

[𝑎𝑑𝑑](𝑥, 𝑦) = 𝑎1 𝑥 + 𝑎2 𝑦 + 𝑎0

Variables in terms 𝑠 and 𝑡 (e.g., X and Y in our example) become universally
quantiﬁed numeric variables in polynomial constraints [𝑠] ≥ [𝑡] or [𝑠] > [𝑡]. In
contrast, the parametric coeﬃcients 𝑎0 , 𝑎1 , . . . , 𝑧0 become existentially quantiﬁed
variables. For instance, for (2) we have [𝑎𝑑𝑑(𝑋, 𝑠(𝑌 ))] = 𝑎1 𝑋 + 𝑎2 𝑠1 𝑌 + 𝑎2 𝑠0 + 𝑎0
and [𝑠(𝑎𝑑𝑑(𝑋, 𝑌 ))] = 𝑠1 𝑎1 𝑋 + 𝑠1 𝑎2 𝑌 + 𝑠1 𝑎0 + 𝑠0 . Consider the constraint
∃𝑎1 , 𝑎2 , 𝑠0 , 𝑠1 , 𝑧0 ∈ 𝐷 ∀𝑋, 𝑌 ∈ 𝐴 𝑎1 𝑋 +𝑎2 𝑠1 𝑌 +𝑎2 𝑠0 +𝑎0 > 𝑠1 𝑎1 𝑋 +𝑠1 𝑎2 𝑌 +𝑠1 𝑎0 +𝑠0
where 𝐷 is a (usually small) domain of coeﬃcients and 𝐴 is the semantic domain
of the interpretation (e.g., ℕ, [0, +∞), etc.). In order to solve this constraint,
most termination tools work on semantic domains 𝐴 of nonnegative numbers and
implement Hong and Jakuš’ criterion [10,7] to remove the universally quantiﬁed
variables from polynomial constraints to obtain an existential constraint like
∃𝑎1 , 𝑎2 , 𝑠0 , 𝑠1 , 𝑧0 ∈ 𝐷 𝑎1 ≥ 𝑠1 𝑎1 ∧ 𝑎2 𝑠1 ≥ 𝑠1 𝑎2 ∧ 𝑎2 𝑠0 + 𝑎0 > 𝑠1 𝑎0 + 𝑠0
The idea is having an independent comparison of the diﬀerent monomials (w.r.t.
the semantic variables only). Then, suitable constraint solving systems are used to
give speciﬁc values to the parametric coeﬃcients [4,7,18].
Lescanne introduced and motivated the use of elementary algebraic interpretations as an alternative to polynomial interpretations [13,7,6,17] in proofs of termination of term rewriting [14].
Example 1.1 The following speciﬁcation ℛ of the factorial function is a variant of
Lescanne’s leading example [15, Introduction] (add rules (1) and (2) above).
𝑚𝑢𝑙(0, 𝑋) → 0
𝑚𝑢𝑙(𝑠(𝑋), 𝑌 ) → 𝑎𝑑𝑑(𝑚𝑢𝑙(𝑋, 𝑌 ), 𝑌 )
𝑓 𝑎𝑐𝑡(0) → 𝑠(0)
𝑓 𝑎𝑐𝑡(𝑠(𝑋)) → 𝑚𝑢𝑙(𝑠(𝑋), 𝑓 𝑎𝑐𝑡(𝑋))

(3)
(4)
(5)
(6)

We prove ℛ terminating by using the following elementary interpretation:
[0] = 1
[𝑎𝑑𝑑](𝑥, 𝑦) = 𝑥 + 2𝑦

[𝑠](𝑥) = 𝑥 + 1

[𝑓 𝑎𝑐𝑡](𝑥) = (2𝑥 + 2)2𝑥+1

[𝑚𝑢𝑙](𝑥, 𝑦) = 2𝑥𝑦 + 2𝑥 + 𝑦

This is compatible with the rewrite rules 𝑙 → 𝑟 in ℛ, i.e., [𝑙] > [𝑟] for all rules 𝑙 → 𝑟
in ℛ. For instance, [𝑓 𝑎𝑐𝑡(𝑠(𝑋))] = (2𝑋 + 4)2𝑋+3 and [𝑚𝑢𝑙(𝑠(𝑋), 𝑓 𝑎𝑐𝑡(𝑋))] =
(2𝑋 + 3)(2𝑋 + 2)2𝑋+1 + 2𝑋 + 2. In Example 5.2 we prove that [𝑓 𝑎𝑐𝑡(𝑠(𝑋))] >
[𝑚𝑢𝑙(𝑠(𝑋), 𝑓 𝑎𝑐𝑡(𝑋))] for all 𝑋 ∈ ℕ.
Lescanne showed that termination of ℛ in Example 1.1 cannot be proved by
using a polynomial reduction ordering.
240

Salvador Lucas

Following the usual practice in the nineties, Lescanne focused on the use of
reduction orderings > which can be used to prove termination of a TRS by just
comparing the left- and right-hand sides of the rules [8]. Lescanne considered elementary interpretations over the naturals and his work addresses the problem of
checking the inequalities [𝑙] > [𝑟] which are obtained for a given interpretation
which should be provided by the user. In contrast, current state-of-the-art termination tools which use polynomial interpretations: (1) use the dependency pairs (DP)
method [2] to generate the constraints to be solved, (2) use polynomial interpretations over the reals [17], and (3) such interpretations are not given by the user but
rather generated by the tools.
This paper aims at enabling the use of elementary interpretations in automatic
proofs of termination. The contribution of this paper is twofold. In Sections 3 and 4,
we investigate elementary interpretations over the reals and show how to translate
the standard requirements of the DP-method into symbolic elementary constraints
over the reals. In particular, the generation of reduction pairs (≳, ⊐) (where ≳ is
a monotonic quasi-ordering 3 and ⊐ is a well-founded ordering on terms) is considered. These are the basic components of the DP-method for building proofs of
termination. We also consider the generation of reduction orderings. Our development admits the speciﬁcation of monotonicity conditions which must be satisﬁed
by the orderings. This provides a more ﬂexible framework enabling more applications. For instance, we could want to impose such restrictions to prove termination
of variants of term rewriting like context-sensitive rewriting, inﬁnitary rewriting,
innermost rewriting, outermost rewriting, etc. (see [17] for further motivation).
Our second contribution is the deﬁnition of a rule-based transformation system
for solving (parametric) elementary constraints (Sections 5, 6 and 7). This is an
essential part of the work which does not depend on our main application focus
(termination of programs), thus being useful for dealing with elementary constraints
arising from other problems. Section 8 concludes.

2

Preliminaries

A binary relation 𝑅 on a set 𝐴 is terminating (or well-founded) if there is no inﬁnite sequence 𝑎1 𝑅 𝑎2 𝑅 𝑎3 ⋅ ⋅ ⋅ . Given 𝑓 : 𝐴𝑘 → 𝐴 and 𝑖 ∈ {1, . . . , 𝑘}, we say
that 𝑅 is monotonic on the 𝑖-th argument of 𝑓 (or that 𝑓 is 𝑖-monotone regarding 𝑅) if 𝑓 (𝑥1 , . . . , 𝑥𝑖−1 , 𝑥, . . . , 𝑥𝑘 ) 𝑅 𝑓 (𝑥1 , . . . , 𝑥𝑖−1 , 𝑦, . . . , 𝑥𝑘 ) whenever 𝑥 𝑅 𝑦, for
all 𝑥, 𝑦, 𝑥1 , . . . , 𝑥𝑘 ∈ 𝐴. We say that 𝑅 is monotonic regarding 𝑓 (or that 𝑓 is
𝑅-monotone) if 𝑅 is 𝑖-monotonic on the 𝑖-th argument of 𝑓 for all 𝑖, 1 ≤ 𝑖 ≤ 𝑘.
A transitive and reﬂexive relation ર on 𝐴 is a quasi-ordering. A transitive and
irreﬂexive relation > on 𝐴 is an ordering.
In this paper, 𝒳 denotes a countable set of variables and ℱ denotes a signature,
i.e., a set of function symbols {f, g, . . .}, each having a ﬁxed arity given by a mapping
𝑎𝑟 : ℱ → ℕ. The set of terms built from ℱ and 𝒳 is 𝒯 (ℱ, 𝒳 ). A context is a term
𝐶[ ] with a ‘hole’ (formally, a fresh constant symbol). A binary relation 𝑅 on terms
is stable if, for all terms 𝑠, 𝑡 and substitutions 𝜎, 𝜎(𝑠) 𝑅 𝜎(𝑡) whenever 𝑠 𝑅 𝑡.
A rewrite rule is an ordered pair (𝑙, 𝑟), written 𝑙 → 𝑟, with 𝑙, 𝑟 ∈ 𝒯 (ℱ, 𝒳 ),
𝑙 ∕∈ 𝒳 and 𝒱𝑎𝑟(𝑟) ⊆ 𝒱𝑎𝑟(𝑙). A TRS is a pair ℛ = (ℱ, 𝑅) where 𝑅 is a set of
3

A quasi-ordering is a reﬂexive and transitive relation.
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rewrite rules. The problem of proving termination of a TRS is equivalent to ﬁnding
a well-founded, stable, and monotonic (strict) ordering > on terms (i.e., a reduction
ordering) which is compatible with the rules of the TRS, i.e., 𝑙 > 𝑟 for all 𝑙 → 𝑟 ∈ 𝑅
[8]. Termination of rewriting can also be proved by using the dependency pairs
approach [2]. Reduction pairs are used in this case. A reduction pair (≳, ⊐) consists
of a stable and weakly monotonic quasi-ordering ≳, and a stable and well-founded
ordering ⊐ satisfying either ≳ ∘ ⊐ ⊆ ⊐ or ⊐ ∘ ≳ ⊆ ⊐. No monotonicity is required
for ⊐. The quasi-ordering ≳ is used to compare the rules of the TRS and the strict
ordering ⊐ is used to compare the dependency pairs, see [2] for further details.
Term orderings can be obtained by giving appropriate interpretations to the
function symbols of a signature. Given a signature ℱ, an ℱ-algebra is a pair 𝒜 =
(A, ℱA ), where A is a set and ℱA is a set of mappings 𝑓𝒜 : A𝑘 → A for each 𝑓 ∈ ℱ
where 𝑘 = 𝑎𝑟(𝑓 ). For a given valuation mapping 𝛼 : 𝒳 → A, the evaluation
mapping [𝛼] : 𝒯 (ℱ, 𝒳 ) → A is inductively deﬁned by [𝛼](𝑥) = 𝛼(𝑥) if 𝑥 ∈ 𝒳 and
[𝛼](𝑓 (𝑡1 , . . . , 𝑡𝑘 )) = 𝑓𝒜 ([𝛼](𝑡1 ), . . . , [𝛼](𝑡𝑘 )) for 𝑥 ∈ 𝒳 , 𝑓 ∈ ℱ, 𝑡1 , . . . , 𝑡𝑘 ∈ 𝒯 (ℱ, 𝒳 ).
Given a term 𝑡 with 𝒱𝑎𝑟(𝑡) = {𝑥1 , . . . , 𝑥𝑛 }, we write [𝑡] to denote the function 𝐹𝑡 :
A𝑛 → A given by 𝐹𝑡 (𝑎1 , . . . , 𝑎𝑛 ) = [𝛼(𝑎1 ,...,𝑎𝑛 ) ](𝑡) for each tuple (𝑎1 , . . . , 𝑎𝑛 ) ∈ A𝑛 ,
where 𝛼(𝑎1 ,...,𝑎𝑛 ) (𝑥𝑖 ) = 𝑎𝑖 for 1 ≤ 𝑖 ≤ 𝑛.
We want to use real functions to deﬁne term (quasi-) orderings [17]. Given a
signature ℱ, an interval A ⊆ [0, +∞) (usually A = [0, +∞)), and an ℱ-algebra over
the reals 𝒜 = (A, ℱA ), ≳ given by 𝑡 ≳ 𝑠 ⇔ ∀𝛼 : 𝒳 → A, [𝛼](𝑡) − [𝛼](𝑠) ≥ℝ 0 for all
𝑡, 𝑠 ∈ 𝒯 (ℱ, 𝒳 ) is a stable quasi-ordering on terms. Given 𝛿 > 0, the relation >𝛿 on
terms given by 𝑡 >𝛿 𝑠 ⇔ ∀𝛼 : 𝒳 → A, [𝛼](𝑡) − [𝛼](𝑠) ≥ℝ 𝛿 is a well-founded strict
ordering on terms. As discussed in [17], rather than imposing the monotonicity
requirements to all arguments of all function symbols, we use suﬃcient conditions
ensuring the monotonicity of either ≳ or >𝛿 for a given argument 𝑖 ∈ {1, . . . , 𝑘}
of a given 𝑘-ary symbol 𝑓 . Then, we speak of 𝑖-monotonicity of ≳ (or weak 𝑖monotonicity) or 𝑖-monotonicity of >𝛿 (strong 𝑖-monotonicity) for a given symbol
∂𝑓𝒜
𝒜
𝑓 : ∂𝑓
∂𝑥𝑖 ≥ 0 ensures weak 𝑖-monotonicity of 𝑓 [17, Proposition 2] and ∂𝑥𝑖 ≥ 1
ensures strong 𝑖-monotonicity of 𝑓 [17, Theorem 2]. If ≳ is guaranteed to be weakly
monotonic (for all arguments 𝑖 ∈ {1, . . . , 𝑘} of all 𝑘-ary symbols 𝑓 ∈ ℱ), then (≳, >𝛿 )
is a reduction pair for all 𝛿 > 0 [17, Proposition 4]. If >𝛿 is strongly monotonic
(again for all arguments and symbols), then >𝛿 is a reduction ordering.

3

Elementary interpretations

Given a set of numbers 𝑁 , the following grammar describes Lescanne’s 𝐸𝑃 -terms
(or 𝐸𝑃 (𝑁 )-terms if we want to make 𝑁 explicit) 4 in [15, Section 5]:
𝐸 := 𝑥 ∣ 𝑛 ∣ 𝐸 𝐸 ∣ 𝐸 + 𝐸 ∣ 𝐸 ⋅ 𝐸
where 𝑛 ∈ 𝑁 and 𝑥 are numeric variables.
Remark 3.1 Lescanne’s description of EP-terms does not use any numeric constants beyond 0 and 1. This is due to his particular representation of EP-terms,
4

Our presentation of EP-terms is slightly diﬀerent from Lescanne’s, but equivalent.
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where an ‘EP-monomial’ like 3𝑥 is written 𝑥 + 𝑥 + 𝑥, thus avoiding the explicit use
of the constant 3. We do not follow this approach because:
(i) We do not assume that the coeﬃcients are given; we rather want to compute
them through some constraint solving procedure. Hence, they are treated as
unknowns and represented by means of parameters.
(ii) The coeﬃcients in 𝑁 can be real (possibly negative) numbers. Hence, representing a monomial by repeating variables is not feasible.
Remark 3.2 [Use of real numbers] Although natural numbers are closed under exponentiation, addition and product, this is not the case for other prominent subsets
of (nonnegative) real numbers. For instance, Hilbert conjectured that 𝑎𝑏 is transcendental whenever 𝑎 ∕∈ {0, 1} is algebraic and 𝑏 is an irrational algebraic number (this
is part of his seventh problem, see [9] for instance). Gelfond-Schneider’s Theorem
conﬁrms that this is the case. In particular ℚ is not closed under exponentiation.
1

√

For instance, 2(2 2 ) = 2 2 is transcendental. Hence, in sharp contrast with polynomial interpretations (see [18]), transcendental numbers are essential to deal with
ℱ-algebras based on EP-functions over domains of real numbers.

4

Linear elementary interpretations

The size and structural complexity of the parametric constraints which are obtained
during the automatic treatment of termination problems highly depend on the shape
of the parametric functions given to function symbols in the interpretation. The
usual choice in termination provers that rely on polynomial interpretations is using linear polynomials. In this section, we introduce and investigate a subclass of
elementary functions which is based on using linear polynomials in the additive
and exponential components of the elementary functions: the Linear Elementary
Interpretations. Each 𝑘-ary symbol 𝑓 ∈ ℱ is given a function
𝑓 (𝑥1 , . . . , 𝑥𝑘 ) = 𝐴(𝑥1 , . . . , 𝑥𝑘 ) + 𝐵(𝑥1 , . . . , 𝑥𝑘 )𝐶(𝑥1 ,...,𝑥𝑘 )

(7)

where 𝐴 = 𝑎1 𝑥1 + ⋅ ⋅ ⋅ + 𝑎𝑘 𝑥𝑘 + 𝑎0 , 𝐵 = 𝑏1 𝑥1 + ⋅ ⋅ ⋅ + 𝑏𝑘 𝑥𝑘 + 𝑏0 , and 𝐶 = 𝑐1 𝑥1 + ⋅ ⋅ ⋅ +
𝑐𝑘 𝑥𝑘 + 𝑐0 are linear polynomials over the reals.
Remark 4.1 Special cases for 𝑓 , depending on the shape of 𝐴, 𝐵 and 𝐶 are:
(i) If 𝐴 is zero (𝐴 ≡ 0), then 𝑓 = 𝐵 𝐶 is a nonpolynomial interpretation.
(ii) If 𝐵 is a constant 𝑏, then 𝑓 = 𝐴 + 𝑏𝐶 and, whenever 𝑏 > 0 we can use negative
coeﬃcients in 𝐶 without any problem.
(iii) If 𝐶 is a constant 𝑐, then 𝑓 is either a possibly non-linear polynomial 𝑓 = 𝐴+𝐵 𝑐
(if 𝑐 > 0 is a positive integer) or a polynomial fraction 𝑓 = 𝐴 + 𝐵1∣𝑐∣ (if 𝑐 < 0
is a negative integer). 𝐵 could contain negative coeﬃcients also.
In this section, we assume that 𝑓 (𝑥1 , . . . , 𝑥𝑘 ) is a linear elementary function as
in (7) and we formulate suﬃcient conditions to guarantee algebraicity and monotonicity of linear elementary interpretations on the semantic domain A = [0, +∞).
Conveniently, our results are formulated as constraints involving parametric coefﬁcients only. The following proposition about constraints of linear polynomials is
used below (see also [10]).
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Proposition 4.2 Let 𝑃 = 𝑎1 𝑥1 + ⋅ ⋅ ⋅ + 𝑎𝑛 𝑥𝑛 + 𝑎0 be a linear polynomial and 𝛼 ∈
[0, ∞). Then, ∀𝑥1 , . . . , 𝑥𝑛 ≥ 0, 𝑃 (𝑥1 , . . . , 𝑥𝑛 ) ≥ 𝛼 holds if and only if ∀𝑖, 1 ≤ 𝑖 ≤ 𝑛,
𝑎𝑖 ≥ 0 and 𝑎0 ≥ 𝛼.
4.1

Algebraicity of linear elementary interpretations

If we allow 𝐶 to reach noninteger values on A, then we have to ensure that 𝐵 ≥ 0;
otherwise, 𝐵 𝐶 could be undeﬁned for some points in A𝑘 where 𝐵 is negative. By
Proposition 4.2, this is equivalent to impose 𝑏𝑖 ≥ 0 for all 𝑖, 0 ≤ 𝑖 ≤ 𝑘. We also
need to ensure that 𝐴 is non-negative: for all 𝑥1 , . . . , 𝑥𝑘 ≥ 0, 𝐴 ≥ 0. Again, this is
equivalent to impose 𝑎𝑖 ≥ 0 for all 𝑖, 0 ≤ 𝑖 ≤ 𝑘.
In the following section, we investigate monotonicity of linear elementary functions. First of all, we have
∂𝑓
∂𝑥𝑖

=

∂𝐴
∂𝑥𝑖

+

𝐵𝐶

(

⋅ ln(𝐵) ⋅

∂𝐶
∂𝑥𝑖

+

𝐶
𝐵

⋅

∂𝐵
∂𝑥𝑖

)

(
)
𝐶
= 𝑎𝑖 + 𝐵 𝐶 ⋅ 𝑐𝑖 ln(𝐵) + 𝑏𝑖 𝐵

which is well-deﬁned only if 𝐵 > 0, i.e., if 𝑏0 > 0. We need to consider two relevant
∂𝑓
monotonicity conditions for each argument 𝑖 of 𝑓 : ∂𝑥
≥ 0 (weak monotonicity) and
𝑖
∂𝑓
∂𝑥𝑖

4.2

≥ 1 (strong monotonicity).
Weak monotonicity of linear elementary interpretations

The following proposition provides a suﬃcient condition for weak 𝑖-monotonicity of
linear elementary functions.
Proposition 4.3 Let 𝑓 be a linear elementary function and 𝑖 ∈ {1, . . . , 𝑘}. If
⋀
𝑎𝑖 ≥ 0, 𝑏0 > 0, 𝑐𝑖 𝑏0 + 𝑏𝑖 𝑐0 − 𝑐𝑖 ≥ 0 and 𝑘𝑗=1 𝑐𝑖 𝑏𝑗 + 𝑏𝑖 𝑐𝑗 ≥ 0, then 𝑓 is weakly
𝑖-monotone over A = [0, +∞).
Corollary 4.4 Let 𝑓 be a linear elementary function and 𝑖 ∈ {1, . . . , 𝑘}. Assume
that 𝑎𝑖 ≥ 0, 𝑏0 ≥ 1 and 𝑐𝑖 ≥ 0. Then, 𝑓 is weakly 𝑖-monotone over A = [0, +∞) if
𝐶 ≥ 0 or 𝑏𝑖 = 0.
Example 4.5 Consider the following linear elementary functions 𝑓 (𝑥, 𝑦) = (2𝑦 +
4)4𝑥−𝑦+1 and 𝑔(𝑥, 𝑦) = 𝑥 + ( 𝑥2 + 𝑦 + 1)𝑥−2𝑦 . Both of them are weakly 1-monotonic:
(i) We can apply Corollary 4.4 to 𝑓 : 𝑎1 = 0, 𝑏0 = 4 ≥ 1, 𝑐1 = 4 ≥ 0, and 𝑏1 = 0.
(ii) Corollary 4.4 does not apply to 𝑔, but Proposition 4.3 does: 𝑎1 = 1 ≥ 0,
𝑏0 = 1 > 0, 𝑐1 𝑏0 + 𝑏1 𝑐0 − 𝑐1 = 0, 𝑐1 𝑏1 + 𝑏1 𝑐1 = 1 ≥ 0, 𝑐1 𝑏2 + 𝑏1 𝑐2 = 0.
4.3

Strong monotonicity of linear elementary interpretations

Regarding strong monotonicity, we have the following:
Proposition 4.6 Let 𝑓 be a linear elementary function and 𝑖 ∈ {1, . . . , 𝑘}. If
⋀
(i) 𝑎𝑖 ≥ 1, 𝑏0 > 0, 𝑐𝑖 𝑏0 + 𝑏𝑖 𝑐0 − 𝑐𝑖 ≥ 0 and 𝑘𝑗=1 𝑐𝑖 𝑏𝑗 + 𝑏𝑖 𝑐𝑗 ≥ 0, or
(ii) 𝑎𝑖 ≥ 0, 𝑏0 ≥ 1, 𝑏𝑖 = 0, 𝐶 ≥ 0, 𝑐𝑖 ln(𝑏0 ) ≥ 1, or
⋀
(iii) 𝑎𝑖 ≥ 0, 𝑏0 ≥ 1, 𝑐𝑖 ≥ 0, and 𝑘𝑗=0 𝑏𝑖 𝑐𝑗 ≥ 𝑏𝑗 ,
then 𝑓 is strongly 𝑖-monotone over A = [0, +∞).
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Example 4.7 Consider the linear elementary function 𝑓 𝑎𝑐𝑡(𝑥) = (2𝑥 + 2)2𝑥+1 in
Example 1.1. We can prove strong 1-monotonicity of 𝑓 𝑎𝑐𝑡 by using Proposition
4.6(iii): 𝑎1 = 0, 𝑏0 = 2 ≥ 1, 𝑐1 = 2 ≥ 0, 𝑏1 𝑐0 = 2 ⋅ 1 ≥ 2 = 𝑏0 and 𝑏1 𝑐1 = 4 ≥ 2 = 𝑏1 .
Remark 4.8 [Use of negative coeﬃcients] Regarding the possibility of using negative coeﬃcients in (arbitrary) linear elementary interpretations, we know that this
is only possible in the exponent 𝐶. If we use Proposition 4.6 to guarantee some
non-trivial degree of strong monotonicity for a 𝑘-ary function 𝑓 (i.e., at least one of
the arguments 𝑖 ∈ {1, . . . , 𝑘} is intended to be strongly monotonic), only the ﬁrst
condition is compatible with such negative coeﬃcients.
The following result avoids the logarithmic constraint in Proposition 4.6(ii).
Corollary 4.9 Let 𝑓 be a linear elementary function and 𝑖 ∈ {1, . . . , 𝑘}. If 𝑏0 ≥ 1,
𝑏𝑖 = 0 and
(i) 𝑎𝑖 ≥ 1 and 𝑐𝑖 ≥ 0, or
⋀
(ii) 𝑎𝑖 ≥ 0, 𝑘𝑗=0 𝑐𝑗 ≥ 0, and either 𝑏0 ≥ 𝑒 and 𝑐𝑖 ≥ 1 or 𝑐𝑖 𝑏0 ≥ 𝑏0 + 𝑐𝑖 ,
then, 𝑓 is strongly 𝑖-monotone over A = [0, +∞).
When using Corollary 4.9 in practice, instead of imposing 𝑏0 ≥ 𝑒 we rather use a
suitable upper approximation to 𝑒 = 2.7182 ⋅ ⋅ ⋅ as in 𝑏0 ≥ 3.

5

Solving elementary constraints

Lescanne compares elementary expressions 𝑒 and 𝑒′ by using rewrite systems which
either preserve its value or decrease it. His ﬁrst group of rules (ℛ in [15]) encodes
well-known arithmetic properties of addition, product and exponentials:
0+𝑥 → 𝑥

𝑥 ⋅ (𝑦 + 𝑧) → (𝑥 ⋅ 𝑦) + (𝑥 ⋅ 𝑧)

𝑥𝑦+𝑧 → 𝑥𝑦 ⋅ 𝑥𝑧

0⋅𝑥 → 0

(𝑥𝑦 )𝑧 → 𝑥(𝑦⋅𝑧)

𝑥1 → 𝑥

1⋅𝑥 → 𝑥

(𝑥 ⋅ 𝑦)𝑧 → 𝑥𝑧 ⋅ 𝑦 𝑧

𝑥0 → 1

Actually, they can mostly be used as equations: every arithmetic expression 𝑒 (in
particular any 𝐸𝑃 -expression) which is rewritten using these rules yields an equivalent expression 𝑒′ (i.e., 𝑒 → 𝑒′ means that [𝑒] = [𝑒′ ]).
The following rewrite rule (ℋ in [15]) encodes a semantic transformation which
yields an expression 𝑒′ which is smaller than the original one:
(𝑥 + 𝑦)𝑧 ,→ 𝑥𝑧 + 𝑦 𝑧
That is: 𝑒 ,→ 𝑒′ implies that ∀𝑥1 , . . . , 𝑥𝑛 ∈ A, [𝑒] ≥ [𝑒′ ], where 𝑥1 , . . . , 𝑥𝑛 are the
variables occurring in 𝑒 and A = {2, 3, . . .} in [15]. Roughly speaking, in order to
check that 𝑒 > 𝑒′ holds, Lescanne performs arbitrary rewrite steps on 𝑒 and 𝑒′ using
ℛ but he only uses ℋ to rewrite the left-hand side 𝑒 of the inequality: if 𝑒 ,→ 𝑒′′ ,
then [𝑒] ≥ [𝑒′′ ]; so, if we are able to prove [𝑒′′ ] > [𝑒′ ] later, then [𝑒] > [𝑒′ ] as desired.
The idea is reaching in this way a ﬁnal constraint 𝑒 > 𝑒′ whose satisfaction is easily
established (see [15] for details).
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5.1

Auxiliary results

The following result generalizes to real numbers the result encoded by rule ℋ for
natural numbers.
Proposition 5.1 Let 𝑥, 𝑦 ≥ 0 and 𝑧 ≥ 1. Then, (𝑥 + 𝑦)𝑧 ≥ 𝑥𝑧 + 𝑦 𝑧 . Furthermore,
if 𝑥, 𝑦 > 0 and 𝑧 > 1, then (𝑥 + 𝑦)𝑧 > 𝑥𝑧 + 𝑦 𝑧 .
Example 5.2 (Continuing Example 1.1) By Proposition 5.1, for all 𝑋 ≥ 0, (2𝑋 +
2 + 2)2𝑋+2 > (2𝑋 + 2)2𝑋+2 + 22𝑋+2 holds. Thus, we have:
[𝑓 𝑎𝑐𝑡(𝑠(𝑋))] = (2𝑋 + 4)2𝑋+3 = (2𝑋 + 4)(2𝑋 + 2 + 2)2𝑋+2
(
)
> (2𝑋 + 4) (2𝑋 + 2)2𝑋+2 + 22𝑋+2
= (2𝑋 + 4)(2𝑋 + 2)2𝑋+2 + (2𝑋 + 4)22𝑋+2
Since 2𝑋 + 4 > 2𝑋 + 3, (2𝑋 + 2)2𝑋+2 > (2𝑋 + 2)2𝑋+1 , and (2𝑋 + 4)22𝑋+2 > 2𝑋 + 2
the conclusion follows.
The following result complements the previous one.
Proposition 5.3 Let 𝑏, 𝑥, 𝑥1 , . . . , 𝑥𝑛 ∈ ℝ be such that 𝑥𝑖 ≥ 1 for all 1 ≤ 𝑖 ≤ 𝑛,
∑
∑
𝑥 ≥ 𝑛𝑖=1 𝑥𝑖 , and 𝑏 ≥ 2. Then, 𝑏𝑥 ≥ 𝑛𝑖=1 𝑏𝑥𝑖 . If 𝑛 > 1 and 𝑥𝑗 > 1 for some
∑
1 ≤ 𝑗 ≤ 𝑛, then 𝑏𝑥 > 𝑛𝑖=1 𝑏𝑥𝑖 .
5.2

Removing universal quantiﬁcation from elementary constraints

When using a parametric linear elementary algebra 𝒜 = (A, ℱA ) to solve a symbolic
constraint 𝑠 ર 𝑡, we obtain a sentence
∃c1 , . . . , c𝜅 ∈ 𝐷 ∀𝑥1 , . . . , 𝑥𝑛 ∈ A [𝑠] ≥ [𝑡]
which we have to solve, i.e., we have to obtain a value assignment 𝛾 : K → 𝐷 (where
K = {c1 , . . . , c𝜅 } is the set of parametric coeﬃcients that we are considering) in such
a way that ∀𝑥1 , . . . , 𝑥𝑛 ∈ A [𝑠]𝛾 ≥ [𝑡]𝛾 holds. Here, [⋅]𝛾 is the intepretation of terms
which is obtained by using the linear elementary algebra 𝒜𝛾 = (A, ℱ𝐴,𝛾 ) where the
mappings 𝑓𝒜𝛾 in ℱ𝐴,𝛾 are obtained from those in ℱ𝐴 by giving the value 𝛾(c𝑖 ) to
each parameter c𝑖 occurring in 𝑓𝐴 ∈ ℱ𝐴 . For instance, we can start with a constraint
′

′

∃𝑎, 𝑏, 𝑐, 𝑑, 𝑒, 𝑎′ , 𝑏′ , 𝑐′ , 𝑑′ , 𝑒′ , 𝑓 ′ ∈ 𝐷 ∀𝑋 ∈ A (𝑎𝑋 + 𝑏)𝑐𝑋+𝑑 ≥ (𝑒′ 𝑋 + 𝑓 ′ )(𝑎′ 𝑋 + 𝑏′ )𝑐 𝑋+𝑑

As remarked in the introduction, we proceed by transforming this problem into an
existential constraint solving problem
∃c1 , . . . , c𝜅 ∈ 𝐷

𝑁
⋀

𝑒𝑖 ⊳⊲ 𝑒′𝑖

𝑖=1

where 𝑒𝑖 and 𝑒′𝑖 are elementary expressions built out from parametric coeﬃcients
c1 , . . . , c𝜅 and numeric constants only. Let E(c1 , . . . , c𝜅 ) be the set of such expressions. Furthermore, ⊳⊲ is a logic operator (=, ≥, >, . . . ). Note that:
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(i) The two kinds of variables (parametric coeﬃcients and semantic variables) have
diﬀerent roles in the constraints (existential vs. universal quantiﬁcation).
(ii) As discussed in Remark 3.1, Lescanne’s technique assumes that the coeﬃcients
of the monomials are implicit. Of course, this is not compatible neither with
obtaining values for such coeﬃcients by solving existential constraints involving
them, nor with coeﬃcients taking values over the rationals.
(iii) Many important properties about elementary constraints over the reals are
valid under some conditions only. For instance, (𝑥 + 𝑦)𝑧 ≥ 𝑥𝑧 + 𝑦 𝑧 (which
corresponds to the rule ℋ above), is guaranteed only if 𝑥, 𝑦 ≥ 0 and 𝑧 ≥ 1
(Proposition 5.1). If we want to use this property, we need to be able to
introduce these new auxiliary constraints which have to be solved together
with the ‘main’ ones. This does not ﬁt standard term rewriting anymore.
(iv) The ability of handling constraints with parametric coeﬃcients gives us more
ﬂexibility. For instance, the constraint above can be transformed by introducing a fresh constant 𝑑 deﬁned by 𝑑 + 1 = 𝑑, leading to the equivalent
′
′
constraint (𝑎𝑋 + 𝑏)𝑐𝑋+𝑑+1 ≥ (𝑒′ 𝑋 + 𝑓 ′ )(𝑎′ 𝑋 + 𝑏′ )𝑐 𝑋+𝑑 ∧ 𝑑 + 1 = 𝑑 which
can be equivalently rewritten (using ℛ above) into (𝑎𝑋 + 𝑏)(𝑎𝑋 + 𝑏)𝑐𝑋+𝑑 ≥
′
′
(𝑒′ 𝑋 + 𝑓 ′ )(𝑎′ 𝑋 + 𝑏′ )𝑐 𝑋+𝑑 ∧ 𝑑 + 1 = 𝑑. Now, this can be decomposed as follows:
𝑎𝑋 + 𝑏 ≥ 𝑒′ 𝑋 + 𝑓 ′ ∧ 𝑎𝑋 + 𝑏 ≥ 𝑎′ 𝑋 + 𝑏′ ∧ 𝑐𝑋 + 𝑑 ≥ 𝑐′ 𝑋 + 𝑑′ ∧ 𝑑 + 1 = 𝑑. This
linear constraint can be transformed now by using Hong and Jakuš’ criterion
into 𝑎 ≥ 𝑒′ ∧ 𝑏 ≥ 𝑓 ′ ∧ 𝑎 ≥ 𝑎′ ∧ 𝑏 ≥ 𝑏′ ∧ 𝑐 ≥ 𝑐′ ∧ 𝑑 ≥ 𝑑′ ∧ 𝑑 + 1 = 𝑑.
In Figure 1 we introduce a new rule-based transformation system for checking and
solving (parametric) elementary constraints.
5.2.1 Description of the transformation system.
Letters 𝑈 , 𝑉 , 𝑊 , 𝑋, 𝑌 , and 𝑍 denote arbitrary elementary expressions whereas
𝒞[ ] denotes a context. Making contexts explicit in the deﬁnition of the rules is in
sharp contrast with both pure rewriting and CLP. Alternatively, we could provide
the usual structural or congruence rules to propagate reductions on the syntactic
structure of the constraint. Note, however, that the deﬁnition of the three rules in
the Exponentials section is intentionally asymmetric: only the left-hand sides 𝑒
of constraints 𝑒 ≥ 𝑒′ or 𝑒 > 𝑒′ can be transformed by using these rules; otherwise,
we could obtain a wrong approximation of the original constraint.
The meaning of the rules should be clear: they mostly rely on well-known arithmetic properties of addition, product and exponential (over the reals). Rule Add basis corresponds to Proposition 5.1; rule Add exp corresponds to Proposition 5.3 and
rule Negative Exp is obvious (and necessary to deal with negative exponents). The
Decomposition rules play a prominent role in the system: they introduce a structural simpliﬁcation of the constraints on the basis of new comparisons between the
arguments of the arithmetic operators: addition, product and exponential. The
rule K-Introd allows us to replace basic expressions by other basic expressions to
our convenience. As suggested above, this can be very useful but we must be careful when using this rule because it can easily run into a nonterminating behavior.
Furthermore, we need to provide the appropriate ‘conjecture’ 𝐾 ′ which leads to
some progress in the deduction and also select the appropriate target 𝐾 for the
replacement. Section Constraints provides a simpliﬁcation of goals by moving a
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basic constraint from the goal to the constraint part.
Remark 5.4 [Generalizing Hong and Jakuš’ criterion] Hong and Jakuš’ criterion
for removing semantic variables from polynomial constraints is easily implemented
by using Add decomp, Prod decomp and the constraint removal rules Constants,
Variables, and Reﬂexivity. Thus, our system generalizes Hong and Jakuš’ criterion
to parametric elementary constraints: universally quantiﬁed semantic variables are
removed while an existential constraint consisting of parametric coeﬃcients (only)
is built to subsequently invoke an appropriate solver.

5.2.2 Transforming constraints.
As in CLP [11,12,20], we rewrite states ⟨G ∣ C⟩ consisting of a goal G which is
a conjunction of elementary constraints involving both parametric coeﬃcients and
semantic variables, and a constraint C which is a conjunction of elementary constraints involving parametric coeﬃcients only. We rewrite such states as follows:
write ⟨G ∣ C⟩ ⇒ ⟨G′ ∣ C′ ⟩ if either G →ℛ G′ (modulo associativity and commutativity
of addition and product) and C = C′ , or else one of the rules in Figure 1 applies
in the usual way (see [20]). A computation from an initial state ⟨G ∣ 𝑇 𝑟𝑢𝑒⟩ ends
when either a state ⟨□ ∣ C⟩ is reached (successful computation), or a state ⟨G′ ∣ C′ ⟩,
where no further rewriting step on G′ is possible, is obtained (failed computation).
In case of a successful computation C is an existential constraint (∃c1 , . . . , c𝜅 ∈ 𝐷 C)
which we can try to solve by using an appropriate constraint solving system [21]. In
general, C is an elementary constraint, but we often obtain polynomial constraints.
The variable assignment {c𝑖 7→ 𝑣𝑖 ∣ 1 ≤ 𝑖 ≤ 𝜅, 𝑣𝑖 ∈ 𝐷} which solves C and which
represents an speciﬁc elementary interpretation which is compatible with all the
requirements of the termination problem would be returned to the user.

5.2.3 Termination.
Lescanne’s system ℛ is terminating. The rules in Figure 1 are terminating if we do
not use K-Introd, which introduces new expressions 𝐾 ∈ E(c1 , . . . , c𝜅 ). As discussed
in Section 5.2, this rule is useful to force a given expression to adopt some particular
shape which enables the application of other rules leading to further progress in the
derivation (see the second example in the next section). Therefore, we should use
it only under control of an appropriate heuristic.

6

Examples

6.1

Checking constraints.

The reduction relation which only rewrites the subterms of a term 𝑠 = 𝑓 (𝑠1 , . . . , 𝑠𝑘 )
which are reachable by following the replacing arguments 𝑖 ∈ 𝜇(𝑓 ) indicated by a
replacement map 𝜇 : ℱ → 𝒫(ℕ) is context-sensitive rewriting (CSR [16]). Proving termination of CSR is an interesting problem with several applications [19].
Consider the TRS ℛ [19, Example 14]:
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Exponentials
⟨𝒞[(𝑈 + 𝑉 )𝑊 ] ⊳⊲ 𝑋 ∣ C⟩ ⇒ ⟨𝑈 ≥ 0 ∧ 𝑉 ≥ 0 ∧ 𝑊 ≥ 1 ∧ 𝒞[𝑈 𝑊 + 𝑉 𝑊 ] ⊳⊲ 𝑋 ∣ C⟩

(Add basis)

⊳⊲ ∈ {≥, >}

⟨𝒞[𝑈 𝑉 +𝑊 ] ⊳⊲ 𝑋 ∣ C⟩ ⇒ ⟨𝑈 ≥ 2 ∧ 𝑉 ≥ 1 ∧ 𝑊 ≥ 1 ∧ 𝒞[𝑈 𝑉 + 𝑈 𝑊 ] ⊳⊲ 𝑋 ∣ C⟩

(Add exp)

⟨𝑈 ⊳⊲ 𝑉 −𝑊 ∣ C⟩ ⇒ ⟨𝑈 ⋅ 𝑉 𝑊 ⊳⊲ 1 ∧ 𝑉 > 0 ∣ C⟩

(Negative Exp)

⊳⊲ ∈ {≥, >}

⊳⊲ ∈ {≥, >}

Introduction
⟨𝒞[𝐾] ∣ C⟩ ⇒ ⟨𝒞[𝐾 ′ ] ∣ C ∧ 𝐾 = 𝐾 ′ ⟩

(K-Introd)

if 𝐾, 𝐾 ′ ∈ E(c1 , . . . , c𝜅 )

Decomposition
(Add decomp)

⟨𝑈 + 𝑉 ⊳⊲ 𝑋 + 𝑌 ∧ G ∣ C⟩ ⇒ ⟨𝑈 ≥ 𝑋 ∧ 𝑉 ⊳⊲ 𝑌 ∧ G ∣ C⟩

(Prod decomp)

⟨𝑈 ⋅ 𝑉 ⊳⊲ 𝑋 ⋅ 𝑌 ∧ G ∣ C⟩ ⇒ ⟨𝑈 ⊳⊲ 𝑋 ∧ 𝑉 ⊳⊲ 𝑌 ∧ G ∣ C⟩

(Exp decomp)

⊳⊲ ∈ {≥, >}
⊳⊲ ∈ {≥, >}

⟨𝑈 𝑉 ⊳⊲ 𝑋 𝑌 ∧ G ∣ C⟩ ⇒ ⟨𝑈 ⊳⊲ 𝑋 ∧ 𝑉 ≥ 𝑌 ∧ 𝑈 ≥ 1 ∧ 𝑌 ⊳⊲ 0 ∧ G ∣ C⟩

⊳⊲ ∈ {≥, >}

Constraint
⟨𝐾 ⊳⊲ 𝐿 ∧ G ∣ C⟩ ⇒ ⟨G ∣ C ∧ 𝐾 ⊳⊲ 𝐿⟩

(Constants)

if 𝐾, 𝐿 ∈ E(c1 , . . . , c𝜅 ), ⊳⊲ ∈ {=, ≥, >}

⟨𝑥 ≥ 0 ∧ G ∣ C⟩ ⇒ ⟨G ∣ C⟩

(Variables)

⟨𝑥 ≥ 𝑥 ∧ G ∣ C⟩ ⇒ ⟨G ∣ C⟩

(Reﬂexivity)

⟨𝑥 = 𝑥 ∧ G ∣ C⟩ ⇒ ⟨G ∣ C⟩

Fig. 1. Transformation of elementary constraints

ℎ(𝑋) → 𝑔(𝑋, 𝑋)
𝑔(𝑎, 𝑋) → 𝑓 (𝑏, 𝑋)
𝑓 (𝑋, 𝑋) → ℎ(𝑎)
𝑎→𝑏

(8)
(9)
(10)
(11)

together with the following replacement map: 𝜇(𝑓 ) = 𝜇(𝑔) = 𝜇(ℎ) = {1}. Assume
that 𝜇 speciﬁes the arguments of symbols which are required to be monotonic, see
[17]. The following linear elementary interpretation

[𝑎] = 2
[𝑔](𝑥, 𝑦) = 𝑥 + ( 12 𝑥 + 𝑦 + 1)𝑥−2𝑦

[𝑏] = 0

[𝑓 ](𝑥, 𝑦) = (2𝑦 + 4)4𝑥−𝑦+1

[ℎ](𝑥) = 𝑥 + 1

is compatible with the rules of the system in the following sense: [ℎ(𝑋)] ≥ [𝑔(𝑋, 𝑋)],
[𝑔(𝑎, 𝑋)] >1 [𝑓 (𝑏, 𝑋)], [𝑓 (𝑋, 𝑋)] >1 [ℎ(𝑎)], and [𝑎] ≥ [𝑏]. As shown in Example 4.5,
the linear elementary interpretations for 𝑓 and 𝑔 are weakly 1-monotonic, as required
(for ℎ it is obvious). These facts can be used to prove that ℛ is 𝜇-terminating, i.e.,
that no inﬁnite context-sensitive rewrite sequence is possible. Such a proof can
be obtained with a minor additional development by using the results in [1], for
instance.
Let us illustrate the use of the transformation rules in Figure 1 to check these
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inequalities. With [ℎ(𝑋)] = 𝑋 + 1 and [𝑔(𝑋, 𝑋)] = 𝑋 + ( 32 𝑋 + 1)−𝑋 , we have
⟨𝑋 + 1 ≥ 𝑋 + ( 23 𝑋 + 1)−𝑋 ∣ 𝑇 𝑟𝑢𝑒⟩
⇒Add decomp ⟨𝑋 ≥ 𝑋 ∧ 1 ≥ ( 32 𝑋 + 1)−𝑋 ∣ 𝑇 𝑟𝑢𝑒⟩
⇒Reﬂexivity ⟨1 ≥ ( 32 𝑋 + 1)−𝑋 ∣ 𝑇 𝑟𝑢𝑒⟩
⇒Negative Exp ⟨ 32 𝑋 + 1 > 0 ∧ ( 32 𝑋 + 1)𝑋 ≥ 1 ∣ 𝑇 𝑟𝑢𝑒⟩
⇒K−Introd ⟨ 32 𝑋 + 1 > 0 + 0 ∧ ( 23 𝑋 + 1)𝑋 ≥ 1 ∣ 0 + 0 = 0⟩
⇒Add decomp ⟨ 32 𝑋 ≥ 0 ∧ 1 > 0 ∧ ( 32 𝑋 + 1)𝑋 ≥ 1 ∣ 0 + 0 = 0⟩
⇒K−Introd ⟨ 32 𝑋 ≥ 0 ∗ 0 ∧ 1 > 0 ∧ ( 23 𝑋 + 1)𝑋 ≥ 1 ∣ 0 + 0 = 0⟩
⇒Prod decomp ⟨ 32 ≥ 0 ∧ 𝑋 ≥ 0 ∧ 1 > 0 ∧ ( 32 𝑋 + 1)𝑋 ≥ 1 ∣ 0 + 0 = 0 ∧ 0 ∗ 0 = 0⟩
⇒Constants ⟨𝑋 ≥ 0 ∧ 1 > 0 ∧ ( 23 𝑋 + 1)𝑋 ≥ 1 ∣ 0 + 0 = 0 ∧ 0 ∗ 0 = 0 ∧ 32 ≥ 0⟩
⇒Variables ⟨1 > 0 ∧ ( 32 𝑋 + 1)𝑋 ≥ 1 ∣ 0 + 0 = 0 ∧ 0 ∗ 0 = 0 ∧ 32 ≥ 0⟩
⇒Constants ⟨( 23 𝑋 + 1)𝑋 ≥ 1 ∣ 0 + 0 = 0 ∧ 0 ∗ 0 = 0 ∧ 23 ≥ 0 ∧ 1 > 0⟩
⇒K−Introd ⟨( 32 𝑋 + 1)𝑋 ≥ 10 ∣ 0 + 0 = 0 ∧ 0 ∗ 0 = 0 ∧ 32 ≥ 0 ∧ 1 > 0 ∧ 11 = 1⟩
⇒Exp decomp ⟨ 32 𝑋 + 1 ≥ 1 ∧ 𝑋 ≥ 0 ∣ 0 + 0 = 0 ∧ 0 ∗ 0 = 0 ∧ 32 ≥ 0 ∧ 1 > 0 ∧ 11 = 1⟩
⇒Add decomp ⟨ 23 𝑋 ≥ 0 ∧ 1 ≥ 1 ∧ 𝑋 ≥ 0 ∣ 0 + 0 = 0 ∧ 0 ∗ 0 = 0 ∧ 32 ≥ 0 ∧ 1 > 0 ∧ 11 = 1⟩
⇒∗ ⟨□ ∣ 0 + 0 = 0 ∧ 0 ∗ 0 = 0 ∧ 32 ≥ 0 ∧ 1 > 0 ∧ 11 = 1 ∧ 1 ≥ 1⟩

where 0 + 0 = 0 ∧ 0 ∗ 0 = 0 ∧

3
2

≥ 0 ∧ 1 > 0 ∧ 11 = 1 ∧ 1 ≥ 1 is trivially satisﬁed.

Remark 6.1 No proof for 𝑋 +1 ≥ 𝑋 +( 32 𝑋 +1)−𝑋 is possible by using the methods
in [15]: it is not valid in Lescanne’s formalization due to the rational number 32 and
the negative exponent; and no rule in [15] plays the role of Negative Exp.
6.2

Solving constraints.

Our second example illustrates the generation of coeﬃcients. Consider the TRS
ℛ in Example 1.1. According to the previous considerations, we would give the
following parametric interpretations to the function symbols (for simplicity, only
𝑓 𝑎𝑐𝑡 is given a linear elementary interpretation):
[0] = 𝑧0

[𝑠](𝑥) = 𝑠1 𝑥 + 𝑠0

[𝑚𝑢𝑙](𝑥, 𝑦) = 𝑚11 𝑥𝑦 + 𝑚10 𝑥 + 𝑚01 𝑦 + 𝑚00

[𝑎𝑑𝑑](𝑥, 𝑦) = 𝑎1 𝑥 + 𝑎2 𝑦 + 𝑎0

𝑓1′′ 𝑥+𝑓0′′

[𝑓 𝑎𝑐𝑡](𝑥) = 𝑓1 𝑥 + 𝑓0 + (𝑓1′ 𝑥 + 𝑓0′ )

(i) Algebraicity: As discussed in Section 4.1, we just need to ensure that all coefﬁcients for [0], [𝑎𝑑𝑑], [𝑚𝑢𝑙] and [𝑠] are nonnegative, and that 𝑓0 , 𝑓1 , 𝑓0′ , 𝑓1′ ≥ 0.
(ii) Monotonicity: For symbols 𝑎𝑑𝑑, 𝑚𝑢𝑙 and 𝑠, which are interpreted as polynomials, we require 𝑎1 , 𝑎2 , 𝑚10 , 𝑚01 , 𝑠1 ≥ 1. Regarding 𝑓 𝑎𝑐𝑡, by Proposition 4.6,
we require 𝑓0′ ≥ 1, 𝑓1 , 𝑓0′′ , 𝑓1′′ ≥ 0, 𝑓1′ 𝑓0′′ ≥ 𝑓0′ and 𝑓1′ 𝑓1′′ ≥ 𝑓1′ .
(iii) Constraints corresponding to the rules: We only consider the rules yielding
non-polynomial constraints.
(a) Rule 𝑙5 → 𝑟5 , i.e., 𝑓 𝑎𝑐𝑡(0) → 𝑠(0). We have:
′′

′′

[𝑙5 ] = 𝑓1 𝑧0 + 𝑓0 + (𝑓1′ 𝑧0 + 𝑓0′ )𝑓1 𝑧0 +𝑓0
[𝑟5 ] = 𝑠1 𝑧0 + 𝑠0

The application of the transformation rules in Figure 1 yields
′′

′′

⟨𝑓1 𝑧0 + 𝑓0 + (𝑓1′ 𝑧0 + 𝑓0′ )𝑓1 𝑧0 +𝑓0 > 𝑠1 𝑧0 + 𝑠0 ∣ 𝑇 𝑟𝑢𝑒⟩
′′
′′
⇒Constants ⟨□ ∣ 𝑓1 𝑧0 + 𝑓0 + (𝑓1′ 𝑧0 + 𝑓0′ )𝑓1 𝑧0 +𝑓0 > 𝑠1 𝑧0 + 𝑠0 ⟩
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(b) Rule 𝑙6 → 𝑟6 , i.e., 𝑓 𝑎𝑐𝑡(𝑠(𝑋)) → 𝑚𝑢𝑙(𝑠(𝑋), 𝑓 𝑎𝑐𝑡(𝑋)). We have:
′′

′′

𝑓1 (𝑠1 𝑋 + 𝑠0 ) + 𝑓0 + (𝑓1′ (𝑠1 𝑋 + 𝑠0 ) + 𝑓0′ )𝑓1 (𝑠1 𝑋+𝑠0 )+𝑓0
′′
′′
′′
𝑓1 𝑠1 𝑋 + 𝑓1 𝑠0 + 𝑓0 + (𝑓1′ 𝑠1 𝑋 + 𝑓1′ 𝑠0 + 𝑓0′ )𝑓1 𝑠1 𝑋+𝑓1 𝑠0 +𝑓0
𝐶
𝑋+𝐶
1
0
𝐴1 𝑋 + 𝐴0 + (𝐵1 𝑋 + 𝐵0 )
′′
′′
𝑚11 (𝑠1 𝑋 + 𝑠0 )(𝑓1 𝑋 + 𝑓0 + (𝑓1′ 𝑋 + 𝑓0′ )𝑓1 𝑋+𝑓0 )+
′′
′′
+𝑚10 (𝑠1 𝑋 + 𝑠0 ) + 𝑚01 (𝑓1 𝑋 + 𝑓0 + (𝑓1′ 𝑋 + 𝑓0′ )𝑓1 𝑋+𝑓0 ) + 𝑚00
= 𝑓1 𝑚11 𝑠1 𝑋 2 + (𝑓1 𝑚11 𝑠0 + 𝑓0 𝑚11 𝑠1 + 𝑚10 𝑠1 + 𝑚01 𝑓1 )𝑋+
+𝑓0 𝑚11 𝑠0 + 𝑚10 𝑠0 + 𝑚01 𝑓0 + 𝑚00
′′
′′
′′
′′
+𝑚11 𝑠1 𝑋(𝑓1′ 𝑋 + 𝑓0′ )𝑓1 𝑋+𝑓0 + (𝑚11 𝑠0 + 𝑚01 )(𝑓1′ 𝑋 + 𝑓0′ )𝑓1 𝑋+𝑓0
′
′
′
′
𝑋+𝐶
𝐶
′
′
′
′
′
′
′
2
′
′
0 + 𝐸 (𝐵 𝑋 + 𝐵 )𝐶1 𝑋+𝐶0
= 𝐴2 𝑋 + 𝐴1 𝑋 + 𝐴0 + 𝐷1 𝑋(𝐵1 𝑋 + 𝐵0 ) 1
0
1
1
′
′
𝐶
𝑋+𝐶
′
2
′
′
′
′
′
′
0
= 𝐴2 𝑋 + 𝐴1 𝑋 + 𝐴0 + (𝐷1 𝑋 + 𝐸1 )(𝐵1 𝑋 + 𝐵0 ) 1

[𝑙6 ] =
=
=
[𝑟6 ] =

The application of the transformation rules in Figure 1 succeeds and yields
𝐴′2 = 0 ∧ 𝐵0 > 2 ∧ 𝐶0′ > 0 ∧ 𝐶 0 + 2 = 𝐶0 ∧ 𝐵1 ≥ 𝐴′1 ∧ 𝐵0 ≥ 𝐴′0 ∧ 𝐵1 ≥ 𝐷1′
∧ 𝐵0 > 𝐸1′ ∧ 𝐵1 ≥ 𝐵1′ ∧ 𝐵0 > 𝐵0′ ∧ 𝐶1 ≥ 𝐶1′ ∧ 𝐶 0 ≥ 𝐶0′
that is, we have to solve the following (polynomial) constraints:
𝐴′2 = 𝑓1 𝑚11 𝑠0 + 𝑓0 𝑚11 𝑠1 + 𝑚10 𝑠1 + 𝑚01 𝑓1 = 0
𝐵0 =

𝑓1′ 𝑠0
𝐶0′

𝐶0 =
𝐴′1

+

>2

(13)

=

𝑓0′′

>0

(14)

+

𝑓0′′

= 𝐶0 + 2

(15)

𝑓1′′ 𝑠0

= 𝑓1 𝑚11 𝑠0 + 𝑓0 𝑚11 𝑠1 + 𝑚10 𝑠1 + 𝑚01 𝑓1 ≤
𝐴′0

= 𝑓0 𝑚11 𝑠0 + 𝑚10 𝑠0 + 𝑚01 𝑓0 + 𝑚00 ≤
𝐵1 =

𝑓1′ 𝑠1

𝑓1′ 𝑠0

𝑓0′

𝐵0 =

+

𝐵1 =

𝑓1′ 𝑠1

𝑓1′ 𝑠0

𝑓0′

𝐵0 =

𝐶1 =

(12)

𝑓0′

𝑓1′ 𝑠1

= 𝐵1

(16)

𝑓1′ 𝑠0

𝑓0′

(17)

≥ 𝑚11 𝑠1 =

≥
>

𝑓0′

≥

𝑓1′′

𝐶0 ≥

𝑓0′′

𝑓1′′ 𝑠1

= 𝐵0
𝐷1′

> 𝑚11 𝑠0 + 𝑚01 =
𝑓1′

+

+

(18)
𝐸1′

(19)

=

𝐵1′

(20)

=

𝐵0′

(21)

=

𝐶1′

(22)

=

𝐶0′

(23)

Note that all these constraints hold when we let the parametric coeﬃcients take the
value which is actually used in the linear elementary interpretation of Example 1.1
(together with 𝐶 0 = 1).

7

Implementation issues

The implementation of the techniques described above is conceptually simple, although its eﬃciency could highly depend on appropriate choices of the data structures and implementation languages. Comparing two polynomial expressions à
la Hong and Jakuš’ is pretty simple: we just perform an independent comparison of (coeﬃcients of) monomials according to its composition in terms of variables and powers. With elementary expressions, things are not so simple. For
instance, think of the elementary expressions [𝑓 𝑎𝑐𝑡(𝑠(𝑋))] = (2𝑋 + 4)2𝑋+3 and
[𝑚𝑢𝑙(𝑠(𝑋), 𝑓 𝑎𝑐𝑡(𝑋))] = (2𝑋 + 3)(2𝑋 + 2)2𝑋+1 + 2𝑋 + 2 in Example 1.1. At ﬁrst
sight, the second expression is ‘more complicated’ and the ﬁrst impression is that
it cannot be smaller than the ﬁrst one. However, as shown in Example 5.2, indeed
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this is the case. The key point is that we can use the algebraic properties of the
exponential to unfold the ﬁrst expression (2𝑋 + 4)2𝑋+3 and show an equivalent (or
smaller) expression whose shape is similar to the second one. In practice, when comparing elementary expressions 𝑒 and 𝑒′ , this amounts at performing some clusters
ℰ = {𝐸1 , . . . , 𝐸𝑚 } and ℰ ′ = {𝐸1′ , . . . , 𝐸𝑛′ } of subexpressions in 𝑒 and 𝑒′ in such a
way that we can deﬁne a surjective mapping 𝛾 : ℰ ′ → ℰ such that the subexpression
of 𝑒′ represented by 𝐸𝑗′ is smaller or covered by the subexpression in 𝑒 represented
by 𝐸𝑖 = 𝛾(𝐸𝑗′ ).
When comparing parametric expressions (which is the focus of this paper) the
problem is similar but now we do not have (many) speciﬁc numbers which can
be used to do some algebraic manipulation. For this reason, the rule K-Introd is
so important: it allows us to ‘create’ new expressions including new variables and
constants which are semantically related with the old ones by means of equality
constraints. On the other hand, we would have to do clustering as well (but we
have even more ﬂexibility due to the possibility of introducing arbitrary constants).
Since it is well-known that exponential expressions are (ultimately) bigger than
polinomial ones (disregarding the degree), a possible strategy is decomposing 𝑒 as
𝑒 = 𝑝 + 𝑒1 + ⋅ ⋅ ⋅ + 𝑒𝑚 where 𝑝 is a purely polynomial expression and the expressions
𝑒𝑖 contain some exponential subexpressions. Then, we use such 𝑒𝑖 (ﬁrst) individually to establish appropriate corresponding clusters of subexpressions (additive
components) in 𝑒′ which satisfy the conditions above.

8

Conclusions and future work

In the nineties, Lescanne introduced and motivated the use of elementary algebraic interpretations as an alternative to polynomial interpretations in proofs of
termination of term rewriting. Lescanne considered elementary interpretations over
the naturals (actually over the subset of natural numbers starting from 2) and investigated how to check the inequalities [𝑙] > [𝑟] which are obtained for a given
interpretation which should be provided by the user.
In this paper we have investigated elementary interpretations over the reals. We
have introduced the linear elementary functions as a suitable choice for the automatization of termination proofs using elementary interpretions. We have shown
how the requirements of modern termination methods (e.g., the dependency pairs
method) for a given termination problem are translated into parametric elementary
constraints over the reals. We have deﬁned a rule-based transformation system for
checking and solving arbitrary (parametric) elementary constraints over the reals.
Using this system, universally quantiﬁed semantic variables are removed from the
parametric constraints corresponding to a given termination problem while an existential constraint consisting of parametric coeﬃcients (only) is built to subsequently
invoke an appropriate solver. The obtained solution witnesses the satisfaction of
the original constraint.
The most urgent future work is having an implementation of the proposed system.
We have argued that this is not conceptually diﬃcult but it could require more
research before obtaining heuristics leading to an eﬃcient and competitive system.
On the other hand, the theory developed in this paper provides an appropriate guide
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for extending our initial proposal of linear elementary interpretations to more reﬁned
ones (for instance, one could allow that 𝐴, 𝐵, and 𝐶 are arbitrary polynomials).
The special cases enumerated in Remark 4.1 could also be investigated since they
have speciﬁc features which could enable a simpler implementation of constraint
solving.
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Using Matrix Interpretations over the Reals
in Proofs of Termination
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Abstract
Matrix interpretations are a new kind of algebraic interpretations with interesting capabilities for proving
termination of rewriting systems. Roughly speaking, a matrix interpretation for a 𝑘-ary symbol 𝑓 is a linear
expression 𝐹1 𝑥1 +⋅ ⋅ ⋅+𝐹𝑘 𝑥𝑘 +𝐹0 where the 𝐹1 , . . . , 𝐹𝑘 are matrices of 𝑛×𝑛 natural numbers and the variables
𝑥1 , . . . , 𝑥𝑘 (and also 𝐹0 ) represent 𝑛-tuples of natural numbers. In this paper, we extend this framework to
matrices and tuples of real numbers. We also compare matrix and polynomial interpretations. It is wellknown that linear polynomial interpretations are (strictly) subsumed by matrix interpretations: every linear
polynomial interpretation can be seen as a matrix interpretation (where 𝑛 = 1). We show by means of some
examples that this is not the case for more general (and widely used) polynomial interpretations like those
that involve the so-called simple polynomials, i.e., those polynomials whose variables are raised to powers
not exceding 1. Therefore, matrix interpretations and polynomial interpretations are not comparable, in
general. We have implemented matrix interpretations over the reals as part of the tool mu-term. We
also report on the experimental evaluation of this implementation.
Keywords: Matrix Interpretations, Program Analysis, termination.

1

Introduction

A suitable way to prove termination of programs written in declarative programming
languages is translating them into (variants of) term rewriting systems (TRSs [3])
and then using techniques and tools for proving termination of rewriting. Proofs
of termination in term rewriting involve solving weak or strict symbolic constraints
𝑠 ર 𝑡 or 𝑠 ⊐ 𝑡 between terms 𝑠 and 𝑡 coming from (parts of) the rules of the TRS.
Here, ર and ⊐ are (quasi-)orderings on terms satisfying appropriate conditions
[2,4,5]. Automatic termination tools have to solve these constraints. A standard
approach is using algebraic interpretations which translate the symbolic constraints
into some kind of arithmetic constraints. A recent and fruitful approach is using
matrix interpretations [6], where the 𝑘-ary symbols 𝑓 ∈ ℱ are given parametric
1
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matrix functions [𝑓 ] like, e.g., 𝐹1 𝑥1 + ⋅ ⋅ ⋅ + 𝐹𝑘 𝑥𝑘 + 𝐹0 , where the 𝐹𝑖 ’s are (square)
matrices of some ﬁxed dimension 𝑛 and 𝐹0 is an 𝑛-tuple. The variables 𝑥1 , . . . , 𝑥𝑘
are intended to range on 𝑛-tuples as well. In Endrullis et al.’s approach, only natural
numbers are used both in matrices and 𝑛-tuples.
Example 1.1 Consider the one-rule
TRS
𝑓⎛(𝑓 (𝑋))
The matrix
⎛
⎞
⎞ → 𝑓 (𝑔(𝑓 (𝑋))).
⎛
⎞
⎛ ⎞
11
1
10
0
⎠ 𝑥 + ⎝ ⎠ and [𝑔](𝑥) = ⎝
⎠𝑥+⎝ ⎠
interpretation given by [𝑓 ](𝑥) = ⎝
10
1
00
0
can be used to prove the termination of ℛ.
In this paper we extend Endrullis et al.’s framework to matrices containing
real numbers as components. The main idea for this extension (Sections 3 and
4) is changing the strict ordering >ℕ over natural numbers (which is obviously
well-founded) by the ordering >ℝ,𝛿 (for some positive real number 𝛿) which is wellfounded for subsets of real numbers which are bounded from below [10]. This
subsumes the current framework for matrices over the naturals (just take 𝛿 = 1).
In [9,7], it is shown that polynomial interpretations over the rationals (based
on this ordering) are strictly more powerful than polynomial interpretations over
the naturals. Actually, syntactic conditions were given for the ﬁrst time on the
shape of the rules of the rewrite system, which tell us that, when dealing with
linear polynomial interpretations, real coeﬃcients should be used for addressing the
corresponding termination problem. Roughly speaking, the conditions investigated
in [7] have two parts: (1) if the left-hand side 𝑙 of a rule 𝑙 → 𝑟 is strictly embedded
into the right-hand side 𝑟 of this rule (written 𝑟 ⊳ℰ𝑚𝑏 𝑙), then we need to use
coeﬃcients strictly below 1 in (some parts) of the linear interpretation corresponding
to a symbol 𝑓 which occurs in 𝑟 but not in 𝑙 [7, Theorem 9]. On the other hand, (2)
if a term 𝑠 containing 𝑓 has to be also to be compared with a variable 𝑥 contained in
𝑠 (e.g., 𝑠 ર 𝑥), then we need to use positive coeﬃcients in the linear interpretation
for 𝑓 [7, Theorem 11]. When both conditions simultaneously hold, we know that
a real coeﬃcient in (0, 1) must be used. In Section 5, we investigate the extension
of these two conditions to matrix interpretations over the reals. We show that the
ﬁrst condition extends to matrices by saying now that some of the diagonal elements
must be below 1. However, this is not the case for the second one.
In Section 6 we consider polynomial and matrix interpretations and show, by
means of examples, that they are not comparable, in general, i.e., there are TRSs
which can be proved terminating by means of polynomial interpretations but cannot
be handled with matrix interpretations, and vice versa.
We have a preliminary implementation of matrix interpretations over the reals as
part of our tool mu-term [1]. In Section 7 we report on our preliminary experiments
with this implementation.

2

Preliminaries

A binary relation 𝑅 on a set 𝐴 is terminating (or well-founded) if there is no
inﬁnite sequence 𝑎1 𝑅 𝑎2 𝑅 𝑎3 ⋅ ⋅ ⋅ . Given 𝑓 : 𝐴𝑘 → 𝐴 and 𝑖 ∈ {1, . . . , 𝑘}, we say
that 𝑅 is 𝑖-monotonic on the 𝑖-th argument of 𝑓 (or that 𝑓 is 𝑖-monotone regarding
𝑅) if 𝑓 (𝑥1 , . . . , 𝑥𝑖−1 , 𝑥, . . . , 𝑥𝑘 ) 𝑅 𝑓 (𝑥1 , . . . , 𝑥𝑖−1 , 𝑦, . . . , 𝑥𝑘 ) whenever 𝑥 𝑅 𝑦, for all
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𝑥, 𝑦, 𝑥1 , . . . , 𝑥𝑘 ∈ 𝐴. We say that 𝑅 is monotonic regarding 𝑓 (or that 𝑓 is 𝑅monotone) if 𝑅 is 𝑖-monotonic on the 𝑖-th argument of 𝑓 for all 𝑖, 1 ≤ 𝑖 ≤ 𝑘.
A transitive and reﬂexive relation ર on 𝐴 is a quasi-ordering. A transitive and
irreﬂexive relation > on 𝐴 is an strict ordering.
In this paper, 𝒳 denotes a countable set of variables and ℱ denotes a signature,
i.e., a set of function symbols {𝑓, 𝑔, . . .}, each having a ﬁxed arity given by a mapping
𝑎𝑟 : ℱ → ℕ. The set of terms built from ℱ and 𝒳 is 𝒯 (ℱ, 𝒳 ). A binary relation
𝑅 on terms is stable if, for all terms 𝑠, 𝑡 and substitutions 𝜎, 𝜎(𝑠) 𝑅 𝜎(𝑡) whenever
𝑠 𝑅 𝑡.
A rewrite rule is an ordered pair (𝑙, 𝑟), written 𝑙 → 𝑟, with 𝑙, 𝑟 ∈ 𝒯 (ℱ, 𝒳 ),
𝑙 ∕∈ 𝒳 and 𝒱𝑎𝑟(𝑟) ⊆ 𝒱𝑎𝑟(𝑙). A TRS is a pair ℛ = (ℱ, 𝑅) where 𝑅 is a set of
rewrite rules. The problem of proving termination of a TRS is equivalent to ﬁnding
a well-founded, stable, and monotonic (strict) ordering > on terms (i.e., a reduction
ordering) which is compatible with the rules of the TRS, i.e., 𝑙 > 𝑟 for all 𝑙 → 𝑟 ∈ 𝑅
[5]. Termination of rewriting can also be proved by using the dependency pairs
approach [2]. Reduction pairs are used in this case. A reduction pair (ર, ⊐) consists
of a stable and weakly monotonic quasi-ordering ર, and a stable and well-founded
ordering ⊐ satisfying either ર ∘ ⊐ ⊆ ⊐ or ⊐ ∘ ર ⊆ ⊐. No monotonicity is required
for ⊐. The quasi-ordering ર is used to compare the rules of the TRS and the strict
ordering ⊐ is used to compare the dependency pairs, see [2] for further details.
Term orderings can be obtained by giving appropriate interpretations to the
function symbols of a signature. Given a signature ℱ, an ℱ-algebra is a pair 𝒜 =
(A, ℱA ), where A is a set and ℱA is a set of mappings 𝑓𝒜 : A𝑘 → A for each 𝑓 ∈ ℱ
where 𝑘 = 𝑎𝑟(𝑓 ). For a given valuation mapping 𝛼 : 𝒳 → A, the evaluation
mapping [𝛼] : 𝒯 (ℱ, 𝒳 ) → A is inductively deﬁned by [𝛼](𝑥) = 𝛼(𝑥) if 𝑥 ∈ 𝒳 and
[𝛼](𝑓 (𝑡1 , . . . , 𝑡𝑘 )) = 𝑓𝒜 ([𝛼](𝑡1 ), . . . , [𝛼](𝑡𝑘 )) for 𝑥 ∈ 𝒳 , 𝑓 ∈ ℱ, 𝑡1 , . . . , 𝑡𝑘 ∈ 𝒯 (ℱ, 𝒳 ).
Given a term 𝑡 with 𝒱𝑎𝑟(𝑡) = {𝑥1 , . . . , 𝑥𝑛 }, we write [𝑡] to denote the function 𝐹𝑡 :
A𝑛 → A given by 𝐹𝑡 (𝑎1 , . . . , 𝑎𝑛 ) = [𝛼(𝑎1 ,...,𝑎𝑛 ) ](𝑡) for each tuple (𝑎1 , . . . , 𝑎𝑛 ) ∈ A𝑛 ,
where 𝛼(𝑎1 ,...,𝑎𝑛 ) (𝑥𝑖 ) = 𝑎𝑖 for 1 ≤ 𝑖 ≤ 𝑛. We can deﬁne a stable quasi-ordering
ર on terms given by 𝑡 ર 𝑠 if [𝛼](𝑡) રA [𝛼](𝑠), for all 𝛼 : 𝒳 → A, where રA is a
quasi-ordering on A. We can deﬁne a stable strict ordering ⊐ on terms by 𝑡 ⊐ 𝑠 if
[𝛼](𝑡) ≻A [𝛼](𝑠), for all 𝛼 : 𝒳 → A, where ≻A is a strict ordering on A.

3

Matrix interpretations over the naturals

A matrix intepretation for a 𝑘-ary symbol 𝑓 is a linear expression 𝐹1 𝑥1 + ⋅ ⋅ ⋅ +
𝐹𝑘 𝑥𝑘 + 𝐹0 where the 𝐹1 , . . . , 𝐹𝑘 are (square) matrices 3 of 𝑛 × 𝑛 natural numbers
and the variables 𝑥1 , . . . , 𝑥𝑘 (and also the constant term 𝐹0 ) are 𝑛-tuples of natural
numbers [6]. An expression like 𝐹 𝒙, where 𝒙 is an 𝑛-tuple of numbers, is interpreted as the usual matrix-vector product, i.e., the 𝑖-th component 𝑦𝑖 of 𝒚 = 𝐹 𝒙
∑
is 𝑦𝑖 = 𝑛𝑗=1 𝐹𝑖𝑗 𝑥𝑗 . The following quasi-ordering ≳ on tuples of natural numbers
is considered: 𝒙 = (𝑥1 , . . . , 𝑥𝑛 ) ≳ (𝑦1 , . . . , 𝑦𝑛 ) = 𝒚 if 𝑥𝑖 ≥ℕ 𝑦𝑖 for all 1 ≤ 𝑖 ≤ 𝑛.
The following (strict) ordering > on tuples of natural numbers is considered: 𝒙 =
(𝑥1 , . . . , 𝑥𝑛 ) > (𝑦1 , . . . , 𝑦𝑛 ) = 𝒚 if 𝑥1 >ℕ 𝑦1 and (𝑥2 , . . . , 𝑥𝑛 ) ≳ (𝑦2 , . . . , 𝑦𝑛 ). An
(extended) ordered algebra 𝒜 = (A, ℱ𝐴 , ≳, >) is obtained by deﬁning A = ℕ𝑛 for
3

In [6] a slightly more general framework is presented, based on considering many-sorted signatures. In
practice, this is only advantageous in proofs of termination with dependency pairs, which we avoid in this
paper for simplicity. The material in this paper could be easily extended to such many-sorted settings.
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some 𝑛 ∈ ℕ>0 , and giving a matrix interpretation [𝑓 ] = 𝐹1 𝑥1 + ⋅ ⋅ ⋅ + 𝐹𝑘 𝑥𝑘 + 𝐹0
to every 𝑘-ary symbol 𝑓 ∈ ℱ. The algebra 𝒜 is monotonic if we further require
that for all 𝑘-ary symbols 𝑓 ∈ ℱ and matrix coeﬃcients 𝐹𝑖 for 1 ≤ 𝑖 ≤ 𝑘, we have
(𝐹𝑖 )11 ≥ 1. The term ordering induced by a monotonic ordered algebra in the usual
way is a reduction ordering.
Example 3.1 Consider the TRS ℛ and matrix intepretation in Example 1.1. Note
that the interpretation is monotonic. Furthermore,
it ⎛
is strictly
compatible with
⎛
⎞
⎞

1
⎠ 𝑋 + ⎝ ⎠ and [𝑓 (𝑔(𝑓 (𝑋)))] =
1
00
⎛
⎞
⎛ ⎞
⎛
⎞
⎛ ⎞ ⎛ ⎞
11
0
10
1
0
⎝
⎠ 𝑋 + ⎝ ⎠. Thus, [𝑓 (𝑓 (𝑋))]−[𝑓 (𝑔(𝑓 (𝑋)))] = ⎝
⎠ 𝑋 +⎝ ⎠ > ⎝ ⎠ .
00
0
00
0
0

the rule in ℛ. We have: [𝑓 (𝑓 (𝑋))] = ⎝

4

11

Matrix interpretations over the reals

Since it is based on a well-founded ordering >ℕ , it is easy to see that the strict
ordering > on 𝑛-tuples of natural numbers is well-founded too. Our goal is extending
matrix interpretations to real numbers. The previous deﬁnitions and orderings
are properly generalized by just changing ℕ by ℝ. Unfortunately, since the strict
ordering >ℝ over the reals is not well-founded (think of the inﬁnite decreasing
sequence 1 >ℝ 21 >ℝ 13 >ℝ ⋅ ⋅ ⋅ , for instance) we have to be careful. In [10] a
diﬀerent ordering over the reals is used to ‘achieve’ well-foundedness. Given 𝛿 > 0,
the (strict) ordering >ℝ,𝛿 over the reals given by ∀𝑥, 𝑦 ∈ ℝ, 𝑥 >ℝ,𝛿 𝑦 if 𝑥 − 𝑦 ≥ℝ 𝛿
is well-founded on subsets 𝐴 ⊆ ℝ which are bounded from below, i.e., 𝐴 ⊆ [𝛼, +∞)
for some 𝛼 ∈ ℝ [10, Theorem 1]. Now, the following quasiordering ≳ on tuples of
real numbers is considered: 𝒙 = (𝑥1 , . . . , 𝑥𝑛 ) ≳ (𝑦1 , . . . , 𝑦𝑛 ) = 𝒚 if 𝑥𝑖 ≥ℝ 𝑦𝑖 for all
1 ≤ 𝑖 ≤ 𝑛. And the following (strict) ordering >𝛿 on tupes of real numbers is used:
𝒙 = (𝑥1 , . . . , 𝑥𝑛 ) >𝛿 (𝑦1 , . . . , 𝑦𝑛 ) = 𝒚 if 𝑥1 >ℝ,𝛿 𝑦1 and (𝑥2 , . . . , 𝑥𝑛 ) ≳ (𝑦2 , . . . , 𝑦𝑛 ).
In order to obtain well-founded orderings on tuples of real numbers, we restrict the
attention to the set of non-negative real numbers ℝ0 , which is bounded from below.
4.1

Checking positiveness of matrix functions

The interpretation of a term 𝑡 with variables 𝑥1 , . . . , 𝑥𝑚 by using matrices yields
a matrix function [𝑡] = 𝐹𝑡 (𝑥1 , . . . , 𝑥𝑚 ). In proofs of termination based on matrix interpretations, we often have to solve constraints 𝑠 ર 𝑡 by checking whether
𝐹 (𝑥1 , . . . , 𝑥𝑚 ) = 𝐹𝑠 (𝑥1 , . . . , 𝑥𝑚 ) − 𝐹𝑡 (𝑥1 , . . . , 𝑥𝑚 ) ≥ 0 holds, where 0 is a tuple
all whose components are 0. The following result is useful to transform a nonnegativeness test on the output of a matrix function into a non-negativeness test
on the matrices composing this function. In the following, 𝐴 ≥ 0 for a matrix 𝐴
means that 𝐴𝑖𝑗 ≥ 0 for all components 𝐴𝑖𝑗 in 𝐴.
Proposition 4.1 Let 𝐹 = 𝐹1 𝑥1 +⋅ ⋅ ⋅+𝐹𝑚 𝑥𝑚 +𝐹0 be a matrix function such that 𝐹𝑖
consist of arbitrary real numbers for all 𝑖, 0 ≤ 𝑖 ≤ 𝑚. Then, for all 𝒙1 , . . . , 𝒙𝑚 ∈ ℝ𝑛0 ,
𝐹 (𝒙1 , . . . , 𝒙𝑚 ) ≥ 0 if and only if, for all 𝑖, 0 ≤ 𝑖 ≤ 𝑚, 𝐹𝑖 ≥ 0.
Proof. The if part is obvious. For the only if part, assume that ∀𝒙1 , . . . , 𝒙𝑚 ∈
ℝ𝑛0 , 𝐹 (𝒙1 , . . . , 𝒙𝑚 ) ≥ 0 but there is 𝑖, 0 ≤ 𝑖 ≤ 𝑚 such that 𝐹𝑖 contains a negative
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entry 𝑎 < 0. If 𝑖 = 0, then 𝐹 (0, ..., 0) = 𝐹0 ∕≥ 0 leading to a contradiction. Thus,
we can assume 𝐹0 ≥ 0. Thus, there is 𝑖, 1 ≤ 𝑖 ≤ 𝑚 such that 𝑎 = (𝐹𝑖 )𝑗ℓ < 0 for
some 1 ≤ 𝑗, ℓ ≤ 𝑛. Let 𝑏 = (𝐹0 )𝑗 ≥ 0 be the 𝑗-th entry of the tuple 𝐹0 . Note
that 1 − 𝑎𝑏 > 0. Consider the tuple 𝒙 = (0, . . . , 1 − 𝑎𝑏 , . . . , 0) ≥ 0, where the only
positive component 1 − 𝑎𝑏 occurs at the ℓ-th entry. Then, 𝒚 = 𝐹 (0, . . . , 𝒙, . . . , 0) =
𝐹𝑖 𝒙 + 𝐹0 = (0, . . . , 𝑎(1 − 𝑎𝑏 ), . . .) + (. . . , 𝑏, . . .) = (. . . , 𝑎, . . .) ∕≥ 0, leading again to a
contradiction.
□
Remark 4.2 According to Proposition 4.1, if we want to use matrix functions to
build algebraic interpretations over the considered semantic domain (ℝ𝑛0 in our case),
we have to use square 𝑛 × 𝑛 matrices of nonnegative real entries only (algebraicity
condition).
Despite the discussion above, the following (strict) ordering > on tuples of real
numbers is also used later: 𝒙 = (𝑥1 , . . . , 𝑥𝑛 ) > (𝑦1 , . . . , 𝑦𝑛 ) = 𝒚 if 𝑥1 >ℝ 𝑦1 and
(𝑥2 , . . . , 𝑥𝑛 ) ≳ (𝑦2 , . . . , 𝑦𝑛 ). This is the ‘natural’ extension of the usual ordering on
tuples of natural numbers (see Section 3) and it does not refer to any positive real
number 𝛿 in its deﬁnition. Although it is not well-founded, we have the following
result, which is useful to solve strict symbolic constraints 𝑠 ⊐ 𝑡 by using > or >𝛿 :
Proposition 4.3 Let 𝐹 = 𝐹1 𝑥1 +⋅ ⋅ ⋅+𝐹𝑚 𝑥𝑚 +𝐹0 be a matrix function such that the
𝐹𝑖 consist of arbitrary real numbers for all 𝑖, 0 ≤ 𝑖 ≤ 𝑚. The following statements
are equivalent
(i) for all 𝒙1 , . . . , 𝒙𝑚 ∈ ℝ𝑛0 , 𝐹 (𝒙1 , . . . , 𝒙𝑚 ) > 0
(ii) there is 𝛿 > 0 such that for all 𝒙1 , . . . , 𝒙𝑚 ∈ ℝ𝑛0 , 𝐹 (𝒙1 , . . . , 𝒙𝑚 ) >𝛿 0.
(iii) there is 𝛿 > 0 such that ∀𝑖, 1 ≤ 𝑖 ≤ 𝑚, 𝐹𝑖 ≥ 0 and 𝐹0 >𝛿 0.
Proof. Since 𝐹 (𝒙1 , . . . , 𝒙𝑚 ) > 0 implies that 𝐹 (𝒙1 , . . . , 𝒙𝑚 ) ≥ 0, by Proposition
4.1, we know that ∀𝑖, 0 ≤ 𝑖 ≤ 𝑚, 𝐹𝑖 ≥ 0. Then, we only need to prove that
𝐹0 >𝛿 0 for some 𝛿 > 0. First note that, in particular, 𝐹 (0, . . . , 0) = 𝐹0 > 0,
i.e., (𝐹0 )1 > 0. Let 𝛿 = (𝐹0 )1 . Obviously, 𝐹0 >𝛿 0. Now, since 𝐹𝑖 ≥ 0 for all 𝑖,
1 ≤ 𝑖 ≤ 𝑚, we have that, for all 𝒙1 , . . . , 𝒙𝑚 ∈ ℝ𝑛0 and 𝑖, 1 ≤ 𝑖 ≤ 𝑚, 𝐹𝑖 𝑥𝑖 ≥ 0.
Hence, 𝐹 (𝒙1 , . . . , 𝒙𝑚 ) = 𝐹1 𝒙1 + ⋅ ⋅ ⋅ + 𝐹𝑚 𝒙𝑚 + 𝐹0 ≥ 𝐹0 >𝛿 0, showing that (i)
implies (ii) and (ii) implies (iii). The implication (iii) to (i) is obvious.
□
Remark 4.4 As discussed in [10], in practice we do not need to make any 𝛿 explicit
in our proofs of termination. This is because, in practice, we are faced to solve a
ﬁnite number of strict symbolic constraints 𝑠 ⊐ 𝑡 on terms 𝑠 and 𝑡. From each
constraint 𝑠 ⊐ 𝑡, we obtain a matrix function [𝑠] − [𝑡] which is compared to 0, with
>. By Proposition 4.3 each successful strict comparison [𝑠] − [𝑡] > 0 with > actually
corresponds to a successful comparison with >𝛿(𝑠,𝑡) for some 𝛿(𝑠, 𝑡) which depends
on terms 𝑠 and 𝑡 only. Since we have a ﬁnite number of strict comparisons, we
can take 𝛿 to be the least of all such 𝛿(𝑠, 𝑡). Then, >𝛿 is the well-founded ordering
underlying all strict comparisons with >. Thus, obtaining the value of such 𝛿 for a
particular ﬁnite set of strict constraints is very easy.
4.2

Monotonicity of matrix functions

The following results are easy and give conditions to ensure monotonicity of matrix
functions w.r.t. the orderings considered above. In all these results, we assume that
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the matrix functions deal with tuples in ℝ𝑛0 . Furthermore, we assume that matrix
functions are as follows: 𝐹 (𝑥1 , . . . , 𝑥𝑚 ) = 𝐹1 𝑥1 + ⋅ ⋅ ⋅ + 𝐹𝑚 𝑥𝑚 + 𝐹0 be such that 𝐹𝑖
are 𝑛 × 𝑛-matrices, for all 𝑖, 1 ≤ 𝑖 ≤ 𝑚 and 𝐹0 is an 𝑛-dimensional vector. The ﬁrst
result is easy.
Proposition 4.5 (Monotonicity w.r.t. ≳ and >) Let 𝐹 (𝑥1 , . . . , 𝑥𝑚 ) be a matrix function and 𝑖 ∈ {1, . . . , 𝑚}. Then,
(i) 𝐹 is i-monotonic with respect to ≳ if and only if 𝐹𝑖 ≥ 0.
(ii) 𝐹 is i-monotonic with respect to > if and only if 𝐹𝑖 ≥ 0 and (𝐹𝑖 )11 > 0.
Regarding the ordering >𝛿 , we have the following.
Proposition 4.6 (Monotonicity w.r.t. >𝛿 ) Let 𝐹 (𝑥1 , . . . , 𝑥𝑚 ) be a matrix function, 𝑖 ∈ {1, . . . , 𝑚} and 𝛿 > 0. Then 𝐹 is i-monotonic with respect to >𝛿 if and
only if 𝐹𝑖 ≥ 0 and (𝐹𝑖 )11 ≥ 1 .
Proof. For the if part, let 𝒂, 𝒃 ∈ ℝ𝑛0 be such that 𝒂 >𝛿 𝒃 and assume that 𝐹𝑖 ≥ 0
and (𝐹𝑖 )11 ≥ 1. We have to prove that 𝐹 (𝒙1 , . . . , 𝒂, . . . , 𝒙𝑚 )−𝐹 (𝒙1 , . . . , 𝒃, . . . , 𝒙𝑚 ) >𝛿
0, for all 𝒙1 , . . . , 𝒙𝑚 ∈ ℝ𝑛0 , which is equivalent to 𝐹𝑖 (𝒂 − 𝒃) >𝛿 0. Since 𝒂 =
(𝑎1 , . . . , 𝑎𝑛 ) >𝛿 (𝑏1 , . . . , 𝑏𝑛 ) = 𝒃 we have 𝑎1 >ℝ,𝛿 𝑏1 and (𝑎2 , . . . , 𝑎𝑛 ) ≳ (𝑏2 , . . . , 𝑏𝑛 ),
i.e., 𝑎1 − 𝑏1 ≥ 𝛿 and 𝑎𝑗 − 𝑏𝑗 ≥ 0 for all 𝑗, 2 ≤ 𝑗 ≤ 𝑛. Let 𝐹𝑖 be
⎛

⎞
(𝐹𝑖 )11 (𝐹𝑖 )12 . . . (𝐹𝑖 )1𝑛
⎜
⎟
.. ⎟
⎜ .
𝐹𝑖 = ⎜ ..
. ⎟
⎝
⎠
(𝐹𝑖 )𝑛1 . . . . . . (𝐹𝑖 )𝑛𝑛
Since 𝐹𝑖 ≥ 0, 𝑎𝑗 − 𝑏𝑗 ≥ 0 for all 𝑗, 2 ≤ 𝑗 ≤ 𝑛, (𝐹𝑖 )11 ≥ 1, and 𝑎1 − 𝑏1 ≥ 𝛿, we have
⎞ ⎛
⎞ ⎛ ⎞
(𝐹𝑖 )11 (𝑎1 − 𝑏1 ) + (𝐹𝑖 )12 (𝑎2 − 𝑏2 ) . . . (𝐹𝑖 )1𝑛 (𝑎𝑛 − 𝑏𝑛 )
(𝐹𝑖 )11 (𝑎1 − 𝑏1 )
𝛿
⎜
⎟ ⎜
⎟ ⎜0⎟
≥0
≥0
⎜
⎟ ⎜
⎟ ⎜ ⎟
⎟≥⎜
⎟≥⎜.⎟
𝐹𝑖 (𝒂 − 𝒃) = ⎜
..
..
⎜
⎟ ⎜
⎟ ⎜.⎟
⎝
⎠ ⎝
⎠ ⎝.⎠
.
.
⎛

≥0

≥0

0

as required. For the only if part, assume that 𝐹 is 𝑖-monotonic w.r.t. >𝛿 , i.e.,
𝐹𝑖 (𝒂 − 𝒃) >𝛿 0 whenever 𝒂 >𝛿 𝒃. In particular, this holds for 𝒂 and 𝒃 such that
𝑎1 = 𝑏1 + 𝛿 and 𝑎𝑗 = 𝑏𝑗 for 2 ≤ 𝑗 ≤ 𝑛. In this case, the ﬁrst component of 𝐹𝑖 (𝒂 − 𝒃)
is (𝐹𝑖 )11 𝛿 ≥ 𝛿. Since 𝛿 > 0, we have (𝐹𝑖 )11 𝛿 ≥ 𝛿 if and only if (𝐹𝑖 )11 ≥ 1 as desired.□
Proposition 4.7 Let 𝐹 (𝑥1 , . . . , 𝑥𝑚 ) be a matrix function such that 𝐹𝑖 ≥ 0 for all
0 ≤ 𝑖 ≤ 𝑚. Then, for all 𝒙1 , . . . , 𝒙𝑚 ∈ ℝ𝑛0 , 𝐹 (𝑥1 , . . . , 𝑥𝑖−1 , 𝑥𝑖 , 𝑥𝑖+1 . . . , 𝑥𝑛 ) ≥ 𝑥𝑖 if
and only if (𝐹𝑖 )𝑗𝑗 ≥ 1 for all 𝑗, 1 ≤ 𝑗 ≤ 𝑛.
Proof. By Proposition 4.1, we have that 𝐹𝑖 𝒙 − 𝒙 = (𝐹𝑖 − 𝐼)𝒙 ≥ 0 for all 𝒙 ≥ 0
holds if and only if 𝐹𝑖 ≥ 𝐼 which holds because all entries in 𝐹𝑖 are non-negative
and the diagonal entries are bigger than or equal to 1 by hypothesis.
□
4.3

Matrix algebras over the reals

The matrix algebras over the reals that we use here are as follows:
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Deﬁnition 4.8 [Matrix algebra over the reals] Let ℱ be a signature and 𝛿 > 0. An
(extended) ordered matrix ℱ-algebra over the reals is a quadruple 𝒜 = (A, ℱ𝐴 , ≳
, >𝛿 ) where A = ℝ𝑛0 and some 𝑛 ∈ ℕ>0 , ℱ𝐴 consists of matrix interpretations [𝑓 ] for
each 𝑓 ∈ ℱ, i.e., [𝑓 ] = 𝐹1 𝑥1 + ⋅ ⋅ ⋅ + 𝐹𝑘 𝑥𝑘 + 𝐹0 , where 𝐹1 , . . . , 𝐹𝑘 are 𝑛 × 𝑛-matrices
of non-negative real numbers, 𝐹0 is an 𝑛-tuple of non-negative real numbers, and ≳
and >𝛿 are given as above.
Remark 4.9 The monotonicity requirements which should be required for using
our matrix algebras depend on their use in particular applications (see [10] for a
deeper discussion on this). The results in Section 4.2 can be used to ensure them.
For instance, in proofs of termination of rewriting using reduction orderings (as
done in the examples of this paper), we need that >𝛿 is a reduction ordering, hence
monotonic, see Section 2. Thus, according to Proposition 4.6, we would impose that
[𝑓 ]𝑖 ≥ 0 and ([𝑓 ]𝑖 )11 ≥ 1 for all symbols 𝑓 ∈ ℱ and 𝑖, 1 ≤ 𝑖 ≤ 𝑎𝑟(𝑓 ).

5

Using matrix interpretations over the reals

In [9], it is proved that polynomial interpretations over the rationals are strictly
more powerful than polynomial interpretations over the naturals. In [7], syntactic
conditions were given for the ﬁrst time on the shape of the rules of the rewrite
system, which tell us that polynomial interpretations with real coeﬃcients should
be used for addressing the corresponding termination problem. Roughly speaking,
whenever the left-hand side of a rule is embedded into the right-hand side of this
rule, we need to use coeﬃcients strictly below 1. Let ℰmb(ℱ) be a set of projection
rules for a signature ℱ, such that
ℰmb(ℱ) = {𝑓 (𝑥1 , . . . , 𝑥𝑖 , . . . , 𝑥𝑛 ) → 𝑥𝑖 ∣ 𝑓 ∈ ℱ (𝑛) , 1 ≤ 𝑖 ≤ 𝑛}
Given a subset ℰ ⊆ ℰmb(ℱ) and terms 𝑠, 𝑡 ∈ 𝒯 (ℱ, 𝒳 ), we write 𝑠 ⊵ℰ 𝑡 if 𝑠 →∗ℰ 𝑡 (we
write 𝑠 ⊳ℰ 𝑡 if 𝑠 ⊵ℰ 𝑡 and 𝑠 ∕= 𝑡). We also denote as ℱ(ℰ) the set of symbols with
projection rules in ℰ: ℱ(ℰ) = {𝑟𝑜𝑜𝑡(𝑙) ∣ 𝑙 → 𝑟 ∈ ℰ}.
Proposition 5.1 Let ℱ be a signature, ℰ ⊆ ℰmb(ℱ) and let 𝑠, 𝑡 ∈ 𝒯 (ℱ, 𝒳 ) be such
that 𝑡 ⊵ℰ 𝑠. Let 𝐴 ⊆ ℝ0 , A = 𝐴𝑛 and (𝐴, [⋅]) be an 𝑛 × 𝑛-matrix interpretation. If
[𝑠] > [𝑡] on 𝐴, then there is 𝑓 ∈ ℱ(ℰ) with [𝑓 ] = 𝐹1 𝑥1 + ⋅ ⋅ ⋅ + 𝐹𝑘 𝑥𝑘 + 𝐹0 , 𝑖 such that
𝑓 (𝑋1 , . . . , 𝑋𝑖 , . . . , 𝑋𝑘 ) → 𝑋𝑖 ∈ ℰ and 𝑗, 1 ≤ 𝑗 ≤ 𝑛 such that (𝐹𝑖 )𝑗𝑗 < 1.
Proof. First we note that, since [𝑠] > [𝑡] on 𝐴, we actually have 𝑡 ⊳ℰ 𝑠. We proceed
by contradiction. Assume that for all 𝑓 ∈ ℱ(ℰ), 𝑖 such that 𝑓 (𝑋1 , . . . , 𝑋𝑖 , . . . , 𝑋𝑘 ) →
𝑋𝑖 ∈ ℰ, and 𝑗, 1 ≤ 𝑗 ≤ 𝑛 we have (𝐹𝑖 )𝑗𝑗 ≥ 1. Now we prove by induction on the
length 𝑛 of the rewrite sequence 𝑡 →+
ℰ 𝑠 (remember that 𝑡 ⊳ℰ 𝑠) that [𝑡] ≥ [𝑠] on 𝐴.
If 𝑛 = 1, then 𝑡 = 𝑡[𝑓 (𝑡1 , . . . , 𝑡𝑖 , . . . , 𝑡𝑘 )]𝑝 for some position 𝑝 ∈ 𝒫𝑜𝑠(𝑡) and 𝑠 = 𝑡[𝑡𝑖 ]𝑝
due to the application of a projection rule 𝑓 (𝑋1 , . . . , 𝑋𝑖 , . . . , 𝑋𝑘 ) → 𝑋𝑖 ∈ ℰ. By
hypothesis and by Proposition 4.7, [𝑓 (𝑡1 , . . . , 𝑡𝑖 , . . . , 𝑡𝑘 )] ≥ [𝑡𝑖 ] on 𝐴. Since [𝑔] only
contains non-negative entries for any 𝑔 ∈ ℱ, by a repeated application of Proposition
4.5, we conclude that [𝑡] ≥ [𝑠] as desired.
On the other hand, if 𝑛 > 1, we can write the ℰ-rewrite sequence as follows:
′
𝑡 →ℰ 𝑡′ →+
ℰ 𝑠. By the induction hypothesis, [𝑡 ] ≥ [𝑠] and reasoning as in the base
′
case, we have that [𝑡] ≥ [𝑡 ]. Again, we conclude that [𝑡] ≥ [𝑠]. This contradicts
that [𝑠] > [𝑡].
□
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Example 5.2 Consider the TRS ℛ and matrix interpretation in Example 1.1. Note
the null diagonal entry in the matrix accompanying the variable in the matrix
function associated to 𝑔. Note that the right-hand side embeds the left-hand side
through the use of the projection rule for 𝑔. According to Proposition 5.1, this entry
cannot be given any positive (natural) number.
Unfortunately, as remarked in the introduction, the second part of the work in
[7] does not extend to matrices.

6

Matrix interpretations and polynomial intepretations

Linear polynomial interpretations are (strictly) subsumed by matrix interpretations:
every linear polynomial interpretation can be seen as a matrix interpretation (where
𝑛 = 1). The TRS in Example 1.1 indirectly shows that matrix interpretations can
be successful when polynomial interpretations fail: it is not diﬃcult to see that no
polynomial ordering based on polynomial interpretations over the naturals of any
degree can be used to prove termination of ℛ in Example 1.1. However, we should
not quickly conclude that matrix interpretations are more powerful than polynomial
interpretations. The following example shows that this is not the case.
Example 6.1 The following TRS ℛ:
𝑎𝑑𝑑(0, 𝑋) → 𝑋

𝑚𝑢𝑙(0, 𝑋) → 0

𝑎𝑑𝑑(𝑠(𝑋), 𝑌 ) → 𝑠(𝑎𝑑𝑑(𝑋, 𝑌 ))

𝑚𝑢𝑙(𝑠(𝑋), 𝑌 ) → 𝑎𝑑𝑑(𝑌, 𝑚𝑢𝑙(𝑋, 𝑌 ))

can be proved terminating by using the polynomial ordering induced by the nonlinear interpretation:
[0] = 0

[𝑠](𝑥) = 𝑥 + 2

[𝑎𝑑𝑑](𝑥, 𝑦) = 2𝑥 + 𝑦 + 2

[𝑚𝑢𝑙](𝑥, 𝑦) = 2𝑥𝑦 + 2𝑥 + 2𝑦 + 2

However, it cannot be proved terminating by using a matrix interpretation. Let us
consider the following parametric interpretation for the symbols in ℛ:
[0] = 𝑍0

[𝑠](𝑥) = 𝑆1 𝑥 + 𝑆0

[𝑎𝑑𝑑](𝑥, 𝑦) = 𝐴1 𝑥 + 𝐴2 𝑦 + 𝐴0

[𝑚𝑢𝑙](𝑥, 𝑦) = 𝑀1 𝑥 + 𝑀2 𝑦 + 𝑀0

We have to prove that no reduction ordering based on matrices can satisfy the
generated constraints, i.e.: there is no matrix interpretation giving matrix values to
𝐴1 , 𝐴2 . . . above in such a way that the generated matrix constraint holds. Paying
attention on the fourth rule,we get the following constraint:
[𝑚𝑢𝑙(𝑠(𝑋), 𝑌 )] = 𝑀1 𝑆1 𝑋+𝑀1 𝑆0 +𝑀2 𝑌 +𝑀0 > 𝐴1 𝑌 +𝐴2 𝑀1 𝑋+𝐴2 𝑀2 𝑌 +𝐴2 𝑀0 +𝐴0 = [𝑎𝑑𝑑(𝑌, 𝑚𝑢𝑙(𝑋, 𝑌 ))]

Using Proposition 4.3 we can split the constraint into three constraints
𝑀1 𝑆1 − 𝐴2 𝑀1 ≥ 0

𝑀2 − 𝐴2 𝑀2 − 𝐴1 ≥ 0
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and transform the second one into (𝐼 − 𝐴2 )𝑀2 − 𝐴1 ≥ 0. By Proposition 4.6, it
must be (𝐴1 )11 ≥ 1, (𝐴2 )11 ≥ 1, and (𝑀2 )11 ≥ 1. Thus,

(𝐼 − 𝐴2 )𝑀2 − 𝐴1

⎛
⎛
⎞⎞ ⎛
⎞ ⎛
⎞
⎛
⎞
≥ 1 ≥ 0 ...
≥ 1 ≥ 0 ...
≥ 1 ≥ 0 ...
1
.
.
.
0
⎜
⎜
⎟ ⎜
⎜
.. ⎟
.. ⎟
.. ⎟
⎜⎜ . .
⎜
⎟⎟ ⎜
⎟ ⎜
⎟
.⎟
⎜
⎟ ⎜
⎟ ⎜
⎜
= ⎜
. ⎟
. ⎟
. ⎟
⎜⎝ .. . . .. ⎠ − ⎜ ≥ 0
⎟⎟ . ⎜ ≥ 0
⎟−⎜≥0
⎟=
⎝
⎝ .
⎠⎠ ⎝ .
⎠ ⎝ .
⎠
.. . . . ≥ 0
.. . . . ≥ 0
.. . . . ≥ 0
0 ... 1
⎛
⎛
⎞⎞ ⎛
⎞
⎛
⎞
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⎜
⎟⎟ ⎜
.
.. ⎟
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⎟
⎜
⎟
⎟
⎜
⎟
.. ⎟ ⎜
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⎜
= ⎜
.
≥
0
. ⎟
⎜⎝ ..
⎜
⎟
⎟
⎜
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⎠
.
⎝
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⎞
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. ⎟
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⎝ ..
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.⎠≱0
⎝ .
⎠
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...

Therefore, the constraint generated by the rule 𝑚𝑢𝑙(𝑠(𝑋), 𝑌 ) → 𝑎𝑑𝑑(𝑌, 𝑚𝑢𝑙(𝑋, 𝑌 ))
cannot be satisﬁed.

7

Implementation and benchmarks

In this section, we provide a preliminary comparison of the behavior of the termination tool mu-term when using matrix interpretations with several dimensions.
We have considered the set of examples included in the Termination Problem Data
Base 4 (TPDB), version 4.0, in the category of TRS. We have considered two different benchmarking sets: ‘Context Sensitive’ examples (CSR in the following 5 )
and ‘Standard’ examples. The experiments have been performed on a 2.4GHZ 2GB
Intel Core 2 Duo with a time limit of 60 seconds for each proof (the usual timeout
of the termination competition 6 ).
Table 1 summarizes the results for the 90 CSR problems where ‘TO’ indicates
the number of unﬁnished proofs interrupted by the time-out, ‘YES’ indicates the
number of successful proofs, and ‘MAYBE’ indicates the number of unsuccessful
proofs. We have used the domains N1 ({0, 1}), N2 ({0, 1, 2}), Q1 ({0, 21 , 1}), and
Q2 ({0, 21 , 1, 2}) for giving values to the matrix entries and we vary the dimension of
the matrix interpretation between 1 (linear polynomial interpretations) and 4. By
using matrix interpretations, we solve one more example (‘Ex4 DLMMU04’) which
was not proved before. On the other hand, the results show that, since matrix
interpretations are more complex than (linear) polynomial interpretations, if we
increase the dimension of the matrices the number of time-outs increases and the
number of successful proofs goes down. Interestingly, we obtain the maximum number of proofs already with 2 × 2-matrices with entries in 𝑁 1. Table 2 summarizes
the results for the 1653 ‘standard’ problems, where we consider now the domain
Q4 ({0, 41 , 12 , 1, 2, 4}) instead of Q1. By using matrix interpretations, we solve more
than 60 examples that were not proved before (with polynomial interpretations). We
lose some examples due to timeouts. By using matrix interpretations with rational
entries, an increase of power mimicking the one for polynomial interpretations was
4

www.lri.fr/˜marche/tpdb/
Context-Sensitive Rewriting [8] is a restriction of rewriting whose termination behavior has been investigated by several authors. A number of termination tools implement techniques for proving termination of
CSR, thus becoming a subcategory of the TPDB.
6 http://www.termination-portal.org/wiki/Termination_Competition
5
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Domain
N1

N2

Dimension
1
2
3
4
1
2
3

TO
0
2
5
14
0
2
9

YES
65
70
68
62
69
70
65

MAYBE
25
18
17
14
21
18
16

Domain
Q1

Q2

Dimension
1
2
3
4
1
2
3

TO
1
4
16
21
1
5
19

YES
65
69
62
59
69
68
60

MAYBE
24
17
12
10
20
17
11

Table 1
Experimental results for CSR examples
Domain
N1

N2

Dimension
1
2
3
1
2

TO
35
198
467
34
200

YES
663
690
702
696
771

MAYBE
955
765
484
923
682

Domain
Q2

Dimension
1
2

TO
46
386

YES
754
756

MAYBE
853
511

Q4

1
2

80
635

783
650

790
368

Table 2
Experimental results for Standard examples

expected. Surprisingly, just few examples of that were found (‘Endrullis/pair2hard’,
‘SchneiderKamp/trs/kabasci03’, and ‘Thiemann/quicksort’). This suggests a possible connection between polynomial interpretations with rational coeﬃcients and
matrix interpretations with natural entries. Furthermore, the existence of TRSs
which can be proved terminating with matrix intepretations over the reals but
which cannot be handled with matrix interpretations over the naturals should be
proved or disproved. These are main topics for future work.
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Abstract
The dependency pairs approach, one of the most powerful techniques for proving termination of rewriting, has been recently adapted to be used for proving termination of context-sensitive rewriting (CSR). The
notion of context-sensitive dependency pair (CS-DP) is diﬀerent from the standard one in that collapsing dependency pairs (i.e., rules whose right-hand side is a variable) are considered. Although the implementation
and practical use of CS-DPs leads to a very powerful framework which improves the current state-of-the-art
of methods for proving termination of CSR, handling collapsing pairs is not easy and often leads to impose
heavy requirements over the base orderings which are used to achieve the proofs. A recent proposal removes
collapsing pairs by transforming them into sets of new (standard) pairs. In this way, though, the complexity
of the obtained dependency graph is heavily increased and the role of collapsing pairs for modeling contextsensitive computations gets lost. This leads to a less intuitive and accurate description of the termination
behavior of the system. In this paper, we show how to get the best of the two approaches, thus obtaining a
more powerful dependency pair framework which hopefully fulﬁlls all practical and theoretical expectations.
Keywords: Context-sensitive rewriting, termination, dependency pairs.

1

Introduction

In Context-Sensitive Rewriting (CSR, [17]), a replacement map 𝜇 satisfying 𝜇(𝑓 ) ⊆
{1, ..., ar(𝑓 )} for every function symbol 𝑓 in the signature ℱ is used to discriminate the argument positions on which the rewriting steps are allowed. In this
1
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Fig. 1. Dependency graph for Example 1.1 following [1] (left) and [5] (right)

way, a terminating behavior of (context-sensitive) computations with Term Rewriting Systems (TRSs) can be obtained. CSR has shown useful to model evaluation
strategies in programming languages [8,9,10,11,12,18]. In [3,4], Arts and Giesl’s dependency pairs approach, a powerful technique for proving termination of rewriting,
was adapted to CSR (see [5] for a more recent presentation). In [1], a transformation
that replaces the collapsing dependency pairs (i.e., pairs whose right hand sides are
variables, see [3]) by a new set of pairs that simulate their behavior was introduced.
This new set of pairs is used to simplify the deﬁnition of context-sensitive dependency chain; but, on the other hand, we loose the intuition of what collapsing pairs
mean in a context-sensitive rewriting chain, and some processors which are based
on collapsing dependency pairs cannot be used anymore (see [5]). Furthermore,
understanding the new dependency graph is harder.
Example 1.1 Consider the context-sensitive term rewriting system (CS-TRS) in [1]
gt(0, 𝑦)
gt(s(𝑥), 0)
gt(s(𝑥), s(𝑦))
if(true, 𝑥, 𝑦)
if(false, 𝑥, 𝑦)

→
→
→
→
→

false
true
gt(𝑥, 𝑦)
𝑥
𝑦

p(0)
p(s(𝑥))
minus(𝑥, 𝑦)
div(0, s(𝑦))
div(s(𝑥), s(𝑦))

→
→
→
→
→

0
𝑥
if(gt(𝑦, 0), minus(p(𝑥), p(𝑦)), 𝑥)
0
s(div(minus(𝑥, 𝑦), s(𝑦)))

with 𝜇(if) = {1} and 𝜇(𝑓 ) = {1, . . . , ar(𝑓 )} for all other symbols 𝑓 . Note that if no
replacement restriction is considered, then the following sequence is possible and
the system would be nonterminating:
minus(0, 0) →∗ℛ if(gt(0, 0), minus(0, 0), 0) →∗ℛ if(. . . , if(gt(0, 0), minus(0, 0), 0), . . . ) →∗ℛ ⋅ ⋅ ⋅

If we follow the transformational deﬁnition in [1] we have the following dependency
pairs (a new symbol U is introduced):
GT(s(𝑥), s(𝑦)) → GT(𝑥, 𝑦)
M(𝑥, 𝑦) → GT(𝑦, 0)
D(s(𝑥), s(𝑦)) → M(𝑥, 𝑦)
IF(true, 𝑥, 𝑦) → U(𝑥)
IF(false, 𝑥, 𝑦) → U(𝑦)
U(p(𝑥)) → P(𝑥)

(1)
(2)
(3)
(4)
(5)
(6)

M(𝑥, 𝑦) → IF(gt(𝑦, 0), minus(p(𝑥), p(𝑦)), 𝑥)
D(s(𝑥), s(𝑦)) → D(minus(𝑥, 𝑦), s(𝑦))
U(minus(p(𝑥), p(𝑦))) → M(p(𝑥), p(𝑦))
U(p(𝑥)) → U(𝑥)
U(p(𝑦)) → U(𝑦)
U(minus(𝑥, 𝑦)) → U(𝑥)
U(minus(𝑥, 𝑦)) → U(𝑦)

(7)
(8)
(9)
(10)
(11)
(12)
(13)

and the dependency graph has the unreadable aspect shown in Figure 1 (left). In
contrast, if we consider the original deﬁnition of CS-DPs and CS-DG in [3,4], our
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set of dependency pairs is the following:
GT(s(𝑥), s(𝑦)) → GT(𝑥, 𝑦) (1)
M(𝑥, 𝑦) → GT(𝑦, 0) (2)
D(s(𝑥), s(𝑦)) → M(𝑥, 𝑦) (3)

M(𝑥, 𝑦)
D(s(𝑥), s(𝑦))
IF(true, 𝑥, 𝑦)
IF(false, 𝑥, 𝑦)

→
→
→
→

IF(gt(𝑦, 0), minus(p(𝑥), p(𝑦)), 𝑥)
D(minus(𝑥, 𝑦), s(𝑦))
𝑥
𝑦

(7)
(8)
(14)
(15)

and the dependency graph is much more clear, see Figure 1 (right).
The work in [1] was motivated by the fact that mechanizing proofs of termination
of CSR according to the results in [3] can be diﬃcult due to the presence of collapsing
dependency pairs. The problem is that [3] imposes hard restrictions on the orderings
which are used in proofs of termination of CSR when collapsing dependency pairs
are present. In this paper we address this problem in a diﬀerent way. We keep
collapsing CS-DPs (and their descriptive power and simplicity) while the practical
problems for handling them are overcome in an elegant way.
After some preliminaries in Section 2, in Section 3 we introduce the notion of
hidden term and hidden context and discuss their role in inﬁnite 𝜇-rewrite sequences.
Then, in Section 4 we introduce a new notion of CS-DP chain which is well-suited
for mechanizing proofs of termination of CSR with CS-DPs. Finally, in Section 5
we introduce a dependency pairs framework which is more appropriate for proving
termination of CSR and is as powerful as the approach in [1]. Furthermore, we show
that with the new deﬁnition we can also use all the existing processors from the two
previous approaches. Section 6 concludes.

2

Preliminaries

We assume a basic knowledge about standard deﬁnitions and notations for term
rewriting as given in, e.g., [7]. Positions 𝑝, 𝑞, . . . are represented by chains of positive
natural numbers used to address subterms of 𝑡. Given positions 𝑝, 𝑞, we denote its
concatenation as 𝑝.𝑞. If 𝑝 is a position, and 𝑄 is a set of positions, 𝑝.𝑄 = {𝑝.𝑞 ∣ 𝑞 ∈
𝑄}. We denote the empty chain by Λ. The set of positions of a term 𝑡 is 𝒫𝑜𝑠(𝑡).
The subterm at position 𝑝 of 𝑡 is denoted as 𝑡∣𝑝 and 𝑡[𝑠]𝑝 is the term 𝑡 with the
subterm at position 𝑝 replaced by 𝑠. We write 𝑡 ⊵ 𝑠 if 𝑠 = 𝑡∣𝑝 for some 𝑝 ∈ 𝒫𝑜𝑠(𝑡)
and 𝑡 ⊳ 𝑠 if 𝑡 ⊵ 𝑠 and 𝑡 ∕= 𝑠. The symbol labeling the root of 𝑡 is denoted as root(𝑡).
A substitution is a function 𝜎 : 𝒳 → 𝒯 (ℱ, 𝒳 ) such that 𝜎(𝑥) ∕= 𝑥. A context is
a term 𝐶 ∈ 𝒯 (ℱ ∪ {□}, 𝒳 ) with zero or more ‘holes’ □ (a fresh constant symbol).
A rewrite rule is an ordered pair (ℓ, 𝑟), written ℓ → 𝑟, with ℓ, 𝑟 ∈ 𝒯 (ℱ, 𝒳 ), ℓ ∕∈ 𝒳
and 𝒱𝑎𝑟(𝑟) ⊆ 𝒱𝑎𝑟(ℓ). The left-hand side (lhs) of the rule is ℓ and 𝑟 is the righthand side (rhs). A TRS is a pair ℛ = (ℱ, 𝑅) where 𝑅 is a set of rewrite rules.
Given ℛ = (ℱ, 𝑅), we consider ℱ as the disjoint union ℱ = 𝒞 ⊎ 𝒟 of symbols
𝑐 ∈ 𝒞, called constructors and symbols 𝑓 ∈ 𝒟, called deﬁned functions, where
𝒟 = {root(ℓ) ∣ ℓ → 𝑟 ∈ 𝑅} and 𝒞 = ℱ ∖ 𝒟.
In the following, we introduce some notions and notation about CSR [17]. A
mapping 𝜇 : ℱ → ℘(ℕ) is a replacement map if ∀𝑓 ∈ ℱ, 𝜇(𝑓 ) ⊆ {1, . . . , ar(𝑓 )}. Let
𝑀ℱ be the set of all replacement maps (or 𝑀ℛ for the replacement map of a TRS
(ℱ, 𝑅)). The set of active positions 𝒫𝑜𝑠𝜇 (𝑡) of 𝑡 ∈ 𝒯 (ℱ, 𝒳 ) is: 𝒫𝑜𝑠𝜇 (𝑡) = {Λ}, if
∪
𝑡 ∈ 𝒳 and 𝒫𝑜𝑠𝜇 (𝑡) = {Λ} ∪ 𝑖∈𝜇(𝑟𝑜𝑜𝑡(𝑡)) 𝑖.𝒫𝑜𝑠𝜇 (𝑡∣𝑖 ), if 𝑡 ∕∈ 𝒳 . The set of replacing
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variables of 𝑡 is 𝒱𝑎𝑟𝜇 (𝑡) = {𝑥 ∈ 𝒱𝑎𝑟(𝑡) ∣ ∃𝑝 ∈ 𝒫𝑜𝑠𝜇 (𝑡), 𝑡∣𝑝 = 𝑥}. The replacing
subterm relation ⊵𝜇 is given by 𝑡 ⊵𝜇 𝑠 if there is 𝑝 ∈ 𝒫𝑜𝑠𝜇 (𝑡) such that 𝑠 = 𝑡∣𝑝 . We
write 𝑡 ⊳𝜇 𝑠 if 𝑡 ⊵𝜇 𝑠 and 𝑡 ∕= 𝑠. We write 𝑡 ⊳𝜇 𝑠 to denote that 𝑠 is a nonreplacing

strict subterm of 𝑡: 𝑡 ⊳𝜇 𝑠 if there is a frozen position 𝑝, i.e. 𝑝 ∈ 𝒫𝑜𝑠(𝑡) ∖ 𝑃 𝑜𝑠𝜇 (𝑡),

such that 𝑠 = 𝑡∣𝑝 . In CSR, we (only) contract replacing redexes: 𝑡 𝜇-rewrites to
𝑠, written 𝑡 ,→𝜇 𝑠 (or 𝑡 ,→ℛ,𝜇 𝑠), iﬀ there are ℓ → 𝑟 ∈ 𝑅, 𝑝 ∈ 𝒫𝑜𝑠𝜇 (𝑡) and
a substitution 𝜎 with 𝑡∣𝑝 = 𝜎(ℓ) and 𝑠 = 𝑡[𝜎(𝑟)]𝑝 . We say that a variable 𝑥 is
migrating in ℓ → 𝑟 ∈ 𝑅 if 𝑥 ∈ 𝒱𝑎𝑟𝜇 (𝑟) ∖ 𝒱𝑎𝑟𝜇 (ℓ). A TRS ℛ is 𝜇-terminating if ,→𝜇
is terminating. A term 𝑡 is 𝜇-terminating if there is no inﬁnite 𝜇-rewrite sequence
𝑡 = 𝑡1 ,→𝜇 𝑡2 ,→𝜇 ⋅ ⋅ ⋅ ,→𝜇 𝑡𝑛 ,→𝜇 ⋅ ⋅ ⋅ starting from 𝑡. A pair (ℛ, 𝜇) where ℛ is a
TRS and 𝜇 ∈ 𝑀ℛ is often called a CS-TRS. We say that 𝑓 ∈ ℱ is a hidden symbol
in ℓ → 𝑟 ∈ 𝑅 if there exists a term 𝑡 ∈ 𝒯 (ℱ, 𝒳 ) s.t. 𝑟 ⊳𝜇 𝑡 and 𝑟𝑜𝑜𝑡(𝑡) = 𝑓 . We

denote ℋ(ℛ, 𝜇) (or just ℋ) the set of all hidden symbols in (ℛ, 𝜇) [5].

3

Inﬁnite 𝜇-Rewrite Sequences

For every non-𝜇-terminating term 𝑡 we can extract a minimal inﬁnite 𝜇-rewrite
sequence of the form 𝑡1 ,→ℛ,𝜇 𝑡′2 ⊵𝜇 𝑡2 ,→ℛ,𝜇 𝑡′3 ⊵𝜇 𝑡3 ,→ℛ,𝜇 ⋅ ⋅ ⋅ where every 𝑡𝑖 ,
𝑖 ≥ 2, is a minimal non-𝜇-terminating term (all its active strict subterms are 𝜇terminating); this is denoted by 𝑡𝑖 ∈ ℳ∞,𝜇 and 𝑡1 (which is a subterm of 𝑡, i.e.,
𝑡 ⊵ 𝑡1 ) is a strongly minimal non-𝜇-terminating term (all its strict subterms are
𝜇-terminating); denoted 𝑡 ∈ 𝒯∞,𝜇 [5].
As shown in Theorem 3.2 below, when a minimal inﬁnite 𝜇-rewrite sequence is
considered, the minimal non-𝜇-terminating terms 𝑢 ∈ ℳ∞,𝜇 , which are introduced
by the instantiated migrating variables 𝑥 of a rule ℓ → 𝑟 (which are frozen in 𝑟 but
active in ℓ, i.e., 𝑥 ∈ 𝒱𝑎𝑟𝜇 (𝑟) ∖ 𝒱𝑎𝑟𝜇 (ℓ)) are instances of terms occurring in frozen
positions in the right-hand sides of the rules (hidden terms) within a given (hiding)
context. A term 𝑡 ∈ 𝒯 (ℱ, 𝒳 ) ∖ 𝒳 is a hidden term [1,5] if there is a rule ℓ → 𝑟 ∈ 𝑅
such that 𝑡 is a frozen subterm of 𝑟. In the following, ℋ𝒯 (ℛ, 𝜇) (or just ℋ𝒯 , if ℛ and
𝜇 are clear for the context) is the set of all hidden terms in (ℛ, 𝜇) and 𝒩 ℋ𝒯 (ℛ, 𝜇)
the set of narrowable 4 hidden terms headed by a deﬁned symbol. A function symbol
𝑓 hides position 𝑖 if 𝑓 (𝑟1 , . . . , 𝑟𝑖 , . . . , 𝑟𝑛 ) ∈ ℋ𝒯 (ℛ, 𝜇), 𝑖 ∈ 𝜇(𝑓 ), and 𝑟𝑖 contains a
deﬁned symbol or a variable at an active position (i.e., 𝒫𝑜𝑠𝜇𝒟 (𝑟𝑖 )∪𝒫𝑜𝑠𝜇𝒳 (𝑟𝑖 ) ∕= ∅). A
context 𝐶[□] is hiding [1] if 𝐶[□] = □ or 𝐶[□] = 𝑓 (𝑡1 , . . . , 𝑡𝑖−1 , 𝐶 ′ [□], 𝑡𝑖+1 , . . . , 𝑡𝑛 ),
where 𝑓 hides position 𝑖 and 𝐶 ′ [□] is a hiding context.
Example 3.1 The hidden terms in Example 1.1 are minus(p(𝑥), p(𝑦)), p(𝑥) and
p(𝑦). Symbol minus hides positions 1 and 2, and p hides position 1.
These notions are used and combined to model inﬁnite context-sensitive rewrite
sequences starting from strongly minimal non-𝜇-terminating terms as follows.
Theorem 3.2 (Minimal sequence [14]) Let ℛ = (ℱ, 𝑅) be a TRS and 𝜇 ∈ 𝑀ℱ .
4

A term 𝑠 narrows to the term 𝑡 if there is a nonvariable position 𝑝 ∈ 𝒫𝑜𝑠ℱ (𝑠) and a rule ℓ → 𝑟 such that
𝑠∣𝑝 and ℓ unify with mgu 𝜎, and 𝑡 = 𝜎(𝑠[𝑟]𝑝 ).
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For all 𝑡 ∈ 𝒯∞,𝜇 , there is an inﬁnite sequence
>Λ

Λ

>Λ

Λ

>Λ

𝑡 = 𝑡0 ,−→∗ℛ,𝜇 𝜎1 (ℓ1 ) ,→ℛ,𝜇 𝜎1 (𝑟1 )⊵𝜇 𝑡1 ,−→∗ℛ,𝜇 𝜎2 (ℓ2 ) ,→ℛ,𝜇 𝜎2 (𝑟2 )⊵𝜇 𝑡2 ,−→∗ℛ,𝜇 ⋅ ⋅ ⋅
where, for all 𝑖 ≥ 1, ℓ𝑖 → 𝑟𝑖 ∈ 𝑅 are rewrite rules, 𝜎𝑖 are substitutions, and terms
𝑡𝑖 ∈ ℳ∞,𝜇 are minimal non-𝜇-terminating terms such that either
(i) 𝑡𝑖 = 𝜎𝑖 (𝑠𝑖 ) for some 𝑠𝑖 ∕∈ 𝒳 such that 𝑟𝑖 ⊵𝜇 𝑠𝑖 and root(𝑠𝑖 ) ∈ 𝒟, or
(ii) 𝜎𝑖 (𝑥𝑖 ) = 𝐶𝑖 [𝑡𝑖 ] for some 𝑥𝑖 ∈ 𝒱𝑎𝑟𝜇 (𝑟𝑖 ) ∖ 𝒱𝑎𝑟𝜇 (ℓ𝑖 ) and 𝐶𝑖 [𝑡𝑖 ] = 𝜃𝑖 (𝐶𝑖′ [𝑡′𝑖 ]) for
some 𝑡′𝑖 ∈ 𝒩 ℋ𝒯 (ℛ, 𝜇), hiding context 𝐶𝑖′ [□], and substitution 𝜃𝑖 .

4

Context-Sensitive Dependency Pairs

The following deﬁnitions naturally follow from the facts which have been established
in Theorem 3.2. We use the following functions [3,5]: Ren𝜇 (𝑡), which independently
renames all occurrences of 𝜇-replacing variables by using new fresh variables which
are not in 𝒱𝑎𝑟(𝑡), and Narr𝜇ℛ (𝑡), which indicates that 𝑡 is 𝜇-narrowable (w.r.t. the
intended TRS ℛ).
Deﬁnition 4.1 [Context-sensitive dependency pairs [5]] Let ℛ = (ℱ, 𝑅) = (𝒞 ⊎
𝒟, 𝑅) be a TRS and 𝜇 ∈ 𝑀ℱ . We deﬁne DP(ℛ, 𝜇) = DPℱ (ℛ, 𝜇) ∪ DP𝒳 (ℛ, 𝜇) to be
set of context-sensitive dependency pairs (CS-DPs) where:
DPℱ (ℛ, 𝜇) = {ℓ♯ → 𝑠♯ ∣ ℓ → 𝑟 ∈ 𝑅, 𝑟 ⊵𝜇 𝑠, root(𝑠) ∈ 𝒟, ℓ ⋫𝜇 𝑠, Narr𝜇ℛ (Ren𝜇 (𝑠))}
DP𝒳 (ℛ, 𝜇) = {ℓ♯ → 𝑥 ∣ ℓ → 𝑟 ∈ 𝑅, 𝑥 ∈ 𝒱𝑎𝑟𝜇 (𝑟) ∖ 𝒱𝑎𝑟𝜇 (ℓ)}
We extend 𝜇 ∈ 𝑀ℱ into 𝜇♯ ∈ 𝑀ℱ ∪𝒟♯ by 𝜇♯ (𝑓 ) = 𝜇(𝑓 ) if 𝑓 ∈ ℱ and 𝜇♯ (𝑓 ♯ ) = 𝜇(𝑓 )
if 𝑓 ∈ 𝒟.
Now, we have to provide a suitable notion of chain of CS-DPs. In contrast to
[1], we store the information about hidden terms and hiding contexts as a new TRS
instead of introducing them as new (transformed) pairs.
Deﬁnition 4.2 [Unhiding TRS] Let ℛ = (ℱ, 𝑅) be a TRS and 𝜇 ∈ 𝑀ℱ . We deﬁne
unh(ℛ, 𝜇) as the TRS formed by the rules:
∙ 𝑓 (𝑥1 , . . . , 𝑥𝑖 , . . . , 𝑥𝑛 ) → 𝑥𝑖 for every function symbol 𝑓 of arity 𝑛 and every 1 ≤
𝑖 ≤ 𝑛 where 𝑓 hides position 𝑖, and
∙ 𝑡 → 𝑡♯ for every 𝑡 ∈ 𝒩 ℋ𝒯 (ℛ, 𝜇).
Example 4.3 The unhiding TRS unh(ℛ, 𝜇) for ℛ and 𝜇 in Example 1.1 is:
minus(p(𝑥), p(𝑦)) → M(p(𝑥), p(𝑦)) (16)
p(𝑥) → P(𝑥)
(17)

p(𝑥) → 𝑥 (18)
minus(𝑥, 𝑦) → 𝑥 (19)

minus(𝑥, 𝑦) → 𝑦 (20)

Deﬁnitions 4.1 and 4.2 lead to a suitable notion of chain which captures minimal
inﬁnite 𝜇-rewrite sequences according to the description in Theorem 3.2.
Deﬁnition 4.4 [𝒮-chain of pairs - minimal 𝒮-chain] Let ℛ = (ℱ, 𝑅) and 𝒫 =
(𝒢, 𝑃 ) be TRSs and 𝜇 ∈ 𝑀ℱ ∪𝒢 . Let (𝒮, 𝜇) = (𝒮⊳𝜇 ∪𝒮♯ , 𝜇), where 𝒮⊳𝜇 are rules of the
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form 𝑓 (𝑥1 , . . . , 𝑥𝑖 , . . . , 𝑥𝑛 ) → 𝑥𝑖 ∈ 𝒮 for some 𝑓 ∈ ℱ and 𝑖 ∈ 𝜇(𝑓 ); and 𝒮♯ = 𝒮 ∖ 𝒮⊳𝜇 .
A (𝒫, ℛ, 𝒮, 𝜇)-chain is a ﬁnite or inﬁnite sequence of pairs 𝑢𝑖 → 𝑣𝑖 ∈ 𝒫, together
with a substitution 𝜎 satisfying that, for all 𝑖 ≥ 1,
(i) if 𝑣𝑖 ∕∈ 𝒱𝑎𝑟(𝑢𝑖 ) ∖ 𝒱𝑎𝑟𝜇 (𝑢𝑖 ), then 𝜎(𝑣𝑖 ) = 𝑠𝑖 ,→∗ℛ,𝜇 𝜎(𝑢𝑖+1 ), and
Λ

Λ∗
∗
(ii) if 𝑣𝑖 ∈ 𝒱𝑎𝑟(𝑢𝑖 ) ∖ 𝒱𝑎𝑟𝜇 (𝑢𝑖 ), then 𝜎(𝑣𝑖 ) ,−→
𝒮⊳𝜇 ,𝜇 ∘ ,→𝒮♯ ,𝜇 𝑠𝑖 ,→ℛ,𝜇 𝜎(𝑢𝑖+1 ).

A (𝒫, ℛ, 𝒮, 𝜇)-chain is called minimal if for all 𝑖 ≥ 1 𝑠𝑖 is (ℛ, 𝜇)-terminating.
Notice that if 𝒮⊳𝜇 = {𝑓 (𝑥1 , . . . , 𝑥𝑛 ) → 𝑥𝑖 ∣ 𝑓 ∈ 𝒟, 𝑖 ∈ 𝜇(𝑓 )}, then we have the
notion of chain in [5] and if 𝒮♯ = {𝑓 (𝑥1 , . . . , 𝑥𝑛 ) → 𝑓 ♯ (𝑥1 , . . . , 𝑥𝑛 ) ∣ 𝑓 ∈ 𝒟}, then we
have the original notion of chain from [3].
Theorem 4.5 (Soundness and completeness of CS-DPs) Let ℛ be a TRS and
𝜇 ∈ 𝑀ℛ . A CS-TRS (ℛ, 𝜇) is terminating if and only if there is no inﬁnite
(DP(ℛ, 𝜇), ℛ, unh(ℛ, 𝜇), 𝜇)-chain.

5

Context-Sensitive Dependency Pairs Framework

In the DP framework [13] the focus is on the so-called termination problems involving two TRSs 𝒫 and ℛ instead of just the ‘target’ TRS ℛ. In our setting we start
with the following deﬁnition (see also [1,5]).
Deﬁnition 5.1 [CS-termination problem and processor] A CS-termination problem
𝜏 is a tuple 𝜏 = (𝒫, ℛ, 𝒮, 𝜇), where ℛ = (ℱ, 𝑅), 𝒫 = (𝒢, 𝑃 ) and 𝒮 = (ℱ ∪ 𝒢, 𝑆) are
TRSs, and 𝜇 ∈ 𝑀ℱ ∪𝒢 . A CS-termination problem (𝒫, ℛ, 𝒮, 𝜇) is ﬁnite if there is no
inﬁnite (𝒫, ℛ, 𝒮, 𝜇)-chain. A CS-processor Proc is a mapping from CS-termination
problems into sets of CS-termination problems. A CS-processor Proc is sound if for
all CS-termination problems 𝜏 , 𝜏 is ﬁnite whenever 𝜏 ′ is ﬁnite for all 𝜏 ′ ∈ Proc(𝜏 ).
A CS-processor Proc is complete if for all CS-termination problems 𝜏 , whenever 𝜏
is ﬁnite, 𝜏 ′ is ﬁnite for all 𝜏 ′ ∈ Proc(𝜏 ).
In order to prove the 𝜇-termination of a TRS ℛ, we start with the CS-termination
problem (DP(ℛ, 𝜇), ℛ, unh(ℛ, 𝜇), 𝜇) and we repeatedly apply correct CS-processors
until no further CS-processor applies. Then, the 𝜇-termination of ℛ is proved.
The pairs in a CS-TRS (𝒫, 𝜇), where 𝒫 = (𝒢, 𝑃 ), are partitioned as follows:
𝑃𝒳 = {𝑢 → 𝑣 ∈ 𝑃 ∣ 𝑣 ∈ 𝒱𝑎𝑟(𝑢) ∖ 𝒱𝑎𝑟𝜇 (𝑢)} and 𝑃𝒢 = 𝑃 ∖ 𝑃𝒳 . Deﬁnition 5.1
enables the use of all existing CS-processors (see [1,5]). For instance, the following
processor integrates the transformation of [1] into our framework.
Theorem 5.2 (Collapsing pairs transformation) Let 𝜏 = (𝒫, ℛ, 𝒮, 𝜇) be a CStermination problem and 𝑃U be given by the following rules:
∙ 𝑢 → U(𝑥) for every 𝑢 → 𝑥 ∈ 𝒫𝒳 ,
∙ U(𝑓 (𝑥1 , . . . , 𝑥𝑖 , . . . , 𝑥𝑛 )) → U(𝑥𝑖 ) for every 𝑓 (𝑥1 , . . . , 𝑥𝑖 , . . . , 𝑥𝑛 ) → 𝑥𝑖 ∈ 𝒮⊳𝜇 , and
∙ U(𝑠) → 𝑡 for every 𝑠 → 𝑡 ∈ 𝒮♯ .
where U is a new fresh symbol. Let 𝒫 ′ = (𝒢 ∪ {U}, 𝑃 ′ ) where 𝑃 ′ = (𝑃 ∖ 𝑃𝒳 ) ∪ 𝑃U ,
and 𝜇′ extends 𝜇 by 𝜇′ (U) = ∅. The processor ProceColl given by ProceColl (𝜏 ) =
{(𝒫 ′ , ℛ, ∅, 𝜇′ )} is sound and complete.
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Now, we can apply all CS-processors from [1] and [5] which did not consider any
𝒮 component in termination problems. In the following sections, we describe some
important CS-processors within our framework.
5.1

Context-Sensitive Dependency Graph

In the DP-approach [6,13], a dependency graph is associated to the TRS ℛ. The
nodes of the graph are the dependency pairs in DP(ℛ) and there is an arc from a
dependency pair 𝑢 → 𝑣 to a dependency pair 𝑢′ → 𝑣 ′ if there are substitutions 𝜃
and 𝜃′ such that 𝜃(𝑣) →∗ℛ 𝜃′ (𝑢′ ). In our setting, we have the following.
Deﬁnition 5.3 [CS-graph of pairs] Let ℛ = (ℱ, 𝑅), 𝒫 = (𝒢, 𝑃 ) and 𝒮 = (ℱ ∪ 𝒢, 𝑆)
be TRSs and 𝜇 ∈ 𝑀ℱ ∪𝒢 . The CS-graph associated to ℛ, 𝒫 and 𝒮 (denoted
G(𝒫, ℛ, 𝒮, 𝜇)) has 𝒫 as the set of nodes and arcs which connect them as follows:
(i) there is an arc from 𝑢 → 𝑣 ∈ 𝒫𝒢 to 𝑢′ → 𝑣 ′ ∈ 𝒫 if there are substitutions 𝜃
and 𝜃′ such that 𝜃(𝑣) ,→∗ℛ,𝜇 𝜃′ (𝑢′ ), and
(ii) there is an arc from 𝑢 → 𝑣 ∈ 𝒫𝒳 to 𝑢′ → 𝑣 ′ ∈ 𝒫 if there are substitutions 𝜃
Λ

Λ∗
∗
′ ′
and 𝜃′ , and a term 𝑠 such that 𝜃(𝑣) ,−→
𝒮⊳𝜇 ,𝜇 ∘ ,→𝒮♯ ,𝜇 𝑠 ,→ℛ,𝜇 𝜃 (𝑢 ).

Example 5.4 In Figure 1 (right) we show G(ℛ, DP(ℛ, 𝜇), unh(ℛ, 𝜇), 𝜇) for ℛ in
Example 1.1.
In termination proofs, we are concerned with the so-called strongly connected
components (SCCs) of the dependency graph, rather than with the cycles themselves
(which are exponentially many) [16]. The following result formalizes the use of SCCs
for dealing with CS-termination problems.
Theorem 5.5 (SCC processor) Let 𝜏 = (𝒫, ℛ, 𝒮, 𝜇) be a CS-termination problem. The CS-processor ProcSCC given by
ProcSCC (𝜏 ) = {(𝒬, ℛ, 𝒮𝒬 , 𝜇) ∣ 𝒬 contains the pairs of an SCC in G(𝒫, ℛ, 𝒮, 𝜇)}
where 𝒮𝒬 = 𝒮⊳𝜇 ∪ {𝑠 → 𝑡 ∣ 𝑠 → 𝑡 ∈ 𝒮♯ , Narr𝜇𝒬 (Ren𝜇 (𝑡))} is sound and complete.
Example 5.6 The graph in Figure 1 (right) has three SCCs 𝒫1 = {(1)}, 𝒫2 =
{(8)}, and 𝒫3 = {(7), (14), (15)}. If we apply the CS-processor ProcSCC to the initial
CS-termination problem (DP(ℛ, 𝜇), ℛ, unh(ℛ, 𝜇), 𝜇) for (ℛ, 𝜇) in Example 1.1 we
obtain problems (𝒫1 , ℛ, unh(ℛ, 𝜇), 𝜇), (𝒫2 , ℛ, unh(ℛ, 𝜇), 𝜇), (𝒫3 , ℛ, unh(ℛ, 𝜇), 𝜇).
The CS-graph is not computable. Thus, we have to use an over-approximation to
it. In the following deﬁnition, besides Ren𝜇 we use a new function Cap𝜇Δ (𝑡), which
renames all subterms headed by a ‘deﬁned’ symbol in Δ by new fresh variables.
Deﬁnition 5.7 [Estimated CS-graph of pairs] Let ℛ = (ℱ, 𝑅), 𝒫 = (𝒢, 𝑃 ) and
𝒮 = (ℱ ∪ 𝒢, 𝑆) be TRSs and 𝜇 ∈ 𝑀ℱ ∪𝒢 . The estimated CS-graph associated to ℛ,
𝒫 and 𝒮 (denoted EG(𝒫, ℛ, 𝒮, 𝜇)) has 𝒫 as the set of nodes and arcs which connect
them as follows:
(i) there is an arc from 𝑢 → 𝑣 ∈ 𝒫𝒢 to 𝑢′ → 𝑣 ′ ∈ 𝒫 if Ren𝜇 (Cap𝜇𝒟 (𝑣)) and 𝑢′
unify, and
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(ii) there is an arc from 𝑢 → 𝑣 ∈ 𝒫𝒳 to 𝑢′ → 𝑣 ′ ∈ 𝒫 if there is ℓ → 𝑟 ∈ 𝒮♯ such
that Ren𝜇 (Cap𝜇𝒟 (𝑟)) and 𝑢′ unify.
Example 5.8 In Example 1.1, the estimated context-sensitive dependency graph
and the context-sensitive dependency graph are the same.
5.2

Reduction Pair Processor

A 𝜇-reduction pair (≳, ⊐) consists of a stable and 𝜇-monotonic quasi-ordering ≳,
and a well-founded stable relation ⊐ on terms in 𝒯 (ℱ, 𝒳 ) which are compatible,
i.e., ≳ ∘ ⊐ ⊆ ⊐ or ⊐ ∘ ≳ ⊆ ⊐ [3].
In [3], when a collapsing dependency pair 𝑢 → 𝑥 occurs in a chain we have to look
inside the instantiated right-hand side 𝜎(𝑥) for a 𝜇-replacing subterm that, after
marking it, does rewrite to the (instantiated) left-hand side of another dependency
pair. For this reason, the quasi-ordering ≳ of our reduction pair (≳, ⊐) is required to
have the 𝜇-subterm property, i.e. ⊳𝜇 ⊆ ≳. This is similar for markings: we have to
ensure that 𝑓 (𝑥1 , . . . , 𝑥𝑛 ) ≳ 𝑓 ♯ (𝑥1 , . . . , 𝑥𝑛 ) for all deﬁned symbols 𝑓 in the signature.
In [5], thanks to the notion of hidden term, we can relax the last condition to be held
on hidden terms only, that is we require 𝑡 ≳ 𝑡♯ for all (narrowable) hidden terms 𝑡.
However, we kept the quasi-ordering ≳ compatible with ⊳𝜇 . In [1], thanks to the
notion of hiding context, we only require that ≳ is compatible with the projections
𝑓 (𝑥1 , . . . , 𝑥𝑘 ) → 𝑥𝑖 for those symbols 𝑓 and positions 𝑖 such that 𝑓 hides position
𝑖. However, this information is implicitly encoded as (new) pairs in the set 𝒫. The
strict component ⊐ of the reduction pair (≳, ⊐) is used with these new pairs now.
In this paper, since the rules in 𝒮 are not considered as ordinary pairs (in the
sense of [1,5]) we can relax the conditions imposed to the orderings dealing with
these rules. Since rules in 𝒮 are applied to the root of the term, we only have
to impose stability to the ordering which is compatible with these rules (no wellfoundedness or 𝜇-monotonicity required).
Therefore, we can use now 𝜇-reduction triples (≳, ⊐, ર) where (≳, ⊐) is a 𝜇reduction pair and ર is a stable quasi-ordering which is compatible with ≳, i.e.,
ર ∘ ≳ ⊆ ≳ or ≳ ∘ ર ⊆ ≳.
Theorem 5.9 (𝜇-reduction triple processor) Let 𝜏 = (𝒫, ℛ, 𝒮, 𝜇) be a CStermination problem. Let (≳, ⊐, ર) be a 𝜇-reduction triple such that
(i) 𝒫 ⊆ ≳ ∪ ⊐, ℛ ⊆ ≳, and
(ii) whenever 𝒫𝒳 ∕= ∅ we have that 𝒮 ⊆ ≳ ∪ ⊐ ∪ ર.
Let 𝒫⊐ = {𝑢 → 𝑣 ∈ 𝒫 ∣ 𝑢 ⊐ 𝑣}. Then, the processor ProcRT given by
⎧
⎨ {(𝒫 ∖ 𝒫⊐ , ℛ, 𝒮, 𝜇)} if (i) and (ii) hold
ProcRT (𝜏 ) =
⎩ {(𝒫, ℛ, 𝒮, 𝜇)}
otherwise
is sound and complete.
Since rules from 𝒮 are only applied when collapsing pairs appear, we only need to
make them compatible with some ordering if condition (ii) holds. Another advantage
is that we can use 𝜇-reduction pairs to remove rules from 𝒮.
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Theorem 5.10 (𝜇-reduction pair processor) Let 𝑑 = (𝒫, ℛ, 𝒮, 𝜇) be a CStermination problem. Let (≳, ⊐) be a 𝜇-reduction pair such that
(i) 𝒫 ⊆ ≳ ∪ ⊐, ℛ ⊆ ≳, and
(ii) whenever 𝒫𝒳 ∕= ∅ we have that 𝒮 ⊆ ≳ ∪ ⊐.
Let 𝒫⊐ = {𝑢 → 𝑣 ∈ 𝒫 ∣ 𝑢 ⊐ 𝑣} and 𝒮⊐ = {𝑢 → 𝑣 ∈ 𝒮 ∣ 𝑢 ⊐ 𝑣}. Then, the processor
ProcRP given by
⎧
⎨ {(𝒫 ∖ 𝒫⊐ , ℛ, 𝒮 ∖ 𝒮⊐ , 𝜇)} if (i) and (ii) hold
ProcRP (𝑑) =
⎩ {(𝒫, ℛ, 𝒮, 𝜇)}
otherwise
is sound and complete.
Furthermore, we can increase the power of this deﬁnition by considering the
usable rules corresponding to 𝒫 instead of ℛ as a whole (see [1,15]).
5.3

Collapsing Dependency Pairs Processors

With the new deﬁnition, we can apply speciﬁc processors for collapsing pairs that
are very useful, but that do not apply if we do not have them in our chains (as in
[1]). For instance, we can use the following result, which is often used in proofs of
termination of CSR with mu-term [19,2]. The subTRS of 𝒫𝒳 containing the rules
whose migrating variables occur on non-𝜇-replacing immediate subterms in the lefthand side is 𝒫𝒳1 = {𝑓 (𝑢1 , . . . , 𝑢𝑘 ) → 𝑥 ∈ 𝒫𝒳 ∣ ∃𝑖, 1 ≤ 𝑖 ≤ 𝑘, 𝑖 ∕∈ 𝜇(𝑓 ), 𝑥 ∈ 𝒱𝑎𝑟(𝑢𝑖 )}.
Theorem 5.11 [5] Let 𝜏 = (𝒫, ℛ, 𝒮, 𝜇) be a CS-termination problem. If 𝒫 = 𝒫𝒳1
then 𝜏 is ﬁnite.
And we can also deﬁne new processors. The following processor can be applied
after processor from Theorem 5.10 if we have removed all the rules in 𝒮♯ .
Theorem 5.12 (Marking rules processor) Let 𝜏 = (𝒫, ℛ, 𝒮, 𝜇) be a CS-termination problem. Then, the processor Proc♯ given by
⎧
⎨ {(𝒫 ∖ 𝒫𝒳 , ℛ, ∅, 𝜇)} if 𝒮♯ = ∅ hold
Proc♯ (𝜏 ) =
⎩ {(𝒫, ℛ, 𝒮, 𝜇)}
otherwise
is sound and complete.

6

Conclusions

When proofs of termination of CSR are mechanized following the context-sensitive
dependency pairs approach [3], handling collapsing pairs is diﬃcult. In [1] this
problem is solved by a transformation which disregards collapsing pairs (so we loose
their descriptive power), adds a new fresh symbol U which has nothing to do with
the original CS-TRS, and makes the dependency graph harder to understand.
We have shown a diﬀerent way to mechanize the context-sensitive dependency
pairs approach. The idea is adding a new TRS, the unhiding TRS, which avoids the
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extra requirements in [3]. Thanks to the ﬂexibility of our framework, we can use all
existing processors in the literature, improve the existing ones by taking advance of
having collapsing pairs, and deﬁne new processors.
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Introduction

Analysing the termination of logic programs is a challenging problem that has attracted a lot of interest (see, e.g., [3,5,13,14] and references therein). However,
strong termination analysis (i.e., termination for any selection rule) has received
little attention, a notable exception being the work by Bezem [2], who introduced
the notion of strong termination by deﬁning a sound and complete characterisation
(the so called recurrent programs).
In this work, we consider strong (quasi-)termination so that our results can be
applied to any application domain where the selection rule is not known in advance
or should be dynamically deﬁned, e.g., partial evaluation, resolution with dynamic
selection rules, parallel execution, etc.
Consider, for instance, the case of partial evaluation [7], a well-known technique
for program specialisation. Within the so-called oﬄine approach to partial evaluation, there is a ﬁrst stage called binding-time analysis (BTA) that should analyse the
termination of the program and also propagate known data following the program’s
control ﬂow. In this context, one of the main limitations of previous approaches
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to the oﬄine partial evaluation of logic programs like, e.g., [4], is that the associated BTA is usually rather expensive and does not scale up well to medium-sized
programs. Intuitively speaking, this is mainly due to the fact that the termination
analysis and the algorithm for propagating known information are interleaved, so
that every time a call is annotated as “not unfoldable”, the termination analysis has
to be re-executed to take into account that some bindings will not be propagated
anymore.
In recent work [10,15], we have shown that this drawback can be overcome by
using instead a strong termination analysis based on the size-change principle [8].
In this case, both tasks—termination analysis and propagation of known information—are kept independent, so that the termination analysis is done once and for
all before the propagation phase, resulting in major eﬃciency improvements over
the previous approach of [4].
The new BTA scheme of [10], however, still had some shortcomings concerning both eﬃciency and accuracy. In particular, the size-change analysis involves
computing the transitive closure of the so-called size-change graphs of the program.
This is often an expensive process with a worst case exponential growth factor [8].
In order to overcome this drawback, in this work we introduce an eﬃcient algorithm for the size-change analysis based on the insight that many size-change graphs
are irrelevant for inferring strong termination and quasi-termination conditions. In
particular, we introduce an ordering for size-change graphs, so that only the weakest
graphs need to be kept without compromising correctness nor accuracy. This is,
to the best of our knowledge, the fastest implementation of a strong termination
analysis for logic programs.
Finally, we develop a further improvement of our new algorithm in the context
of partial evaluation. Indeed, the fact that the size-change analysis considers strong
termination may involve a signiﬁcant loss of accuracy. For instance, given the clauses
𝑝(𝑋) ← 𝑞(𝑋, 𝑌 ), 𝑝(𝑌 ).
𝑞(𝑠(𝑋), 𝑋).
the size-change analysis infers no relation between the sizes of 𝑝(𝑋) and 𝑝(𝑌 ) in
the ﬁrst clause (while, in contrast, one can easily determine that the argument of 𝑝
decreases from one call to the next one by assuming Prolog’s leftmost selection rule).
Clearly, this makes the size change analysis independent of the selection rule and,
particularly, of whether 𝑞(𝑋, 𝑌 ) is unfolded before selecting 𝑝(𝑌 ) or not. However,
in many cases, some partial knowledge is available (e.g., one can safely assume that
all facts can be unfolded no matter the available information) and could be used
to improve the accuracy of the analysis. For this, we develop an extension of the
size-change analysis that allows us to right-propagate some size information.
More details and an experimental evaluation of the improvements can be found
in [9].

2

Fundamentals of Size-Change Analysis

The size-change principle [8] was originally aimed at proving the termination of
functional programs. This analysis was adapted to the logic programming setting
276

Leuschel, Tamarit, Vidal

in [15], where both termination and quasi-termination 5 were analysed. The main
diﬀerence w.r.t. previous termination analyses for logic programs is that [15] considers strong termination, i.e., termination for all computation rules.
For conciseness, in the remainder of this paper, we write “(quasi-)termination”
to refer to “strong (quasi-)termination.”
Size-change analysis is based on constructing graphs that represent the decrease
of the arguments of a predicate from one call to another. For this purpose, some
ordering on terms is required. In [15], reduction pairs (≿, ≻) consisting of a quasiorder and a compatible well-founded order (i.e., ≿ ∘ ≻ ⊆ ≻ and ≻ ∘ ≿ ⊆ ≻), both
closed under substitutions, were used. The orders (≿, ≻) are induced from so called
norms. Here, we only consider the well-known term-size norm ∣∣⋅∣∣𝑡𝑠 [6] which counts
the number of (non-constant) function symbols. The associated induced orders
(≿𝑡𝑠 , ≻𝑡𝑠 ) are deﬁned as follows: 𝑡1 ≻𝑡𝑠 𝑡2 (resp. 𝑡1 ≿𝑡𝑠 𝑡2 ) if ∣∣𝑡1 𝜎∣∣𝑡𝑠 > ∣∣𝑡2 𝜎∣∣𝑡𝑠
(resp. ∣∣𝑡1 𝜎∣∣𝑡𝑠 ⩾ ∣∣𝑡2 𝜎∣∣𝑡𝑠 ) for all substitutions 𝜎 that make 𝑡1 𝜎 and 𝑡2 𝜎 ground. For
instance, we have 𝑓 (𝑠(𝑋), 𝑌 ) ≻𝑡𝑠 𝑓 (𝑋, 𝑎) since ∣∣𝑓 (𝑠(𝑋), 𝑌 )𝜎∣∣𝑡𝑠 > ∣∣𝑓 (𝑋, 𝑎)𝜎∣∣𝑡𝑠 for
all 𝜎 that makes 𝑋 and 𝑌 ground.
Deﬁnition 2.1 Let 𝑃 be a program and (≿, ≻) a reduction pair. We deﬁne a sizechange graph for every clause 𝑝(𝑠1 , . . . , 𝑠𝑛 ) → 𝑄 of 𝑃 and every atom 𝑞(𝑡1 , . . . , 𝑡𝑚 )
in 𝑄 (if any).
The graph has 𝑛 output nodes marked with {1𝑝 , . . . , 𝑛𝑝 } and 𝑚 input nodes
marked with {1𝑞 , . . . , 𝑚𝑞 }. If 𝑠𝑖 ≻ 𝑡𝑗 holds, then we have a directed edge from
output node 𝑖𝑝 to input node 𝑗𝑞 marked with ≻. Otherwise, if 𝑠𝑖 ≿ 𝑡𝑗 holds, then
we have an edge from output node 𝑖𝑝 to input node 𝑗𝑞 marked with ≿.
A size-change graph is thus a bipartite labelled graph 𝒢 = (𝑉, 𝑊, 𝐸) where
𝑉 = {1𝑝 , . . . , 𝑛𝑝 } and 𝑊 = {1𝑞 , . . . , 𝑚𝑞 } are the labels of the output and input
nodes, respectively, and 𝐸 ⊆ 𝑉 × 𝑊 × {≿, ≻} are the edges.
Example 2.2 Consider the following program MLIST :
(𝑐1 )
(𝑐2 )
(𝑐3 )
(𝑐4 )
(𝑐6 )
(𝑐8 )
(𝑐10 )

mlist(𝐿, 𝐼, [ ]) ← empty(𝐿).
mlist(𝐿, 𝐼, 𝐿𝐼) ← nonempty(𝐿), hd (𝐿, 𝑋), tl (𝐿, 𝑅), ml (𝑋, 𝑅, 𝐼, 𝐿𝐼).
ml (𝑋, 𝑅, 𝐼, [𝑋𝐼∣𝑅𝐼]) ← mult(𝑋, 𝐼, 𝑋𝐼), mlist(𝑅, 𝐼, 𝑅𝐼).
mult(0, 𝑌, 0). (𝑐5 ) mult(𝑠(𝑋), 𝑌, 𝑍) ← mult(𝑋, 𝑌, 𝑍1), 𝑎𝑑𝑑(𝑍1, 𝑌, 𝑍).
add (𝑋, 0, 𝑋). (𝑐7 ) add (𝑋, 𝑠(𝑌 ), 𝑠(𝑍)) ← add (𝑋, 𝑌, 𝑍).
hd ([X ∣ ], X ). (𝑐9 ) empty([ ]).
tl ([ ∣R], R).
(𝑐11 ) nonempty([ ∣ ]).

which is used to multiply all the elements of a list by a given number. The program
is somewhat contrived in order to better illustrate our technique.
Here, the size-change graphs associated to, e.g., clause 𝑐3 are as follows: 6

5

A computation quasi-terminates if it reaches ﬁnitely many diﬀerent states. This is an essential property
in many contexts since it allows one to construct a ﬁnite representation of the search space, thus allowing
for ﬁnite analysis and transformation.
6 In the examples, we simply write 𝑝 for predicate 𝑝/𝑛 when no confusion can arise.
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1ml
2ml
3ml
4ml

≿𝑡𝑠

/ 1mult

1ml

hh3 2mult
hhhhh 3
≻𝑡𝑠 hh3 mult
hhhhh

2ml

≿𝑡𝑠

3ml
4ml

≿𝑡𝑠 hh3 1mlist
hhhhh 2
≿𝑡𝑠 hh3 mlist
hhhhh 3
≻𝑡𝑠 hh3 mlist
hhhhh

using a reduction pair (≿𝑡𝑠 , ≻𝑡𝑠 ) induced from the term-size norm.
In order to identify the program loops, we should compute basically a transitive
closure of the size-change graphs by composing them in all possible ways.
Deﬁnition 2.3 A multigraph of 𝑃 is deﬁned to be either a size-change graph of 𝑃
or the concatenation (see below) of two multigraphs of 𝑃 . Given two multigraphs:
𝒢 = ({1𝑝 , . . . , 𝑛𝑝 }, {1𝑞 , . . . , 𝑚𝑞 }, 𝐸1 ) and ℋ = ({1𝑞 , . . . , 𝑚𝑞 }, {1𝑟 , . . . , 𝑙𝑟 }, 𝐸2 ) w.r.t.
the same reduction pair (≿, ≻), then the concatenation
𝒢 ∙ ℋ = ({1𝑝 , . . . , 𝑛𝑝 }, {1𝑟 , . . . , 𝑙𝑟 }, 𝐸)
is also a multigraph, where 𝐸 contains an edge from 𝑖𝑝 to 𝑘𝑟 iﬀ 𝐸1 contains an edge
from 𝑖𝑝 to some 𝑗𝑞 and 𝐸2 contains an edge from 𝑗𝑞 to 𝑘𝑟 . If some of the edges are
labelled with ≻, then so is the edge in 𝐸; otherwise, it is labelled with ≿.
We say that a multigraph 𝒢 of 𝑃 is idempotent when 𝒢 = 𝒢 ∙ 𝒢.
Example 2.4 For the program MLIST of Example 2.2, we have the following four
idempotent multigraphs:
1mlist
2mlist
3mlist

≿𝑡𝑠
≻𝑡𝑠

1mlist
/ 2mlist
/ 3mlist

1ml
2ml
3ml
4ml

≿𝑡𝑠
≻𝑡𝑠

1ml
2ml
/ 3ml
/ 4ml

1mult
2mult
3mult

≻𝑡𝑠
≿𝑡𝑠

/ 1mult

/ 2mult
3mult

1add
2add
3add

≿𝑡𝑠
≻𝑡𝑠
≻𝑡𝑠

/ 1add
/ 2add
/ 3add

that represent how the size of the arguments of the four potentially looping predicates changes from one call to another.

3

A Procedure for Size-Change Analysis

In this section, we introduce a fast procedure for the size-change analysis of logic
programs.
In principle, a naive procedure for computing the set of idempotent multigraphs
of a program may proceed as follows: First, the size-change graphs of the program
are built according to Def. 2.1. Then, after initialising a set ℳ with the computed
size-change graphs, one proceeds iteratively as follows: i) compute the concatenation
of every pair of (non necessarily diﬀerent) multigraphs of ℳ; ii) update ℳ with
the new multigraphs. This process is repeated until no new multigraphs are added
to ℳ. Unfortunately, such a naive algorithm is unacceptably expensive and does
not scale up to even simple programs. Therefore, in the following, we introduce a
much more eﬃcient procedure.
Intuitively speaking, it improves the naive procedure by taking into account the
following observations:
– Firstly, not all size-change graphs need to be constructed, but only those in the
path of a (potential) loop. For instance, in Example 2.2, the size-change graph
from mlist to empty cannot contribute to the construction of any idempotent
multigraph.
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– Secondly, in many cases, computing the idempotent multigraphs for a single
predicate for each loop suﬃces. For instance, in Example 2.4, the idempotent
multigraphs for both mlist and ml actually refer to the same loop. This is
somehow redundant since either the two multigraphs will point out that both
predicates terminate or that both of them may loop.
– Finally, when we have multigraphs 𝒢1 and 𝒢2 for a given predicate 𝑝/𝑛 such
that termination of 𝑝/𝑛 using 𝒢1 always implies termination of 𝑝/𝑛 using 𝒢2 ,
then we can safely discard 𝒢2 .
These observations allow us to design a faster procedure for size-change analysis. It
proceeds in a stepwise manner as follows:
a) Identifying the program loops.
In order to identify the (potential) program loops, we ﬁrst construct the call graph of
the program, i.e., a directed graph that contains the predicate symbols as vertices
and an edge from predicate 𝑝/𝑛 to predicate 𝑞/𝑚 for each clause of the form 7
𝑝(𝑡𝑛 ) ← 𝐵1 , . . . , 𝑞(𝑠𝑚 ), . . . , 𝐵𝑘 , 𝑘 ≥ 1, in the program.
For instance, the call graph of program MLIST in Example 2.2 is as follows:

empty

*
ddjdjdj mlist Pl PP ml
d
d
d
d
d
d
PPP
dd
tjjj

d
r dddddd
'

nonempty

hd

/ mult
Q

/ add
Q

tl

Then, we compute the strongly connected components (SCC) of the call graph and
delete both trivial SCCs (i.e., SCCs with a single predicate symbol which is not
self-recursive) and edges between SCCs. We denote the resulting graph with scc(𝑃 )
for any program 𝑃 . E.g., for program MLIST , scc(MLIST ) is as follows:
mlist l

*

ml

mult
Q

add
Q

b) Determining the initial set of size-change graphs.
We denote by sc graphs(𝑃 ) a subset of the size-change graphs of program 𝑃 that
fulﬁls the following condition: there is a size-change graph from atom 𝑝(𝑡𝑛 ) to
atom 𝑞(𝑠𝑚 ) in sc graphs(𝑃 ) iﬀ there is an associated edge from 𝑝/𝑛 to 𝑞/𝑚 in
scc(𝑃 ). E.g., for program MLIST of Example 2.2, sc graphs(MLIST ) contains
only four size-change graphs, while the naive approach would have constructed ten
size-change graphs.
Furthermore, not all concatenations between these size-change graphs are actually required. As mentioned before, computing a single idempotent multigraph for
each (potential) program loop suﬃces. In the following, we say that 𝑆 is a cover set
for scc(𝑃 ) if 𝑆 contains at least one predicate symbol for each loop in scc(𝑃 ). We
denote by 𝐶𝑆(𝑃 ) the set of cover sets for scc(𝑃 ).
Deﬁnition 3.1 Let 𝑃 be a program and 𝑆 ∈ 𝐶𝑆(𝑃 ) be a cover set for scc(𝑃 ). We
denote by i sc graphs(𝑃, 𝑆) the size-change graphs from sc graphs(𝑃 ) that start
from a predicate of 𝑆.
7

We use 𝑡𝑛 to denote the sequence 𝑡1 , . . . , 𝑡𝑛 .
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Intuitively, the size-change graphs in i sc graphs(𝑃, 𝑆) will act as the seeds of
our iterative process for computing idempotent multigraphs. As a consequence,
only idempotent multigraphs for the predicates of 𝑆 are produced.
Example 3.2 Given the program MLIST of Example 2.2, we have that both
𝑆1 = {mlist/3, mult/3, add /3} and 𝑆2 = {ml /4, mult/3, add /3} are cover sets for
scc(MLIST ). For instance, the set i sc graphs(𝑃, 𝑆1 ) contains only the three sizechange graphs starting from mlist/3, mult/3 and add /3.
c) Computing the idempotent multigraphs.
The core of our improved procedure for size-change analysis is shown in Fig. 1. The
algorithm considers the following ordering on multigraphs:
Deﬁnition 3.3 Given multigraphs 𝒢1 = ⟨𝑉1 , 𝑊1 , 𝐸1 ⟩ and 𝒢2 = ⟨𝑉2 , 𝑊2 , 𝐸2 ⟩, we
say that 𝒢1 is weaker than 𝒢2 , written 𝒢1 ⊑ 𝒢2 , iﬀ the following conditions hold:
– the output and input nodes coincide, i.e., 𝑉1 = 𝑉2 and 𝑊1 = 𝑊2 , and
𝑅1
𝑅2
– for every edge 𝑖 −→
𝑗 ∈ 𝐸1 , 𝑅1 ∈ {≻, ≿}, there exists an edge 𝑖 −→
𝑗 ∈ 𝐸2 ,
𝑅2 ∈ {≻, ≿}, such that 𝑅1 ⊑ 𝑅2
where ≻ ⊑ ≻, ≿ ⊑ ≿ and ≿ ⊑ ≻, but ≻ ∕⊑ ≿.
Basically, if a multigraph 𝒢 is weaker than another multigraph ℋ, then we have
that whenever termination can be proved with 𝒢 only, it could also be proved with
both 𝒢 and ℋ. Indeed, if 𝒢 ⊑ ℋ and 𝒢 ′ ⊑ ℋ′ then 𝒢 ∙ 𝒢 ′ ⊑ ℋ ∙ ℋ′ .
Example 3.4 Consider the following four clauses extracted from the regular expression matcher from [11]:
generate(𝑜𝑟(𝑋, ), 𝐻, 𝑇 ) ← generate(𝑋, 𝐻, 𝑇 ).
generate(𝑜𝑟( , 𝑌 ), 𝐻, 𝑇 ) ← generate(𝑌, 𝐻, 𝑇 ).
generate(star ( ), 𝑇, 𝑇 ).
generate(star (𝑋), 𝐻, 𝑇 ) ← generate(𝑋, 𝐻, 𝑇 1), generate(star (𝑋), 𝑇 1, 𝑇 ).
Here, we have the following three size-change graphs: 8
1gen
2gen
3gen

≻𝑡𝑠

/ 1gen

≿𝑡𝑠

/ 2gen

≿𝑡𝑠

/ 3gen

1gen
2gen
3gen

≻𝑡𝑠
≿𝑡𝑠

/ 1gen
/ 2gen
3gen

1gen

≿𝑡𝑠

/ 1gen

≿𝑡𝑠

/ 3gen

2gen
3gen

2gen

using a reduction pair based on the term-size norm, where generate is abbreviated
to gen in the graphs. Here, both the second and third size-change graphs are weaker
than the ﬁrst one, hence the ﬁrst graph can be safely discarded and also does not
have to be concatenated with other graphs.
The algorithm of Fig. 1 follows these principles: In every iteration, we only
consider concatenations of the form 𝒢1 ∙ 𝒢2 where 𝒢1 belongs to the current set of
multigraphs ℳ𝑖 and 𝒢2 is one of the original size-change graphs in sc graphs(𝑃 ).
Also, weaker graphs are removed from the computed multigraphs in every iteration.
Here, ℳ𝑎𝑑𝑑 denotes the weakest multigraphs that should be added to ℳ𝑖 , while
8

Note that the ﬁrst two clauses produce the same size-change graph, otherwise we would have four sizechange graphs, one for each body atom in the program.
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(i) Input: a program 𝑃 and a cover set 𝑆 ∈ 𝐶𝑆(𝑃 )
(ii) Initialisation:
𝑖 := 0; ℳ𝑖 := i sc graphs(𝑃, 𝑆); 𝑆𝐶 := sc graphs(𝑃 )
(iii) repeat
∙ ℳ𝑎𝑑𝑑 := ∅; ℳ𝑑𝑒𝑙 := ∅
∙ for all 𝒢1 ∈ ℳ𝑖 and 𝒢2 ∈ 𝑆𝐶 such that 𝒢1 ∙ 𝒢2 is deﬁned
(a) 𝒢 := 𝒢1 ∙ 𝒢2
(b) if ∕ ∃ℋ ∈ (ℳ𝑖 ∪ ℳ𝑎𝑑𝑑 ) ∖ ℳ𝑑𝑒𝑙 such that 𝒢 ⊑ ℋ or ℋ ⊑ 𝒢
then ℳ𝑎𝑑𝑑 := ℳ𝑎𝑑𝑑 ∪ {𝒢}
(c) if ∃ℋ ∈ (ℳ𝑖 ∪ ℳ𝑎𝑑𝑑 ) ∖ ℳ𝑑𝑒𝑙 such that 𝒢 ⊑ ℋ then ℳ𝑎𝑑𝑑 := ℳ𝑎𝑑𝑑 ∪ {𝒢}
and ℳ𝑑𝑒𝑙 := ℳ𝑑𝑒𝑙 ∪ {ℋ ∈ (ℳ𝑖 ∪ ℳ𝑎𝑑𝑑 ) ∖ ℳ𝑑𝑒𝑙 ) ∣ 𝒢 ⊑ ℋ}
∙ ℳ𝑖+1 := (ℳ𝑖 ∪ ℳ𝑎𝑑𝑑 ) ∖ ℳ𝑑𝑒𝑙
∙ 𝑖 := 𝑖 + 1
until ℳ𝑖 = ℳ𝑖−1
Fig. 1. An improved algorithm for size-change analysis

ℳ𝑑𝑒𝑙 keeps track of the already computed graphs (i.e., from ℳ𝑖 ∪ℳ𝑎𝑑𝑑 ) that should
be deleted because a weaker multigraph has been produced.
Example 3.5 Consider again program MLIST of Example 2.2. By using the improved procedure with the cover set {mlist/3, mult/3, add /3}, only ﬁve concatenations are required to get the ﬁxpoint (actually, three of them are only needed to
check that a graph is indeed idempotent) and return the ﬁnal set of idempotent
multigraphs (i.e., the ﬁrst, third and fourth graphs shown in Example 2.4). With
the original algorithm, 48 concatenations were required.
The following result formally states the correctness of keeping only the weakest
multigraphs during the iterative process:
Theorem 3.6 Let 𝑃 be a logic program and ℳ be the set of idempotent multigraphs
of 𝑃 computed using the naive algorithm shown at the beginning of this section. Let
ℳ′ be the set of idempotent multigraphs computed with the algorithm of Fig. 1 using
a cover set 𝑆. Then, a predicate 𝑝/𝑛 ∈ 𝑆 is (quasi-)terminating w.r.t. ℳ iﬀ it is
(quasi-)terminating w.r.t. ℳ′ .
Proof. The “if” direction is trivial since ℳ′ ⊆ ℳ. We prove the “only if” direction by contradiction. Assume that 𝑝/𝑛 is terminating w.r.t. ℳ but it is not
terminating w.r.t. ℳ′ (the proof for quasi-termination would be analogous). Since
𝑝/𝑛 is terminating w.r.t. ℳ, we have that for all multigraphs for 𝑝/𝑛 in ℳ, there
≻
exists at least one edge 𝑖𝑝 −→ 𝑖𝑝 , 1 ≤ 𝑖 ≤ 𝑛, such that the 𝑖-th argument of every
call to this predicate is ground. Let us consider, for simplicity, that there exists
only one multigraph 𝒢 for 𝑝/𝑛. Then, 𝒢 has been obtained from the concatenation
of a ﬁnite number of size-change graphs of 𝑃 . Trivially, all these graphs belong to
sc graphs(𝑃 ). Then, since 𝑝/𝑛 belongs to the cover set, the same sequence of concatenations can be performed using the algorithm of Fig. 1. Assume that ℋ is such
idempotent multigraph. Therefore, we have 𝒢 = 𝒢1 ∙ . . . ∙ 𝒢𝑘 and ℋ = ℋ1 ∙ . . . ∙ ℋ𝑘
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with ℋ𝑖 ⊑ 𝒢𝑖 for all 𝑖 = 1, . . . , 𝑘. Trivially, we have ℋ ⊑ 𝒢. Hence, we also have an
≻
□
edge 𝑖𝑝 −→ 𝑖𝑝 in ℋ, which contradicts the initial assumption.
As a straightforward corollary, we have that proving termination using the naive
algorithm is equivalent to proving termination using the improved algorithm of
Fig. 1 for all program predicates (and not only for the predicates in the cover set).

4

Propagating Partial Left-To-Right Information

In this section, we extend the size-change analysis in order to right-propagate size
information in some cases. Consider, e.g., clause (𝑐2 ) in Example 2.2:
(𝑐2 )

mlist(𝐿, 𝐼, 𝐿𝐼) ← nonempty(𝐿), hd (𝐿, 𝑋), tl (𝐿, 𝑅), ml (𝑋, 𝑅, 𝐼, 𝐿𝐼).

Since our size-change analysis considers strong termination, we compare the size
of the head of the clause with the size of each atom in the body independently.
Therefore, we get no relation between the sizes of list 𝐿 in the head and its head 𝑋
and tail 𝑅 in the call to ml .
In some cases, however, one might assume some additional restrictions. For
instance, in many partial evaluators a left-to-right selection rule is used with the
only exception that those calls which are annotated with memo are never selected.
Therefore, if we know that some calls can be fully unfolded without entering an
inﬁnite loop (the case, e.g., of non-recursive predicates), then one can safely propagate the size relationships for the success patterns of these calls to the subsequent
atoms in the clause. In principle, these “fully unfoldable” calls can be detected
using a standard left-termination analysis (i.e., one that considers a standard leftto-right computation rule), e.g., [3], while size relations of success patterns can be
obtained from the computation of the convex hull of [1]. Here, though, we consider that this information is provided by the user by means of hints of the form
’$FULLYUNFOLD’(p,n,size relations) where size_relations are the interargument size relations for the success patterns of p/n. For instance, for the program MLIST of
Ex. 2.2, we may have the following hints:
’$FULLYUNFOLD’(hd,2,[1>2]).

’$FULLYUNFOLD’(tl,2,[1>2]).

which should be read as “when the call to hd (resp. tl ) succeeds, the size of its ﬁrst
argument is strictly greater than the size of its second argument”. We note that,
in order to be safe, the interargument size relations should be based on the same
norm used to induce the reduction pair considered in the size-change graphs.
Let us now describe how the size-change analysis can be improved by using this
new kind of hints. Consider a clause of the form
𝑃 ← 𝑄1 , . . . , 𝑄𝑖−1 , 𝑝(𝑡1 , . . . , 𝑡𝑛 ), 𝑄𝑖+1 , . . . , 𝑄𝑚 .
together with the hint
following ones:

’$FULLYUNFOLD’(p,n,I).

Then, we ﬁrst replace this clause by the

𝑃 ← 𝑄1 , . . . , 𝑄𝑖−1 , 𝑝𝑒𝑛𝑡𝑟𝑦 (𝑥1 , . . . , 𝑥𝑘 , 𝑡1 , . . . , 𝑡𝑛 ).
𝑝𝑒𝑛𝑡𝑟𝑦 (𝑥1 , . . . , 𝑥𝑘 , 𝑦1 , . . . , 𝑦𝑛 ) ← 𝑝(𝑦1 , . . . , 𝑦𝑛 ), 𝑝𝑒𝑥𝑖𝑡 (𝑥1 , . . . , 𝑥𝑘 , 𝑦1 , . . . , 𝑦𝑛 ).
𝑝𝑒𝑥𝑖𝑡 (𝑥1 , . . . , 𝑥𝑘 , 𝑦1 , . . . , 𝑦𝑛 ) ← 𝑄𝑖+1 , . . . , 𝑄𝑚 .
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where {𝑥1 , . . . , 𝑥𝑘 } = (𝒱𝑎𝑟(𝑃, 𝑄1 , . . . , 𝑄𝑖−1 )∩𝒱𝑎𝑟(𝑄𝑖+1 , . . . , 𝑄𝑚 ))∖𝒱𝑎𝑟(𝑝(𝑡1 , . . . , 𝑡𝑛 )).
This transformation is clearly safe w.r.t. SLD resolution since the original clause
can be obtained by just unfolding both 𝑝𝑒𝑛𝑡𝑟𝑦 and 𝑝𝑒𝑥𝑖𝑡 .
Now, the size-change graphs of the ﬁrst and third clauses are computed as usual.
For the second clause, however, we assume that the atom 𝑝(𝑦1 , . . . , 𝑦𝑛 ) could be fully
unfolded producing the set of clauses
𝑝𝑒𝑛𝑡𝑟𝑦 (𝑥1 , . . . , 𝑥𝑘 , 𝑦1 , . . . , 𝑦𝑛 )𝜎1 ← 𝑝𝑒𝑥𝑖𝑡 (𝑥1 , . . . , 𝑥𝑘 , 𝑦1 , . . . , 𝑦𝑛 )𝜎1 .
...
𝑝𝑒𝑛𝑡𝑟𝑦 (𝑥1 , . . . , 𝑥𝑘 , 𝑦1 , . . . , 𝑦𝑛 )𝜎𝑗 ← 𝑝𝑒𝑥𝑖𝑡 (𝑥1 , . . . , 𝑥𝑘 , 𝑦1 , . . . , 𝑦𝑛 )𝜎𝑗 .
where 𝜎1 , . . . , 𝜎𝑗 are the computed answers and the set of interargument size relations 𝐼 safely approximates the size relations between the arguments of 𝑝𝑒𝑛𝑡𝑟𝑦 and
𝑝𝑒𝑥𝑖𝑡 . Note that we do not need to fully unfold 𝑝/𝑛 to construct the size-change
graphs (it is rather a device to show the correctness of our approach). Formally,
for every relation 𝑖 > 𝑗 (resp. 𝑖 ⩾ 𝑗) in the interargument size relations for 𝑝/𝑛,
≿

≻

we should add an edge 𝑖𝑝𝑒𝑛𝑡𝑟𝑦 7−→ 𝑗𝑝𝑒𝑥𝑖𝑡 (resp. 𝑖𝑝𝑒𝑛𝑡𝑟𝑦 7−→ 𝑗𝑝𝑒𝑥𝑖𝑡 ) to the size-change
≿

graph from 𝑝𝑒𝑛𝑡𝑟𝑦 to 𝑝𝑒𝑥𝑖𝑡 . Moreover, we add an edge of the form 𝑖𝑝𝑒𝑛𝑡𝑟𝑦 7−→ 𝑖𝑝𝑒𝑥𝑖𝑡
since both 𝑝𝑒𝑛𝑡𝑟𝑦 and 𝑝𝑒𝑥𝑖𝑡 are actually the same predicate.
For instance, by considering the previous hints for program MLIST , the clause
(𝑐2 ) is transformed into
(𝑐21 ) mlist(𝐿, 𝐼, 𝐿𝐼) ← nonempty(𝐿), hdentry (𝐿, 𝑋, 𝐼, 𝐿𝐼).
(𝑐22 ) hdentry (𝐿, 𝑋, 𝐼, 𝐿𝐼) ← hd (𝐿, 𝑋), hdexit (𝐿, 𝑋, 𝐼, 𝐿𝐼).
(𝑐23 ) hdexit (𝐿, 𝑋, 𝐼, 𝐿𝐼) ← tlentry (𝐿, 𝑅, 𝑋, 𝐼, 𝐿𝐼).
(𝑐24 ) tlentry (𝐿, 𝑅, 𝑋, 𝐼, 𝐿𝐼) ← tl (𝐿, 𝑅), tlexit (𝐿, 𝑅, 𝑋, 𝐼, 𝐿𝐼).
(𝑐25 )

tlexit (𝐿, 𝑅, 𝑋, 𝐼, 𝐿𝐼) ← ml (𝑋, 𝑅, 𝐼, 𝐿𝐼).

Now, by using the interargument size relations for hd and tl , we construct the
following size-change graphs associated to clauses 𝑐22 and 𝑐24 :
1hdentry
2hdentry
3hdentry
4hdentry

UUU≻U𝑡𝑠 / 1hdexit
UU
≿𝑡𝑠 U*
/ 2hdexit
≿𝑡𝑠

≿𝑡𝑠

/ 3hdexit

≿𝑡𝑠

/ 4hdexit

1tlentry
2tlentry
3tlentry
4tlentry
5tlentry

/ 1tlexit
VVV≻V𝑡𝑠
V
≿𝑡𝑠 VV+
/2
≿𝑡𝑠

tlexit

≿𝑡𝑠

/ 3tlexit

≿𝑡𝑠

/ 4tlexit

≿𝑡𝑠

/ 5tlexit

Finally, by constructing the size-change graphs for clauses 𝑐21 , 𝑐23 and 𝑐25 as usual,
the size-change analysis can now infer the right relation between the sizes of list 𝐿
in the atom mlist(𝐿, 𝐼, 𝐿𝐼) and the head 𝑋 and tail 𝑅 in the atom ml (𝑋, 𝑅, 𝐼, 𝐿𝐼).

5

Discussion and Conclusion

We have presented a new, scalable algorithm to perform strong termination and
quasi-termination inference using size-change analysis. Our preliminary experiments (see [9]) have shown that we can analyse large logic programs (e.g., the
full 25K lines of source code of the Gödel system can be analysed in less than three
seconds). The main application of this algorithm is for oﬄine partial evaluation of
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large programs. Together with the selective use of hints [10], we have obtained both
a scalable and an eﬀective partial evaluation procedure.
The logical next step is to bring this work to practical fruition, by, e.g., optimising the interpreter from [12] for particular speciﬁcations, speeding up the animation
and model checking process. This challenge has been on our research agenda for
quite a while, and we now believe that the goal can be achieved in the near future.
One remaining technical hurdle is the treatment of meta predicate annotations
(the B interpreter uses meta-predicates to implement delaying versions of negation
and ﬁndall). Also, in order to deal with realistic programs, one should cope with
integer domains. We note that our current size-change analysis is already able to
safely deal with built-in numbers since they can only be modiﬁed using a built-in
predicate like is, so that in a clause like 𝑝(𝑋) : −𝑌 𝑖𝑠 𝑋 + 1, 𝑝(𝑌 ) the size-change
analysis cannot infer any relation between 𝑋 and 𝑌 . This naive treatment, though,
should be improved in order to get accurate results.
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A Semantics for Tracing CSP 1
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Abstract
CSP is a powerful language to specify complex concurrent systems. Due to the non-deterministic execution
order of processes and to the restrictions imposed on this order by synchronizations, many analyses such
as deadlock analysis, reliability analysis, and the MEB and CEB analyses try to predict properties of the
speciﬁcation which can guarantee the quality of the ﬁnal system. Some of these analyses are based on a data
structure called CSCFG which simulates the possible computations of a speciﬁcation. Indeed, some analyses
based on the CSCFG has been already published, implemented and distributed. Nevertheless, there does
not exist a semantics which formally states how the CSCFG should be computed. This semantics would be
the base to be able to prove the correctness and completeness of the analyses and tools based on the CSCFG.
In this work, we deﬁne the ﬁrst instrumentation of a CSP operational semantics so that the execution of a
program with the instrumented semantics produces its associated CSCFG as a side-eﬀect.
Keywords: CSP, Tracing, Semantics.

1

Introduction

The Communicating Sequential Processes (CSP) [1,10] language allows us to specify
complex systems with multiple interacting processes. The study and transformation
of such systems often implies diﬀerent analyses (e.g., deadlock analysis [3], reliability
analysis [2], reﬁnement checking [9], etc.) which are often based on a data structure
able to represent all computations of a speciﬁcation.
Recently, a new data structure called Context-sensitive Synchronized Control
Flow Graph (CSCFG) has been deﬁned [5]. This data structure is a graph that
allows to ﬁnitely represent possibly inﬁnite computations, and it is particularly
interesting because it takes into account the context of process calls, and thus it
allows to produce analyses that are very precise. In particular, two analyses have
been already deﬁned based on the CSCFG: the MEB and CEB analyses [7] whose
implementation [6] is currently being distributed in one of the most important CSP
compilers [4].
1
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However, computing the CSCFG is a complex task due to the non-deterministic
execution of processes, due to deadlocks, due to non-terminating processes and
mainly due to synchronizations. This is probably the reason why there does not
exist any correctness result which formally relates the CSCFG of a program to the
execution of this program. This semantics is needed because it would allow us to
prove important properties (such as correctness and completeness) of the techniques
based on the CSCFG.
In this work, we ﬁrst present the CSP standard semantics [10]. This semantics is
a (big-step) event-based operational semantics in which the occurrence of events ﬁres
the rules of the semantics. Hence, the ﬁnal trace of the computation is the sequence
of events. Then, we instrument the semantics in such a way that its execution
produces as a side-eﬀect the portion of the CSCFG which is associated to the
performed computation. Finally, we deﬁne an algorithm which uses the semantics
to build the complete CSCFG associated to a CSP speciﬁcation. This algorithm
executes the semantics several times to compute all portions of the CSCFG, and
ﬁnally, the algorithm joins the portions so that a complete CSCFG is produced.
It should be clear that the main objective of our algorithm is not to be used
in practice (although it could be). There are other ad-hoc implementations which
are much more eﬃcient. Our algorithm is just a formal deﬁnition which produces
the CSCFG associated to a particular computation of the standard semantics. It is
based on the original declarative deﬁnition of CSCFG and shows that the CSCFG
is formed by exploring all possible computations of a program 3 . Therefore, we
relate the CSCFG to the semantics of the programs that it represents, and thus,
it could be used to prove that other methods and techniques based on the CSCFG
are correct.
The rest of the paper has been organized as follows. Section 2 presents the
standard operational semantics of CSP as deﬁned by Roscoe [10]. In Section 3 we
introduce some notation that will be used along the paper. Section 4 introduces
an algorithm able to generate the CSCFG associated to a CSP speciﬁcation and
we instrument the standard (big-step) operational semantics of CSP to obtain this
CSCFG. Finally, Section 5 concludes.

2

The semantics of CSP

This section presents the standard (big-step) operational semantics of CSP as deﬁned by Roscoe [10]. In Figure 1 we present the operational semantics as a logical
inference system: The system starts with an initial state, and the rules of the semantics are used to infer how this state evolves. When no rules can be applied
to the current state, the computation ﬁnishes. The rules of the semantics change
the states of the computation due to the occurrence of events. The set of possible
events is Σ ∪ {𝜏, ✓}. Events in Σ are visible from the external environment, and
can only happen with its co-operation (e.g., actions of the user). The special event
𝜏 cannot be observed from outside the system and it happens automatically as de3

Note that the CSCFG is ﬁnite indeed if the computations it represents are inﬁnite. This is due to the
so-called loop-edges (see Section 3 and [8]) which ensure that both the CSCFG and the computations in
our instrumented semantics are ﬁnite.
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(Process Call)

(Preﬁxing)

(SKIP)

𝑃 = 𝑃 𝑟𝑜𝑐
𝑃 −→ 𝑃 𝑟𝑜𝑐

(𝑒 → 𝑃 ) −→ 𝑃

(Internal Choice 1)

(Internal Choice 2)

𝑒

𝜏𝑙𝑒𝑓 𝑡

✓

𝑆𝐾𝐼𝑃 −→ ⊤

𝜏𝑟𝑖𝑔ℎ𝑡

(𝑃 ⊓ 𝑄) −→ 𝑃

(𝑃 ⊓ 𝑄) −→ 𝑄

(External Choice 1)

(External Choice 2)

𝜏

𝑃 −→ 𝑃 ′

𝑄 −→ 𝑄′

𝜏

(𝑃 □ 𝑄) −→ (𝑃 ′ □ 𝑄)

𝜏

(𝑃 □ 𝑄) −→ (𝑃 □ 𝑄′ )

(External Choice 3)

(External Choice 4)

𝜏

𝑎

𝑎

𝑃 −→ 𝑃 ′
𝑎

(𝑃 □ 𝑄) −→

𝑄 −→ 𝑄′

𝑎 ∕= 𝜏

𝑃′

𝑎

(𝑃 □ 𝑄) −→ 𝑄′

(Synchronized Parallelism 1)

(Synchronized Parallelism 2)

𝑎 𝑜𝑟 𝜏

𝑎 𝑜𝑟 𝜏

𝑃 −→ 𝑃 ′
(𝑃

∥
𝑋

𝑎 𝑜𝑟 𝜏

𝑄) −→ (𝑃 ′

∥
𝑋

(𝑃

𝑄)

(𝑃

𝑄 −→ 𝑄′
𝑎

𝑄) −→ (𝑃 ′

∥
𝑋

𝑎 𝑜𝑟 𝜏

𝑄) −→ (𝑃

∥
𝑋

𝑎 ∕∈ 𝑋
𝑄′ )

(Synchronized Parallelism 4)

𝑎∈𝑋

𝑄′ )

(Sequential Composition 1)
𝑥

𝑃 −→ 𝑃 ′
𝑥

(𝑃 ; 𝑄) −→ (𝑃 ′ ; 𝑄)

𝜏

(𝑃 ∖𝐵) −→ (𝑃 ′ ∖𝐵)

(Sequential Composition 2)
∃𝑃 ′ .𝑃 −→ 𝑃 ′
𝜏

(𝑃 ; 𝑄) −→ 𝑄

(Hiding 3)

𝑃 −→ 𝑃 ′
𝑥

(𝑃 ∖𝐵) −→ (𝑃 ′ ∖𝐵)

✓

𝑥 ∕∈ 𝐵 ∪ {✓}

(Renaming 2)

𝑎

(𝑃 [[𝑅]]) −→ (𝑃 ′ [[𝑅]])

✓

⊤) −→ ⊤

𝑥

𝑥∈𝐵

(Renaming 1)
𝑃 −→ 𝑃 ′

∥
𝑋

(Hiding 2)

𝑥

𝑃 −→ 𝑃 ′

(⊤

✓

𝑥 ∕= ✓

(Hiding 1)

𝑏

∥
𝑋

𝑎

𝑃 −→ 𝑃 ′
∥
𝑋

𝑄 −→ 𝑄′

𝑎 ∕∈ 𝑋

(Synchronized Parallelism 3)
𝑎

𝑎 ∕= 𝜏

𝜏

𝑎𝑅𝑏

𝑃 −→ 𝑃 ′
𝜏

(𝑃 [[𝑅]]) −→ (𝑃 ′ [[𝑅]])

𝑃 −→ 𝑃 ′
✓

(𝑃 ∖𝐵) −→ ⊤

(Renaming 3)
✓

𝑃 −→ 𝑃 ′
✓

(𝑃 [[𝑅]]) −→ ⊤

Fig. 1. CSP’s operational semantics

ﬁned by the semantics. ✓ is a special event representing the successful termination
of a process. We use the special process ⊤ to denote any process that already
terminated. A state of the semantics is an expression to be evaluated called the
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control. In order to perform computations, we construct an initial state 𝑟ℎ𝑠(MAIN)
and (non-deterministically) apply the rules of Figure 1. The intuitive meaning of
each rule is the following:
(Process Call) The call is unfolded and the right-hand side of process 𝑃 is added
to the control.
(Preﬁxing) When event 𝑒 occurs, process 𝑃 is added to the control.
(Internal Choice 1 and 2) The system uses the internal event 𝜏 to (nondeterministically) select one of the two processes 𝑃 or 𝑄 which is added to the
control.
(External Choice 1, 2, 3 and 4) The occurrence of 𝜏 develops one of the
branches. The occurrence of an event 𝑎 ∕= 𝜏 is used to select one of the two
processes 𝑃 or 𝑄 and the control changes according to the event.
(Synchronized Parallelism 1 and 2) When event 𝑎 ∕∈ 𝑋 or event 𝜏 happens,
one of the two processes 𝑃 or 𝑄 evolves accordingly.
(Synchronized Parallelism 3) When event 𝑎 ∈ 𝑋 happens, it is required that
both processes synchronize, 𝑃 and 𝑄 are executed at the same time and the
control becomes 𝑃 ′

∥
𝑋

𝑄′ .

(Synchronized Parallelism 4) When both processes have successfully terminated the control becomes ⊤, performing ✓.
(Sequential Composition 1) In 𝑃 ; 𝑄, 𝑃 can evolve to 𝑃 ′ with any event except
✓. Hence, the control becomes 𝑃 ′ ; 𝑄.
(Sequential Composition 2) When 𝑃 ﬁnishes (with event ✓) 𝑄 starts. Note
that ✓ is hidden from outside the whole process becoming 𝜏 .
(Hiding 1) When event 𝑥 ∈ 𝐵 occurs in 𝑃 , it is hidden, and thus changed to 𝜏
so that it is not observable from outside 𝑃 .
(Hiding 2 and Hiding 3) 𝑃 can normally evolve (using rule 2) until it is ﬁnished
(✓ happens). When 𝑃 ﬁnishes, the control becomes ⊤.
(Renaming 1) Whenever a renamed event 𝑎 happens in 𝑃 , it is renamed to 𝑏 so
that, externally, only 𝑏 is visible.
(Renaming 2 and 3) Renaming has no eﬀect on either 𝜏 or ✓ events. The rules
for renaming are similar to those for hiding.
(SKIP) After SKIP, the only possible event is ✓, which denotes the end of the
(sub)computation with the special symbol ⊤. There is no rule for ⊤ (neither for
STOP), hence, this (sub)computation has ﬁnished.
We illustrate the semantics with the following example.
Example 2.1 Consider the following CSP speciﬁcation:
MAIN = (a → STOP) ∥ (P □ (a → STOP))
{a}

P = b → SKIP
If we use the initial state 𝑟ℎ𝑠(MAIN) = (a → STOP) ∥ (P□(a → STOP)) to execute
{a}
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the semantics, we get the computation shown in Figure 2 where the ﬁnal state is
((a → STOP) ∥ ⊤). This computation corresponds to the execution of the left branch
{a}

of the choice (i.e., P) and thus only event b occurs. Each computation step is labeled
with the applied rule, and the example should be read top-down.
(External Choice 1)
(Synchronized Parallelism 2)

𝜏

(𝑃 □(𝑎 → 𝑆𝑇 𝑂𝑃 )) −→ 𝑃
𝜏

((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥ (𝑃 □(𝑎 → 𝑆𝑇 𝑂𝑃 ))) −→ ((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥ 𝑃 )
{𝑎}

{𝑎}

(Process Call)
(Synchronized Parallelism 2)

𝜏

𝑃 −→ (𝑏 → 𝑆𝐾𝐼𝑃 )

𝜏

((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥ 𝑃 ) −→ ((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥ (𝑏 → 𝑆𝐾𝐼𝑃 ))
{𝑎}

{𝑎}

(Preﬁx)

𝑏

(𝑏 → 𝑆𝐾𝐼𝑃 ) −→ 𝑆𝐾𝐼𝑃

(Synchronized Parallelism 2)

𝑏

((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥ (𝑏 → 𝑆𝐾𝐼𝑃 )) −→ ((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥ 𝑆𝐾𝐼𝑃 )
{𝑎}

{𝑎}

(SKIP)
(Synchronized Parallelism 2)

✓

𝑆𝐾𝐼𝑃 −→ ⊤
𝜏
((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥ 𝑆𝐾𝐼𝑃 ) −→ ((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥ ⊤)
{𝑎}

{𝑎}

Fig. 2. A computation with the operational semantics in Fig. 1

3

Context-sensitive Synchronized Control Flow Graphs

We introduce here some notation that will be used along the paper. We will assume
that the reader is familiarized with CSP’s syntax 4 . We use labels (that we call
speciﬁcation positions) to identify each term in a speciﬁcation. Formally,
Deﬁnition 3.1 (Position, speciﬁcation position) Given a speciﬁcation 𝒮, the positions in 𝒮 are represented by a sequence of natural numbers, where Λ denotes the
empty sequence (i.e., the root position). They are used to address subexpressions
of an expression viewed as a tree:
𝑃 𝑟𝑜𝑐∣Λ = 𝑃 𝑟𝑜𝑐

∀ 𝑃 𝑟𝑜𝑐 ∈ 𝒫

(𝑃 𝑟𝑜𝑐 𝑜𝑝)∣1.𝑤 = 𝑃 𝑟𝑜𝑐∣𝑤

∀ 𝑜𝑝 ∈ {∖, [[]]}

(𝑃 𝑟𝑜𝑐1 𝑜𝑝 𝑃 𝑟𝑜𝑐2 )∣1.𝑤 = 𝑃 𝑟𝑜𝑐1 ∣𝑤 ∀ 𝑜𝑝 ∈ {→, ⊓, □, ∣∣∣, ∣∣, ; }
(𝑃 𝑟𝑜𝑐1 𝑜𝑝 𝑃 𝑟𝑜𝑐2 )∣2.𝑤 = 𝑃 𝑟𝑜𝑐2 ∣𝑤 ∀ 𝑜𝑝 ∈ {→, ⊓, □, ∣∣∣, ∣∣, ; }
A speciﬁcation position is a pair (𝑃, 𝑤) ∈ 𝒫𝑜𝑠(𝒮) that addresses the subexpression
𝑃 𝑟𝑜𝑐∣𝑤 in the right-hand side of the deﬁnition, 𝑃 = 𝑃 𝑟𝑜𝑐, of process 𝑃 in 𝒮. We
let 𝒫𝑜𝑠(𝒮) denote the set of all speciﬁcation positions in 𝒮.
We also deﬁne the following notation for a given CSP speciﬁcation 𝒮: 𝒫𝑟𝑜𝑐(𝒮)
and 𝒞𝑎𝑙𝑙𝑠(𝒮) are, respectively, the sets of all processes and the set of all speciﬁcation
positions for the process calls appearing in 𝒮.
4

We refer the interested reader to [8] where we recall CSP’s syntax.
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In order to introduce the deﬁnition of CSCFG, we need ﬁrst to deﬁne the concepts of control-ﬂow, path and context.
Deﬁnition 3.2 (Control-ﬂow) Given a CSP speciﬁcation 𝒮 and two speciﬁcation
positions 𝑛, 𝑛′ in 𝒮, we say that the control of 𝑛 can pass to 𝑛′ iﬀ
∙

𝑛 = 𝑃 ∧ 𝑛′ = ﬁrst ((𝑃, Λ)) with 𝑃 ∈ 𝒫𝑟𝑜𝑐(𝒮)

∙

𝑛 ∈ {⊓, □, ∣∣∣, ∣∣} ∧ 𝑛′ ∈ {ﬁrst (𝑛.1), ﬁrst (𝑛.2)}

∙

𝑛 ∈ {→, ; } ∧ 𝑛′ = ﬁrst(𝑛.2)

∙

𝑛 = 𝑛′ .1 ∧ 𝑛′ = →

∙

𝑛 ∈ last (𝑛′ .1) ∧ 𝑛′ = ;

∙

𝑛 ∈ {∖, [[]]} ∧ 𝑛′ = ﬁrst(𝑛.1)

where ﬁrst (𝑛) is the initial node of the subprocess denoted by 𝑛:
⎧


𝑛.1

⎨
ﬁrst(𝑛) = ﬁrst (𝑛.1)



⎩𝑛

if 𝑛 = →
if 𝑛 = ;
otherwise

and where last (𝑛) is the set of possible termination points of the subprocess denoted
by 𝑛:
⎧


{𝑛}
if 𝑛 = 𝑆𝐾𝐼𝑃






∅
if 𝑛 = 𝑆𝑇 𝑂𝑃 ∨






(𝑛 ∈ {∣∣∣, ∣∣} ∧ (last (𝑛.1) = ∅ ∨ last(𝑛.2) = ∅))





⎨ last (𝑛.1) ∪ last (𝑛.2) if 𝑛 ∈ {⊓, □} ∨
last(𝑛) =


(𝑛 ∈ {∣∣∣, ∣∣} ∧ last (𝑛.1) ∕= ∅ ∧ last (𝑛.2) ∕= ∅)






last (𝑛.2)
if 𝑛 ∈ {→, ; }






last (𝑛.1)
if 𝑛 ∈ {∖, [[]]}





⎩ last ((𝑃, Λ))
if 𝑛 = 𝑃
We say that a speciﬁcation position 𝑠 is executable in 𝒮 iﬀ the control can pass from
MAIN to 𝑠.
As we will work with graphs whose nodes are labeled with positions, we use 𝑙(𝑛)
to refer to the label of node 𝑛.
Deﬁnition 3.3 (Path) A path between two nodes 𝑛1 and 𝑚, denoted by 𝑃 𝑎𝑡ℎ(𝑛1 , 𝑚),
is a sequence 𝑙(𝑛1 ), . . . , 𝑙(𝑛𝑘 ) such that 𝑛𝑘 7→ 𝑚 and for all 0 < 𝑖 < 𝑘 we have
𝑛𝑖 7→ 𝑛𝑖+1 . The path is loop-free if for all 𝑖 ∕= 𝑗 we have 𝑛𝑖 ∕= 𝑛𝑗 .
Deﬁnition 3.4 (Context) Given a labeled graph 𝐺 = (𝑁, 𝐸𝑐 ) and a node 𝑛 ∈ 𝑁 ,
the context of 𝑛, 𝒞𝑜𝑛(𝑛) = {𝑚 ∣ 𝑙(𝑚) = 𝑃 ∈ 𝒞𝑎𝑙𝑙𝑠(𝒮) and exists a loop-free path
𝜋 = 𝑚 7→∗ 𝑛 with last (𝑚) ∕∈ 𝜋}.
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Intuitively speaking, the context of a node represents the set of processes in which
a particular node is being executed. This is represented by the set of process calls
in the computation that have not ﬁnished yet. If we focus on a node 𝑛 ∈ 𝒞𝑎𝑙𝑙𝑠(𝒮)
we can use the context to identify loops; i.e., we have a loop whenever 𝑃 ∈ 𝒞𝑜𝑛(𝑃 ).
Deﬁnition 3.5 (Context-sensitive Synchronized Control Flow Graph)[7] Given a
CSP speciﬁcation 𝒮, its Context-sensitive Synchronized Control Flow Graph (CSCFG)
is a directed graph 𝒢 = (𝑁, 𝐸𝑐 , 𝐸𝑙 , 𝐸𝑠 ) where (i) ∀ 𝑛 ∈ 𝑁. 𝑙(𝑛) ∈ 𝒫𝑜𝑠(𝒮) and 𝑙(𝑛) is
executable in 𝒮; (ii) every root node (𝑃, Λ) except (MAIN, Λ) has one and only one
incoming edge in 𝐸𝑐 ; and (iii) every process call node has one and only one outgoing edge which belongs to either 𝐸𝑐 or 𝐸𝑙 . Edges are divided into three groups,
control-ﬂow edges (𝐸𝑐 ), loop edges (𝐸𝑙 ) and synchronization edges (𝐸𝑠 ).
∙

𝐸𝑐 is a set of one-way edges (denoted with 7→) representing the possible controlﬂow between two nodes. Control edges do not form loops. The root of the tree
formed by 𝐸𝑐 is the root position of the main process.

∙

𝐸𝑙 is a set of one-way edges (denoted with ⇝) such that (𝑛1 ⇝ 𝑛2 ) ∈ 𝐸𝑙 iﬀ 𝑙(𝑛1 )
and 𝑙(𝑛3 ) are (possibly diﬀerent) process calls that refer to the same process
𝑃 ∈ 𝒫𝑟𝑜𝑐(𝒮), 𝑛3 ∈ 𝒞𝑜𝑛(𝑛1 ) and (𝑛3 7→ 𝑛2 ) ∈ 𝐸𝑐 .

∙

𝐸𝑠 is a set of two-way edges (denoted with e) representing the possible synchronization of two (event) nodes.

Example 3.6 Consider the speciﬁcation of Example 2.1 where terms are labeled
(in grey color) with its associated speciﬁcation positions so that labels are unique.
MAIN = (a(MAIN,1.1) →(MAIN,1) STOP(MAIN,1.2) ) ∥

(MAIN,Λ)

{a}

(P(MAIN,2.1) □(MAIN,2) (a(MAIN,2.2.1) →(MAIN,2.2) STOP(MAIN,2.2.2) ))
P = b(𝑃,1) →(𝑃,Λ) SKIP(𝑃,2)
The CSCFG associated to this speciﬁcation is shown in Figure 3. For the time
being, the reader can ignore the numbering of the nodes; they will be explained
in Section 4. Each process call is connected to a subtree which contains the righthand side of the called process. Each subtree is a new subgraph except if a loop
is detected. For convenience, in this example there are no loop edges; there are
control-ﬂow edges and one synchronization edge between nodes (MAIN, 2.2.1) and
(MAIN, 1.1) representing the synchronization of event a.

4

Instrumenting the semantics to generate the CSCFG

This section introduces an algorithm able to generate the CSCFG associated to a
CSP speciﬁcation. The algorithm uses an instrumented big-step operational semantics of CSP which generates as a side-eﬀect the CSCFG associated to the computation performed with the semantics. The algorithm controls that the semantics is
executed repeatedly in order to execute all parts of the speciﬁcation (i.e., to explore
all non-deterministic choices) and thus, it can join all the CSCFGs produced in
order to construct a complete CSCFG for the whole speciﬁcation.
Algorithm 1 generates the CSCFG associated to a given CSP speciﬁcation. Essentially, this algorithm executes the semantics once and again with the cumulated
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0

1

||
MAIN,Λ


MAIN,2

2

P
MAIN,2.1

6
a
MAIN,2.2.1

3

b
P,1

→
10
MAIN,2.2

4

→
P,Λ

STOP 11
MAIN,2.2.2

5

SKIP
P,2

a
MAIN,1.1

7

→
MAIN,1

8

STOP
9
MAIN,1.2

Fig. 3. CSCFG associated to the speciﬁcation of Example 3.6

CSCFG until all branches of choices are explored. Every time the semantics executes a choice, its speciﬁcation position is stored in a stack with a label which
denotes the executed branch. The left branch is executed ﬁrst (it is denoted with
𝑙), and then the right branch (denoted with 𝑟). When all branches are executed, the
algorithm ends. Clearly, the semantics of Figure 1 can be non-terminating due to
inﬁnite computations. However, even in this case, the CSCFG is ﬁnite. Therefore,
the instrumentation of the semantics incorporates a loop-checking mechanism to
ensure termination in such a way that the semantics always terminates after the
CSCFG is produced.
Algorithm 1 General Algorithm
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.

Build the initial state of the semantics: 𝑠𝑡𝑎𝑡𝑒 = (𝑟ℎ𝑠(MAIN), ∅, (0, 𝑅𝑜𝑜𝑡), ∅)
repeat
repeat
Run the rules of the semantics with the state 𝑠𝑡𝑎𝑡𝑒
until no more rules can be applied
Get the new state 𝑠𝑡𝑎𝑡𝑒′ = ( , 𝐺, , 𝑆)
if Ψ(𝑆) ∕= ∅ then
𝑠𝑡𝑎𝑡𝑒 = (𝑟ℎ𝑠(MAIN), 𝐺, (0, 𝑅𝑜𝑜𝑡), Ψ(𝑆))
end if
until Ψ(𝑆) = ∅
return 𝐺
where function Ψ is used to avoid already explored branches of choices:
⎧

(𝛼, 𝑟) : 𝑆 ′
if 𝑆 = (𝛼, 𝑙) : 𝑆 ′


⎨
Ψ(𝑆) =
Ψ(𝑆 ′ )
if 𝑆 = (𝛼, 𝑟) : 𝑆 ′



⎩∅
otherwise
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The instrumented semantics used by Algorithm 1 is shown in Figure 4, where
we assume that every term in the program has been labeled with its speciﬁcation
position (denoted by a subscript, e.g., 𝑃𝛼 ). In this semantics, a state is a tuple
(𝐸, 𝐺, (𝑞, 𝑝), 𝑆), where 𝐸 is the expression to be evaluated (the control), 𝐺 is a
directed graph (i.e., the CSCFG constructed so far), (𝑞, 𝑝) are references for the
current and parent nodes in 𝐺, and 𝑆 is the stack (a list of speciﬁcation positions
where the empty stack is denoted by ∅) which represents the branches of choices
executed so far. In general, given a state (𝐸, 𝐺, (𝑞, 𝑝), 𝑆), 𝐺 denotes the graph built
so far (not including the current expression 𝐸 yet), 𝑞 is a fresh reference 5 to store
the speciﬁcation position of the current expression 𝐸 in the control, and 𝑝 denotes
the parent of 𝑞. The basic idea of the graph construction is to record the current
control with the current reference in every step by connecting it to its parent whose
𝑝
reference is 𝑝. We use the notation 𝐺[𝑞 7→ 𝛼] either to introduce a node in 𝐺 or
𝑟

as a condition on 𝐺 (i.e., 𝐺 contains node 𝑞). This new node has reference 𝑞, is
labeled with speciﬁcation position 𝛼, its parent is 𝑝, and its successor is 𝑟. Successor
arrows are denoted by 𝑞 7→ which means that node 𝑟 is the successor of node 𝑞. It
𝑟

is assumed that the root node of the CSCFG (MAIN, Λ) is called 𝑅𝑜𝑜𝑡.
The instrumented semantics is a conservative extension of the semantics in Figure 1. The graph produced by Algorithm 1 with respect to a speciﬁcation is the
CSCFG associated to this speciﬁcation. Both results are proved in [8].
An explanation for each rule of the semantics follows:
(ProcCall) The called process is unfolded, node 𝑞 is added to the graph with
speciﬁcation position 𝛼, parent 𝑝 and successor 𝑟 (a fresh reference). In the
new state, 𝑞 becomes the parent reference and the fresh reference 𝑟 represents
the current reference. The new expression in the control is 𝑃Σ , computed with
function Σ which is used to prevent inﬁnite unfolding and is deﬁned as follows:
⎧

if ∃𝑠 . 𝑠 ∈ 𝑃 𝑎𝑡ℎ(𝑅𝑜𝑜𝑡, 𝑝)

 (↺(𝑡,𝑠) (𝑟ℎ𝑠(𝑃 )), 𝐺[𝑞 ⇝ 𝑠])
⎨
𝑟
Σ(𝑃, (𝑞, 𝑝), 𝐺) =
∧ 𝑠 7→ 𝑃 ∈ 𝐺

𝑡


⎩
(𝑟ℎ𝑠(𝑃 ), 𝐺)
otherwise
In order to avoid the unfolding of the same function once and again, function Σ
checks whether the process call in the control has not been already executed (if
so, we are in a loop). When a loop is detected, the process call is labeled with a
special symbol ↺ and a loop edge between nodes 𝑞 and 𝑠 is added to the graph.

(Preﬁx) This rule adds nodes 𝑞 and 𝑟 to the graph. The node 𝑞 is labeled with
the speciﬁcation position 𝛼 and has parent 𝑝 and successor 𝑟. The node 𝑟 is
labeled with the speciﬁcation position 𝛽 and has parent 𝑞 and successor 𝑠 (a
fresh reference). In the new state, 𝑟 becomes the parent reference and the fresh
reference 𝑠 represents the current reference. The new control is 𝑃 .
(Choice) Choices are made deterministic thanks to the information in the stack.
This rule adds node 𝑞 to the graph which is labeled with the speciﬁcation position
5

We assume that fresh references are generated taking the next node identiﬁer not used into account (i.e.,
fresh references already generated but not used are employed before producing new references).
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(ProcCall)

𝑝

𝜏

(𝑃𝛼 , 𝐺, (𝑞, 𝑝), 𝑆) −→ (𝑃Σ , 𝐺Σ [𝑞 7→ 𝛼], (𝑟, 𝑞), 𝑆)
𝑟

(𝑃Σ , 𝐺Σ ) = Σ(𝑃, (𝑞, 𝑝), 𝐺)

(Preﬁx)

𝑎

𝑝

𝑞

𝑟

𝑠

(𝑎𝛼 →𝛽 𝑃, 𝐺, (𝑞, 𝑝), 𝑆) −→ (𝑃, 𝐺[𝑞 7→ 𝛼, 𝑟 7→ 𝛽], (𝑠, 𝑟), 𝑆)

(Choice)

𝑝

𝜏

(𝑃 ⊓𝛼 𝑄, 𝐺, (𝑞, 𝑝), 𝑆) −→ (𝑃Γ , 𝐺[𝑞 7→ 𝛼], (𝑟, 𝑞), 𝑆Γ )
𝑟

(𝑃Γ , 𝑆Γ ) = Γ(𝑃 ⊓𝛼 𝑄, 𝑆)

𝑎 𝑜𝑟 𝜏

(SynParall1)

(𝑃, 𝐺, 𝜑Ω , 𝑆) −→ (𝑃 ′ , 𝐺′ , 𝜑′ , 𝑆 ′ )
𝑎 𝑜𝑟 𝜏

(𝑃𝛽 ∥ (𝛼,𝜑𝑃 ,𝜑𝑄 ,Δ) 𝑄, 𝐺, 𝜑, 𝑆) −→ (𝑃 ′ ∥ (𝛼,𝜑′ ,𝜑𝑄 ,Δ) 𝑄, 𝐺′ ∪ 𝐺Ω , 𝜑, 𝑆 ′ )
𝑋

𝑋

𝑎 ∕∈ 𝑋 ∧ (𝐺Ω , 𝜑Ω ) = Ω(𝐺, 𝜑𝑃 , 𝜑, 𝛼, ﬁrst(𝛽))
𝑎 𝑜𝑟 𝜏

(SynParall2)

(𝑄, 𝐺, 𝜑Ω , 𝑆) −→ (𝑄′ , 𝐺′ , 𝜑′ , 𝑆 ′ )
𝑎 𝑜𝑟 𝜏

(𝑃 ∥ (𝛼,𝜑𝑃 ,𝜑𝑄 ,Δ) 𝑄𝛽 , 𝐺, 𝜑, 𝑆) −→ (𝑃 ∥ (𝛼,𝜑𝑃 ,𝜑′ ,Δ) 𝑄′ , 𝐺′ ∪ 𝐺Ω , 𝜑, 𝑆 ′ )
𝑋

𝑋

𝑎 ∕∈ 𝑋 ∧ (𝐺Ω , 𝜑Ω ) = Ω(𝐺, 𝜑𝑄 , 𝜑, 𝛼, ﬁrst(𝛽))
𝑎

(SynParall3)

𝑎

(𝑃, 𝐺, (𝑞𝑃Ω , 𝑝𝑃Ω ), 𝑆) −→ (𝑃 ′ , 𝐺𝑃 , 𝜑′𝑃 , 𝑆)

(𝑄, 𝐺, (𝑞𝑄Ω , 𝑝𝑄Ω ), 𝑆) −→ (𝑄′ , 𝐺𝑄 , 𝜑′𝑄 , 𝑆)
𝑎

(𝑃𝛽 ∥ (𝛼,𝜑𝑃 ,𝜑𝑄 ,Δ) 𝑄𝛾 , 𝐺, 𝜑, 𝑆) −→ (𝑃 ′ ∥ (𝛼,𝜑′
𝑋

𝑋
𝑎

𝑃

,𝜑′𝑄 ,∅) 𝑄

′ , 𝐺′ , 𝜑, 𝑆)

𝑎 ∈ 𝑋 ∧ 𝐺′ = 𝐺𝑃 ∪ 𝐺𝑄 ∪ 𝐺𝑃Ω ∪ 𝐺𝑄Ω ∪ {𝑞𝑃Ω ↔ 𝑞𝑄Ω } ∧
(𝐺𝑃Ω , (𝑞𝑃Ω , 𝑝𝑃Ω )) = Ω(𝐺, 𝜑𝑃 , 𝜑, 𝛼, ﬁrst(𝛽)) ∧
(𝐺𝑄Ω , (𝑞𝑄Ω , 𝑝𝑄Ω )) = Ω(𝐺, 𝜑𝑄 , 𝜑, 𝛼, ﬁrst(𝛾))
(SynParall4)

𝜏

(𝑃 ∥ (𝛼,(𝑞𝑃 ,𝑝𝑃 ),(𝑞𝑄 ,𝑝𝑄 ),Δ) 𝑄, 𝐺, 𝜑, 𝑆) −→ (𝑃Θ , 𝐺′ , 𝜑′ , 𝑆)
𝑋

𝑃Θ = Θ(𝑃 ∥ (𝛼,(𝑞𝑃 ,𝑝𝑃 ),(𝑞𝑄 ,𝑝𝑄 ),Δ) 𝑄, 𝜑) ∧
𝑋

𝑖𝑓 𝑃Θ = ⊤ 𝑡ℎ𝑒𝑛 (𝐺′ , 𝜑′ ) = (𝐺[𝑝𝑃 7→, 𝑝𝑄 7→], (𝑟, 𝑝𝑃 )) 𝑒𝑙𝑠𝑒 (𝐺′ , 𝜑′ ) = (𝐺, 𝜑)
𝑟

𝑟

Fig. 4. An instrumented operational semantics for CSP that generates the CSCFG

𝛼, has parent 𝑝 and successor 𝑟 (a fresh reference). In the new state, 𝑞 becomes
the parent reference and the fresh reference 𝑟 represents the current reference.
Function Γ is used to produce the new control 𝑃Γ and the new stack 𝑆Γ , by
selecting the correct branch of a choice as follows:
⎧

(𝑃, 𝑆)
if (𝛼, 𝑙) ∈ 𝑆


⎨
Γ(𝑃 ⊓𝛼 𝑄, 𝑆) =
(𝑄, 𝑆)
if (𝛼, 𝑟) ∈ 𝑆



⎩ (𝑃, (𝛼, 𝑙) : 𝑆) otherwise

If the tuple (𝛼, 𝑙) (resp. (𝛼, 𝑟)) is in the stack 𝑆, function Γ chooses the left (resp.
right) branch of the choice. Otherwise, function Γ chooses the left branch of the
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𝑎 𝑜𝑟 𝜏

(SeqComp1)

(𝑃, 𝐺, 𝜑, 𝑆) −→ (𝑃 ′ , 𝐺′ , 𝜑′ , 𝑆 ′ )
𝑎 𝑜𝑟 𝜏

(𝑃 ; 𝑄, 𝐺, 𝜑, 𝑆) −→ (𝑃 ′′ , 𝐺′ , 𝜑′ , 𝑆 ′ )
′ ; 𝑄)
𝑃 ′′ = ↺𝜑 (𝑃↺

′ )
𝑖𝑓 𝑃 ′ =↺ (𝑃↺

𝑃 ′′ = 𝑃 ′ ; 𝑄

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
𝜏

(SeqComp2)

(𝑃, 𝐺, 𝜑, 𝑆) −→ (⊤, 𝐺′ , (𝑞, 𝑝), 𝑆 ′ )
𝑝

𝜏

(𝑃 ;𝛼 𝑄, 𝐺, 𝜑, 𝑆) −→ (𝑄, 𝐺′ [𝑞 7→ 𝛼], (𝑟, 𝑞), 𝑆 ′ )
𝑟

𝑎

(Hide1)

(𝑃, 𝐺, (𝑟, 𝑞), 𝑆) −→ (𝑃 ′ , 𝐺′ , 𝜑′ , 𝑆 ′ )
𝑝

𝜏

(𝑃 ∖𝛼 𝐵, 𝐺, (𝑞, 𝑝), 𝑆) −→ (𝑃 ′′ , 𝐺′ [𝑞 7→ 𝛼], 𝜑′ , 𝑆 ′ )

𝑎∈𝐵

𝑟

′ ∖𝐵)
𝑃 ′′ = ↺𝜑 (𝑃↺

′ )
𝑖𝑓 𝑃 ′ =↺ (𝑃↺

𝑃 ′′

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

=

𝑃 ′ ∖𝐵
𝑎 𝑜𝑟 𝜏

(Hide2)

(𝑃, 𝐺, 𝜑, 𝑆) −→ (𝑃 ′ , 𝐺′ , 𝜑′ , 𝑆 ′ )
𝑎 𝑜𝑟 𝜏

(𝑃 ∖𝐵, 𝐺, 𝜑, 𝑆) −→ (𝑃 ′′ , 𝐺′ , 𝜑′ , 𝑆 ′ )

𝑎 ∕∈ 𝐵

′ ∖𝐵)
𝑃 ′′ = ↺𝜑 (𝑃↺

′ )
𝑖𝑓 𝑃 ′ =↺ (𝑃↺

𝑃 ′′ = 𝑃 ′ ∖𝐵

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
𝜏

(Hide3)

(𝑃, 𝐺, 𝜑, 𝑆) −→ (⊤, 𝐺′ , 𝜑′ , 𝑆)
𝜏

(𝑃 ∖𝐵, 𝐺, 𝜑, 𝑆) −→ (⊤, 𝐺′ , 𝜑′ , 𝑆)

𝑎

(Rename1)

(𝑃, 𝐺, (𝑟, 𝑞), 𝑆) −→ (𝑃 ′ , 𝐺′ , 𝜑′ , 𝑆 ′ )
𝑝

𝑏

(𝑎, 𝑏) ∈ 𝑅

(𝑃 [[𝑅]]𝛼 , 𝐺, (𝑞, 𝑝), 𝑆) −→ (𝑃 ′′ , 𝐺′ [𝑞 7→ 𝛼], 𝜑′ , 𝑆 ′ )
𝑟

′ [[𝑅]])
𝑃 ′′ = ↺𝜑 (𝑃↺

′ )
𝑖𝑓 𝑃 ′ =↺ (𝑃↺

𝑃 ′′ = 𝑃 ′ [[𝑅]]

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
𝜏

(Rename2)

(𝑃, 𝐺, 𝜑, 𝑆) −→ (𝑃 ′ , 𝐺′ , 𝜑′ , 𝑆 ′ )
𝜏

(𝑃 [[𝑅]], 𝐺, 𝜑, 𝑆) −→ (𝑃 ′′ , 𝐺′ , 𝜑′ , 𝑆 ′ )
′ [[𝑅]])
𝑃 ′′ = ↺𝜑 (𝑃↺

′ )
𝑖𝑓 𝑃 ′ =↺ (𝑃↺

𝑃 ′′ = 𝑃 ′ [[𝑅]]

𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
𝜏

(Rename3)

(SKIP)

(𝑃, 𝐺, 𝜑, 𝑆) −→ (⊤, 𝐺′ , 𝜑′ , 𝑆)
𝜏

(𝑃 [[𝑅]], 𝐺, 𝜑, 𝑆) −→ (⊤, 𝐺′ , 𝜑′ , 𝑆)

𝑝

𝜏

(𝑆𝐾𝐼𝑃𝛼 , 𝐺, (𝑞, 𝑝), 𝑆) −→ (⊤, 𝐺[𝑞 7→ 𝛼], (𝑟, 𝑞), 𝑆)
𝑟

(STOP)

𝑝

𝜏

(𝑆𝑇 𝑂𝑃𝛼 , 𝐺, (𝑞, 𝑝), 𝑆) −→ (⊥, 𝐺[𝑞 7→ 𝛼], (𝑟, 𝑞), 𝑆)
𝑟

Fig. 4. An instrumented operational semantics for CSP that generates the CSCFG (cont.)

choice and (𝛼, 𝑙) is added to the stack.
(SyncParall1 and 2) In a parallelism, both parallel processes can be intertwiningly executed until a synchronized event is found. Therefore, nodes from both
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processes can be added interweaved to the graph. Hence, the semantics needs to
know in every state which nodes should be added next in every branch. This is
done by labeling parallelism operators with a tuple of the form (𝛼, 𝜑, 𝜑′ , Δ) where
𝛼 is the speciﬁcation position of the parallelism operator; 𝜑 and 𝜑′ are respectively the references to be used in the left and right branches of the parallelism,
and they are initialized to ( , ); and Δ is a set of node references used to decide
when to unfold a process call (in order to avoid inﬁnite loops).
These rules develop the branches of the parallelism until they are ﬁnished or until
they must synchronize. They use function Ω to introduce the parallelism into the
graph the ﬁrst time it is executed and only if it has not been introduced in a
previous computation. After executing function Ω, we get a new graph 𝐺Ω and
a new pair of references 𝜑Ω . Its deﬁnition is the following:
⎧
𝑝
𝑞


𝛼], (𝑟, 𝑞))
if 𝜑 = ( , ) ∧ 𝑟 7→ 𝛽 ∕∈ 𝐺
 (𝐺[𝑞 7→

𝑟
𝑠
⎨
𝑞
Ω(𝐺, 𝜑, (𝑞, 𝑝), 𝛼, 𝛽) =
(𝐺, (𝑟, 𝑞))
if 𝜑 = ( , ) ∧ 𝑟 7→ 𝛽 ∈ 𝐺

𝑠



⎩
(𝐺, 𝜑)
otherwise

(SyncParall3 and 4) Rule 3 is used to synchronize the parallel processes. In this
rule, Δ is replaced by an empty set, meaning that a synchronization edge has
been drawn and the loops could be unfolded again if it is needed. Rule 4 is used
when none of the parallel processes can proceed (because they already ﬁnished,
deadlocked or were labeled with ↺). Function Θ is deﬁned for special cases of the
threads of a parallelism as follows:
Θ(𝑃 ∥ (𝛼,𝜑𝑃 ,𝜑𝑄 ,Δ) 𝑄, 𝜑) =
𝑋

if 𝑃 = ⊤ ∧ 𝑄 = ⊤ then return ⊤
if 𝑃 ′ =↺𝜑′ ′ (𝑃↺′ ) where (𝑃 ′ , 𝑄′ ) ∈ {(𝑃, 𝑄), (𝑄, 𝑃 )} then
𝑃
if (𝑄′ ∈ {⊤, ⊥}) ∨ (Δ ∩ {𝜑′𝑃 ′ } =
∕ ∅) then return ↺𝜑 (𝑃↺′ ∥ (𝛼,𝜑′
if 𝑄′ =↺𝜑′ ′ (𝑄′↺ ) then return ↺𝜑 (𝑃↺′ ∥ (𝛼,𝜑′
𝑄

return 𝑃↺′ ∥ (𝛼,𝜑′
return ⊥

𝑋

,𝜑𝑄′ ,Δ∪{𝜑′𝑃 ′ }) 𝑄
𝑃′

𝑋

′

𝑃′

𝑋

𝑃′

,𝜑𝑄′ ,Δ∪{𝜑′𝑃 ′ }) ⊥)

′
,𝜑′𝑄′ ,Δ∪{𝜑′𝑃 ′ ,𝜑′𝑄′ }) 𝑄↺ )

When both processes 𝑃 and 𝑄 have successfully terminated, function Θ returns
⊤ indicating the successful termination of the synchronized parallelism. Otherwise, if one of the branches has been labeled with ↺ (it is marked as a loop) and
the other one has terminated then the whole parallelism is marked as a loop. If
both processes are marked as loops or one process is in a loop and Δ includes the
graph position of the loop, the whole parallelism is marked as a loop. Finally, if
one branch was marked as a loop and none of the above condition holds, then
the parallelism is returned unmarking the looped branch. In all remaining cases,
function Θ will return ⊥.
(SeqComp1 and 2) SeqComp1 is used to evolve process 𝑃 until it is ﬁnished
or until it enters into an inﬁnite loop. 𝑃 is evolved to 𝑃 ′ which is put into the
control. When a loop is detected thanks to the special constructor ↺Δ , then the
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0

𝜏

(𝑃 □(𝑎 → 𝑆𝑇 𝑂𝑃 ), ∅, (1, 0), ∅) −→ (𝑃, 𝐺[1 7→ (MAIN, 2)], (2, 1), ((MAIN, 2), 𝑙))
(SynParall2)

2

((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥

((MAIN,Λ),(−,−),(−,−),∅) (𝑃 □(𝑎
{𝑎}

where 𝑆𝑡𝑎𝑡𝑒 1 = ((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥

((MAIN,Λ),(−,−),(2,1),∅) 𝑃, 𝐺
{𝑎}

(ProcCall)

′

𝜏

→ 𝑆𝑇 𝑂𝑃 )), ∅, (0, 𝑅𝑜𝑜𝑡), ∅) −→ 𝑆𝑡𝑎𝑡𝑒 1
𝑅𝑜𝑜𝑡

∪ [0 7→ (MAIN, Λ)], (0, 𝑅𝑜𝑜𝑡), ((MAIN, 2), 𝑙))
1

1

𝜏

(𝑃, 𝐺, (2, 1), ((MAIN, 2), 𝑙)) −→ (𝑏 → 𝑆𝐾𝐼𝑃, 𝐺[2 7→ (MAIN, 2.1)], (3, 2), ((MAIN, 2), 𝑙))
3

(SynParall2)

𝜏

𝑆𝑡𝑎𝑡𝑒 1 −→ 𝑆𝑡𝑎𝑡𝑒 2
where 𝑆𝑡𝑎𝑡𝑒 2 = ((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥ ((MAIN,Λ),(−,−),(3,2),∅) (𝑏 → 𝑆𝐾𝐼𝑃 ), 𝐺′ , (0, 𝑅𝑜𝑜𝑡), ((MAIN, 2), 𝑙))
{𝑎}

(Preﬁx)

𝑏

2

3

4

5

(𝑏 → 𝑆𝐾𝐼𝑃, 𝐺, (3, 2), ((MAIN, 2), 𝑙)) −→ (𝑆𝐾𝐼𝑃, 𝐺[3 7→ (𝑃, 1), 4 7→ (𝑃, Λ)], (5, 4), ((MAIN, 2), 𝑙))
(SynParall2)

𝑏

𝑆𝑡𝑎𝑡𝑒 2 −→ 𝑆𝑡𝑎𝑡𝑒 3
where 𝑆𝑡𝑎𝑡𝑒 3 = ((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥ ((MAIN,Λ),(−,−),(5,4),∅) 𝑆𝐾𝐼𝑃, 𝐺′ , (0, 𝑅𝑜𝑜𝑡), ((MAIN, 2), 𝑙))
{𝑎}

(SKIP)

✓

4

(𝑆𝐾𝐼𝑃, 𝐺, (5, 4), ((MAIN, 2), 𝑙)) −→ (⊤, 𝐺[5 7→ (𝑃, 2)], (6, 5), ((MAIN, 2), 𝑙))
6

(SynParall2)

𝜏

𝑆𝑡𝑎𝑡𝑒 3 −→ 𝑆𝑡𝑎𝑡𝑒 4
where 𝑆𝑡𝑎𝑡𝑒 4 = ((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥ ((MAIN,Λ),(−,−),(6,5),∅) ⊤, 𝐺′ , (0, 𝑅𝑜𝑜𝑡), ((MAIN, 2), 𝑙))
{𝑎}

(SynParall4)

𝜏

𝑆𝑡𝑎𝑡𝑒 4 −→ (⊥, 𝐺, (7, −), ((MAIN, 2), 𝑙))
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Fig. 5. An example of computation with the semantics in Fig. 4

whole sequential composition is marked as a loop. SeqComp2 is used when 𝑃
successfully ﬁnishes (it becomes ⊤). In this case, 𝑄 is put into the control.

(Hide1, 2 and 3) Hide1 is used to hide an event in 𝑃 that belongs to the hiding
set 𝐵. In this case, the event is hidden with 𝜏 . If the event does not belong to
𝐵 then Hide2 is used, and thus, it remains observable from outside. As in the
previous case, if a loop is detected, the whole expression is marked as a loop.
Hide3 is used to ﬁnish the process by placing ⊤ in the control.

(Rename1, 2 and 3) It is completely analogous to the previous case, but in this
case, the event is not hidden, but replaced by another event in mapping 𝑅.
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(SKIP and STOP) Whenever one of these rules is applied, the subcomputation
ﬁnishes because ⊤ (for rule SKIP) and ⊥ (for rule STOP) are put in the control,

(Choice)

(Choice)

0

𝜏

(𝑃 □(𝑎 → 𝑆𝑇 𝑂𝑃 ), 𝐺, (1, 0), ((MAIN, 2), 𝑟)) −→ (𝑎 → 𝑆𝑇 𝑂𝑃, 𝐺[1 7→ (MAIN, 2)], (6, 1), ((MAIN, 2), 𝑟))
(SynParall2)

6

((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥

((MAIN,Λ),(−,−),(−,−),∅) (𝑃 □(𝑎
{𝑎}

𝜏

→ 𝑆𝑇 𝑂𝑃 )), 𝐺, (0, 𝑅𝑜𝑜𝑡), ((MAIN, 2), 𝑟)) −→ 𝑆𝑡𝑎𝑡𝑒 6

where 𝑆𝑡𝑎𝑡𝑒 6 = ((𝑎 → 𝑆𝑇 𝑂𝑃 ) ∥

((MAIN,Λ),(−,−),(6,1),∅) (𝑎
{𝑎}

(Preﬁx)

𝑎

→ 𝑆𝑇 𝑂𝑃 ), 𝐺′ , (0, 𝑅𝑜𝑜𝑡), ((MAIN, 2), 𝑟))

0

7

8

9

(𝑎 → 𝑆𝑇 𝑂𝑃, 𝐺, (7, 0), ((MAIN, 2), 𝑟)) −→ (𝑆𝑇 𝑂𝑃, 𝐺[7 7→ (MAIN, 1.1), 8 7→ (MAIN, 1)], (9, 8), ((MAIN, 2), 𝑟))
1

𝑎

6

(𝑎 → 𝑆𝑇 𝑂𝑃, 𝐺, (6, 1), ((MAIN, 2), 𝑟)) −→ (𝑆𝑇 𝑂𝑃, 𝐺[6 7→ (MAIN, 2.2.1), 10 7→ (MAIN, 2.2)], (11, 10), ((MAIN, 2), 𝑟))
10
𝑎

(SynParall3)

11

𝑆𝑡𝑎𝑡𝑒 6 −→ 𝑆𝑡𝑎𝑡𝑒 7

where 𝑆𝑡𝑎𝑡𝑒 7 = (𝑆𝑇 𝑂𝑃 ∥

((MAIN,Λ),(9,8),(11,10),∅) 𝑆𝑇 𝑂𝑃, 𝐺𝑃
{𝑎}

(STOP)

𝑅𝑜𝑜𝑡

𝑎

∪ 𝐺𝑄 ∪ [0 7→ (MAIN, Λ)] ∪ [7 ↔ 6], (0, 𝑅𝑜𝑜𝑡), ((MAIN, 2), 𝑟))
7

8

𝜏

(𝑆𝑇 𝑂𝑃, 𝐺, (9, 8), ((MAIN, 2), 𝑟)) −→ (⊥, 𝐺[9 7→ (MAIN, 1.2)], (10, 9), ((MAIN, 2), 𝑟))
10

(SynParall1)

𝜏

𝑆𝑡𝑎𝑡𝑒 7 −→ 𝑆𝑡𝑎𝑡𝑒 8
where 𝑆𝑡𝑎𝑡𝑒 8 = (⊥ ∥ ((MAIN,Λ),(10,9),(11,10),∅) 𝑆𝑇 𝑂𝑃, 𝐺′ , (0, 𝑅𝑜𝑜𝑡), ((MAIN, 2), 𝑟))
{𝑎}

(SynParall4)

𝜏

𝑆𝑡𝑎𝑡𝑒 8 −→ (⊥, 𝐺, (0, 𝑅𝑜𝑜𝑡), ((MAIN, 2), 𝑟))
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Fig. 5. An example of computation with the semantics in Fig. 4 (cont.)

and these special constructors have no associated rule. As in previous rules, a
node with the SKIP (respectively STOP) position is added to the graph.

We illustrate this semantics with a simple example.

{a}

Example 4.1 Consider again the speciﬁcation in Example 3.6. Following Algorithm 1, we ﬁrst execute the semantics with the initial state (𝑃 𝑟𝑜𝑐, ∅, (0, 𝑅𝑜𝑜𝑡), ∅)
where 𝑃 𝑟𝑜𝑐 is
(a(MAIN,1.1) →(MAIN,1) STOP(MAIN,1.2) ) ∥ ((MAIN,Λ),( , ),( , ),∅)
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(P(MAIN,2.1) □(MAIN,2) (a(MAIN,2.2.1) →(MAIN,2.2) STOP(MAIN,2.2.2) ))

Go to step 2 with
state = (𝑟ℎ𝑠(MAIN), 𝐺, (0, 𝑅𝑜𝑜𝑡), Ψ(𝑆)) = ((𝑎 → 𝑆𝑇 𝑂𝑃 )∣∣{𝑎}(𝑃 □(𝑎 → 𝑆𝑇 𝑂𝑃 )), 𝐺, (0, 𝑅𝑜𝑜𝑡), ((MAIN, 2), 𝑟))

Llorens et al

and get the computation of Figure 5. Here, for clarity, each computation step
is labeled with the applied rule; in each conﬁguration, 𝐺 denotes the graph of
the previous conﬁguration; and speciﬁcation positions have been omitted. This
computation corresponds to the execution of the ﬁrst branch of the choice (i.e., 𝑃 ).
The ﬁnal state is (⊥, 𝐺, (7, −), ((MAIN, 2), 𝑙)). Note that the stack contains a pair
((MAIN, 2), 𝑙) to denote that the left branch of the choice has been executed.
Then, the algorithm executes the semantics again with the new initial state ((a→
STOP) ∥ (P□(a→ STOP)), 𝐺, (0, 𝑅𝑜𝑜𝑡), ((MAIN, 2), 𝑟)) and get the computation of
{a}

Figure 5 (cont.). After this execution the ﬁnal CSCFG has been computed. It is
depicted in Figure 3.

5

Conclusions

This work introduces an algorithm to build the CSCFG associated to a CSP speciﬁcation. The algorithm uses an instrumentation of the standard CSP’s operational
semantics to explore all possible computations of a speciﬁcation. The semantics
is deterministic because the branch to explore in every choice is predeﬁned by the
initial conﬁguration. Therefore, the algorithm can execute the semantics several
times to iteratively explore all branches and hence, generate the whole CSCFG.
The CSCFG is generated even for non-terminating speciﬁcations due to the use
of a loop detection mechanism controlled by the semantics. This semantics is an
interesting result because it can serve as a reference mark to prove properties such
as completeness of static analyses based on the CSCFG.
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Abstract
In this paper we discuss work in progress on the design and implementation of Simply, a system for
modeling and solving Constraint Satisfaction Problems (CSP). During the last years, there has been a
dramatic improvement on performance of SAT solvers, and solving CSPs by translation into propositional
formulas has become a real choice in many cases. The advances in SAT technology have been adapted for
more expressive (yet decidable) logics, e.g., in the framework of SAT Modulo Theories (SMT). Simply is
intended to be a declarative programming system for easy CSP modeling which generates SMT formulas for
solving these CSP. The utility and interest of Simply is twofold: on the one hand, it serves as a benchmark
generator for CSP solving with diﬀerent state-of-the-art SMT solvers and, on the other hand, the system
aims at taking advantage of the highly increasing performance of these solvers.
Keywords: Constraint Satisfaction Problems, Propositional Satisﬁability, Satisﬁability Modulo Theories

1

Introduction

Over the last decade there have been important advances in logic based techniques
and tools. Advances have been especially signiﬁcant in the ﬁeld of propositional
satisﬁability (SAT), to the point that nowadays modern SAT solvers can tackle realworld problem instances with millions of variables. Hence, SAT solvers have become
a viable engine for solving combinatorial discrete problems. For instance, in [4], an
application that compiles speciﬁcations written in a declarative modeling language
into SAT instances is shown to give promising results. See also [9,19] for some
applications of SAT technology on industrial problems. Interesting comparisons
between SAT and Constraint Satisfaction Problem (CSP) encodings and techniques
can be found in [18,8].
1
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SAT techniques have been adapted for more expressive logics. For instance, in
the case of SAT Modulo Theories (SMT), the problem is to decide the satisﬁability
of a formula with respect to a decidable background theory, such as the theory of
linear (integer or real) arithmetic, arrays, lists, etc., or combinations of them, in
ﬁrst order logic with equality [16,14,7,2,1]. Input formulas are often syntactically
restricted, for example, to be quantiﬁer-free, so that the problem is still decidable.
Hence, an SMT instance is a generalization of a Boolean SAT instance in which
some propositional variables have been replaced by predicates from the underlying
theories, and can contain formulas like, e.g.,
𝑓 (𝑓 (𝑥) − 𝑓 (𝑦)) ∕= 𝑓 (𝑧) ∧ 𝑥 + 𝑧 ≤ 𝑦 ∧ 𝑦 ≤ 𝑥 ⇒ 𝑧 < 0
providing a much richer modeling language than plain propositional formulas.
Adaptations of SAT techniques to the SMT framework have been described in [17].
The main application area of SMT is hardware and software veriﬁcation. However, the available theories do not restrict the usage of SMT to veriﬁcation problems
and, in fact, they allow to encode many problems outside the veriﬁcation area in a
very natural way. There are already promising results in the direction of adapting
SMT techniques for solving Constraint Satisfaction Problems, even in the case of
combinatorial optimization (see, e.g., [12] for an application of an SMT solver on an
optimization problem, being competitive with the best weighted CSP solver with
its best heuristic on that problem). Fundamental challenges on SMT for Constraint
Programming (CP) and Optimization have been detailed in [13].
Since the beginning of CSP solving, its holy grail has been to obtain a declarative
language that allows users to easily specify their problem and forget about the
techniques required to solve it. There are a lot of successful systems in this direction,
just to comment on two of them: MiniZinc [11] proposes to be a “standard CSP
modeling language” that can be translated into a kind of intermediate code called
FlatZinc for which several solvers provide specialized front-ends; ESSENCE [6] allows
the user to specify combinatorial problems in a mixture of natural language and
discrete mathematics manner.
In this paper we discuss work in progress on the design and implementation
of Simply, a new system for modeling and solving CSPs which is aimed at taking
advantage of the increasing eﬃciency of SMT solvers. Its characteristics are the
following. On the one hand, the input language of Simply is similar to that of
EaCL [10], and its main implemented features are arrays, FOR sentences, comprehension lists and some global constraints. Although currently the declarativeness of
this language does not reach the level of ESSENCE or MiniZinc, its simplicity makes
it really practical. On the other hand, Simply works in the spirit of SPEC2SAT [5],
which transforms problem speciﬁcations written in NPSPEC [3] into SAT instances
in DIMACS format. However, as said, the input language of Simply is similar to
that of EaCL and, most importantly, it generates SMT instances according to the
standard SMT-LIB language [15] instead of plain SAT instances. Then, the problem
can be solved by using any state-of-the-art SMT solver.
Thanks to the higher level of expressivity of SMT, the resulting SMT instances
are smaller than if they where just plain SAT and, in many cases, as we show in
Section 4, the problems can be solved in a reasonable amount of time by state-ofthe-art SMT solvers. Our aim is to take advantage of the race for eﬃciency between
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SMT solvers, and to expand the application of SMT techniques to new areas. Also,
our system can serve as a benchmark generator for CSP solving through SMT.
Simply is being developed in HASKELL. At the current stage of development,
it can only generate SMT formulas within the quantiﬁer-free Linear Integer Arithmetic logic, but there are plans to extend the language in order to deal with other
logics and theories and like, e.g., arrays and bit vectors. Linux and Windows binaries of Simply, as well as documentation and some benchmarks, can be found in:
http://ima.udg.edu/∼villaret/simply.
The rest of the paper is structured as follows. In Section 2 we recall some basic
concepts on SMT. In Section 3 we introduce the tool and its language. In Section 4
we discuss on some benchmarks. Finally, in Section 5 we conclude and discuss on
further work.

2

Satisﬁability Modulo Theories

Satisﬁability Modulo Theories (SMT) is the problem of deciding the satisﬁability of a ﬁrst-order formula with respect to some background ﬁrst-order theory.
That is, an SMT instance is a ﬁrst-order formula where some function and predicate symbols have predeﬁned interpretations, according to the background theories. Examples of theories are Equality and Uninterpreted Functions, Linear Integer Arithmetic, Linear Real Arithmetic, their fragments Integer Diﬀerence Logic
and Real Diﬀerence Logic, Arrays (useful in modeling and verifying software programs), Bit-Vectors (useful in modeling and verifying hardware designs), or combinations of them (see [15] for details). Most SMT-solvers are restricted to decidable quantiﬁer-free fragments of their logics, but this suﬃces for many applications. Usually, SMT-solvers deal with problems with thousands of clauses like, e.g.,
𝑥+3 < 𝑦 ∨𝑦 = 𝑓 (𝑓 (𝑥+2))∨𝑔(𝑦) ≤ 1, containing atoms over combined theories, and
involving functions with no predeﬁned interpretation, i.e., uninterpreted functions.
There are two main approaches to solve SMT instances, namely, the eager and
the lazy approach. In the eager approach, the formula is translated into an equisatisﬁable propositional formula. This allows to use oﬀ-the-shelf SAT solvers, but
has important drawbacks like, e.g., exponential memory blow-ups. For this reason
most, if not all, state-of-the-art SMT solvers implement a lazy approach, which does
not involve a translation into SAT. One of these approaches is DPLL(𝑇 ) [14], which
consists of a general DPLL(𝑋) engine, very similar in nature to a SAT solver, whose
parameter 𝑋 is instantiated with a specialized solver Solver𝑇 for a given theory 𝑇 ,
producing a DPLL(𝑇 ) system. The basic idea is making the DPLL(𝑋) engine and
Solver𝑇 work in cooperation: while the DPLL(𝑋) engine is in charge of enumerating (partial) propositional models, Solver𝑇 is responsible for checking whether these
models are consistent with the given theory 𝑇 (for example, if 𝑇 is the theory of
Linear Integer Arithmetic and the current Boolean model contains 𝑥 + 2𝑦 ≤ 0,
−𝑦 − 𝑧 ≤ 0 and 𝑥 − 2𝑧 > 1, then Solver𝑇 has to detect that the current Boolean
assignment is 𝑇 -inconsistent). Note that Solver𝑇 only needs to handle conjunctions
of predicates from theory 𝑇 . In this way, given a formula 𝐹 and a theory 𝑇 , we are
determining whether there is a model of 𝑇 ∪ {𝐹 }.
Current SMT solvers can deal with several theories and logics. For the purposes
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of our tool, there are two logics which are especially relevant, namely, unquantiﬁed Integer Linear Arithmetic (QF LIA) and its fragment Integer Diﬀerence Logic
(QF IDL). QF LIA formulas are Boolean combinations of inequations between linear polynomials over integer variables. QF IDL formulas are Boolean combinations
of inequations of the form 𝑥 − 𝑦 < 𝑏 where 𝑥 and 𝑦 are integer variables and 𝑏 is
an integer constant (see [15] for details). Such kind of atoms occur in the deﬁnition
of feasible solutions for many problems. For instance, they can be used to express
constraints on the time elapsed between pairs of events. Since the satisﬁability of
conjunctions of such literals can be reduced to the absence of negative cycles in ﬁnite
weighted graphs, it can be decided in 𝑂(𝑛3 ) time by the Bellman-Ford algorithm.
For this reason, many solvers give a special treatment to such kind of literals.

3

Simply: The Tool

3.1

The Input Language of Simply

One of the goals of our tool is simplicity, since we are interested in modeling CSPs
easily. For this reason, we have chosen the input language of Simply to be similar
to that of EaCL [10]. A CSP speciﬁcation in our language has four parts:
(i) Data deﬁnition. This is where constants that will be used in the rest of the
speciﬁcation are deﬁned. These can be either integer values, evaluable expressions (hence, using other values or previously deﬁned constants) or lists of
integer values.
(ii) Domains deﬁnition. A domain characterizes the set of possible values of a
variable. It can be deﬁned either as a range between two integer values, a list
of integer values or a list of ranges and values.
(iii) Variables declaration. A variable can denote either an integer or a multidimensional array of integers. Integer variables are in fact ﬁnite domain variables
and, hence, they must be constrained to some previously deﬁned domain.
(iv) Constraints posting. This is where the problem is speciﬁed, by posting the
set of constraints that deﬁnes a feasible solution of the problem.
3.1.1 The Constraints
Our input language can deal with basic and global constraints.
∙

Basic constraints are either integer or logical constraints. The following operators
are supported: =, <>, <, =< and >= for integers and Not, And, Or, Xor, Implies,
Iff and If then else for Booleans.

∙

Currently the following global constraints are supported:
⋅ Sum(List,Value). This constraint enforces equality between Value and the
sum of all elements of List. Both Value and the elements of List are allowed
to be integer variables.
⋅ Count(List,Value,N). This constraint states equality between N and the number of occurrences of Value in List. Here again N, Value and the elements of
List can be integer variables.
⋅ AllDifferent(List) requires all the elements of List to be diﬀerent.
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The lists appearing in global constraints can be extensional, e.g.,
[1,x,3,m[a]+3], or intensional via comprehension lists à la Haskell. This powerful
and expressive feature allows us to generate complicated lists easily. We illustrate its
usage with the following example: [ m[i,j] | i in 1..3, j in 1..3, i<>j ]
results into [ m[1,2], m[1,3], m[2,1], m[2,3], m[3,1], m[3,2] ]. The ﬁrst
part of a comprehension list is the pattern, i.e., the expression we want to generate. Currently patterns can only be constants or integer variables (in this example,
the elements of the bi-dimensional array m). The rest of the comprehension list is
formed by two distinct kinds of expressions, namely, the generators (in the example
i in 1..3 and j in 1..3, that expand the pattern), followed by the ﬁlters, that
restrict these expansions (like i<>j).
Constraints can be posted directly, or with the If-Then-Else and Forall statements. These two statements are processed at compilation time. For instance, when
the compiler ﬁnds the If-Then-Else statement, it evaluates the If condition. If
it is true, the constraints of the Then branch are posted and, otherwise, the constraints of the Else branch are posted 5 . It is important to notice the diﬀerence
between the If-Then-Else statement and the If then else operator, which is not
evaluated at compilation time. Consider, for instance, the following example: If
(i<4) Then { m[i]<>m[i+1]; } Else { m[i]<>m[i-1]; m[i]=m[i-2]; }. The
condition i<4 is evaluated at compilation time. Therefore, the variable i cannot
be a “constraint” variable, i.e., it must be a constant or a “local” variable, e.g., an
index of a Forall statement.
The compilation of a Forall statement can be illustrated with the following
example: Forall(i in 2..4) { m[i]<>m[i-1]; } results into the replication of
the constraint m[i]<>m[i-1] with the local variable i being replaced by the appropriate values: { m[2]<>m[1]; m[3]<>m[2]; m[4]<>m[3]; }. The compilation
techniques used for the expansion are quite similar to the ones used in the comprehension lists.
3.2

Architecture of the Tool

We describe the architecture of Simply depicted in Figure 1 throughout the process
of modeling and solving a CSP. Let the input of our compiler be the text ﬁle
(csp.y) 6 . In the compilation process all constants are replaced by their associated
value, and variables are translated into SMT integer variables. The restriction of
the variables to their domains results into equality and inequality predicates, for the
case of single values and the case of ranges of values, respectively. The translation
of the constraints typically results into a conjunction of QF LIA predicates (see
Section 2) and, in some occasions, into a conjunction of QF IDL predicates. In
the end, the compilation process produces a ﬁle csp.smt in the standard SMT-LIB
format. The generated SMT problem instance can be solved by any of the SMT
solvers supporting the QF LIA logic. Solving the csp.smt with the desired SMT
solver will result into a sat or unsat answer (notice that those solvers are complete).
In addition, some of them can return a model (in particular, the values of the SMT
5

The Else branch, contrarily to the case of the If then else operator, is optional.
The parser for the language has been built using the Happy parser generator. This is why we use the .y
extension.
6
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Fig. 1. The architecture of Simply.

variables) when the problem is satisﬁable. In general the names of the variables are
easy to interpret. Nevertheless, we have left as future work the recovering process
from SMT solutions to values of the original variables in the csp.y ﬁle.

4

Complete Examples and Benchmarks

In this section we provide a complete encoding of the Golomb’s Ruler problem and a
complete encoding for a sudoku puzzle. We also comment on a table of benchmarks
for the following problems:
∙

Golomb’s ruler : A Golomb ruler of length 𝑙 with 𝑛 marks is deﬁned as a set of
𝑛 integers 0 ≤ 𝑎1 < 𝑎2 < ... < 𝑎𝑛 ≤ 𝑙 such that the 𝑚(𝑚 − 1)/2 diﬀerences
𝑎𝑗 − 𝑎𝑖 , 1 ≤ 𝑖 < 𝑗 ≤ 𝑛 are all distinct. In our formulation, given 𝑙 and 𝑛, we
are interested in ﬁnding a Golomb ruler of any length not greater than 𝑙. In the
benchmark table of Figure 4, the problem golomb ruler n l means solving the
problem for a ruler with 𝑛 marks and length at most 𝑙.

∙

Social Golfer : Given a set of 𝑝 players that want to play golf once a week, it
amounts to ﬁnd an arrangement for all of them into a number 𝑔 of groups of
size 𝑠 for 𝑤 weeks, in such a way that no two players play more than once
in the same group. The following relationship must hold among three of the
aforementioned quantities: 𝑝 = 𝑔 ∗ 𝑠. In the benchmark table of Figure 4, the
problem social golfer w g s means solving the problem for 𝑤 weeks, 𝑔 groups
of size 𝑠.

∙

Queens: Given a number 𝑞 of queens of the chess game, assuming that we place
one queen per column in a board of 𝑞 × 𝑞 size, we have to ﬁnd the row for each
queen such that no queen threats any other. In the benchmark table of Figure 4,
the problem queens q means solving the problem for 𝑞 queens.

∙

Sudoku: The classic puzzle.

The encoding of the Golomb’s ruler problem is given in Figure 2. In Data we
deﬁne the two constants for each instance of the problem: the length of the ruler
l and the number of marks n. In Variables we declare the array m of n integer
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variables with domain a, deﬁned in Domains (the values from 0 to l). Then we
post the required constraints: we ﬁrstly enforce marks to be all diﬀerent, then we
break some symmetries by ordering the marks and ﬁnally, we enforce all distances
between any pair of marks to be diﬀerent.
Problem: GolombRuler
{ Data { l:=55; n:=10; }
Domains { Dom a=[0..l]; }
Variables { IntVar m[n]::a; }
Constraints {
Forall(i in [1..n-1]) { m[i]<m[i+1]; }
Forall(i in [1..n]) {
Forall(j in [i+1..n]) {
Forall(k in [1..n]) {
Forall(h in [k+1..n]) {
If ((i<>k) Or (j<>h)) Then
{ m[i]-m[j]<>m[k]-m[h]; }
}
}
}
}
}
}
Fig. 2. A naive encoding of the Golomb’s ruler problem with 𝑙 = 55 and 𝑛 = 10.

The encoding of the benchmarked sudoku is given in Figure 3. The relevant
code is the last Alldifferent where we enforce the 9 internal squares to have the
9 diﬀerent values using a comprehension list.
We have run the SMT solvers which participated in the QF LIA division of
the Satisﬁability Modulo Theories Competition 7 (SMT-COMP) 2008 against some
benchmarks generated with Simply from the previously deﬁned problems. We want
to remark that all benchmarks correspond to naive formulations of these classic
CSPs. Figure 4 shows the time in seconds spent by each solver in each problem.
The timeout was set to 600 seconds. The benchmarks were executed on a 3.00 GHz
Intel Core 2 Duo machine with 2 Gb of RAM running under GNU/Linux 2.6. We
have not included the compilation time of Simply code into SMT-LIB format in
the table of Figure 4, because it has always been a few milliseconds.

5

Conclusion and Further Work

We have presented work in progress on a tool for easy CSP modeling and solving,
whose main novelty is the generation of SMT problem instances as output. Our
aim is to take advantage from the improvements that take place from year to year
in SMT solvers, and also to provide a tool for benchmark generation.
7

SMT-COMP: The Satisﬁability Modulo Theories Competition (http://www.smtcomp.org).
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Problem: Sudoku
{ Data { n:=9; }
Domains { Dom a=[1..n]; }
Variables { IntVar s[n,n]::a; }
Constraints {
s[1,3]=2; s[1,6]=1; s[1,8]=6;
s[2,3]=7; s[2,6]=4; s[3,1]=5;
s[3,7]=9; s[4,2]=1; s[4,4]=3;
s[5,1]=8; s[5,5]=5; s[5,9]=4;
s[6,6]=6; s[6,8]=2; s[7,3]=6;
s[7,9]=7; s[8,4]=8; s[8,7]=3;
s[9,2]=4; s[9,4]=9; s[9,7]=2;
Forall(i in [1..n])
{ AllDifferent([ s[i,j] | j in 1..n]);
AllDifferent([ s[j,i] | j in 1..n]); }
Forall(i in [0..2])
{ Forall(j in [0..2])
{ AllDifferent( [ s[f,c] | f in (1+i*3)..(3+i*3),
c in (1+j*3)..(3+j*3) ] ); }
}
}
}
Fig. 3. A naive encoding of a Sudoku puzzle.

golomb ruler 7 25
golomb ruler 8 34
golomb ruler 9 44
golomb ruler 10 55
social golfer 5 4 4
social golfer 6 5 5
social golfer 9 8 4
queens 8
queens 16
queens 24
sudoku

Z3.2

MathSAT-4.2

0.18
8.34
147.35
timeout
0.12
13.86
timeout
0.00
0.18
6.67
0.00

0.66
5.45
13.70
timeout
2.52
49.83
timeout
0.09
7.16
197.63
0.68

CVC3-1.5
out
out
out
out

of memory
of memory
of memory
of memory
timeout
timeout
timeout
25.12
timeout
timeout
105.61

Barcelogic 1.3

Yices 1.0.10

0.30
43.32
timeout
timeout
9.48
timeout
timeout
0.11
8.16
298.50
1.70

0.21
0.64
586.96
timeout
0.89
4.47
timeout
0.01
3.04
23.54
0.41

Fig. 4. Time in seconds spent on some classic problems (naive version).

Much work is still to be done in the development of Simply to make it competitive with other tools for CSP solving. We distinguish among three aspects:
5.1

Features of the Tool

Probably the most important aspect of future work is to study the way of obtaining better SMT encodings from our source language. This can be done either by
obtaining less naive translations of constraints, especially for global ones, and by
introducing new theories and logics. For instance, (uni-dimensional) arrays of integers of Simply programs can be ﬂattened into integer variables (as we currently do)
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or they can be directly translated to SMT array variables. Nevertheless, since SMT
solvers highly diﬀer in the treatment given to diﬀerent theories and logics, much
experimentation has to be done in order to decide a suitable encoding for every
construct. The positive aspect of this is that we can look at Simply as a platform
for SMT benchmarking.
¿From the aforementioned experimentation, we would like Simply to be able to
automatically determine a suitable logic for each problem. Another option could be
letting the user indicate the desired target logic.
As said in Section 3.2, we need to provide a translation-back module for every
SMT solver, in order to translate the model found (if any) to a set of values for the
original Simply program variables. This module will not be unique since there is
no standard language for the SMT solver solution 8 answers.
Finally, a less important aspect that has to be improved is error messaging.
5.2

The Input Language

The input language has to be extended in several directions. For example, input/output operations should be added in order to, e.g., be able to load a problem
instance from a ﬁle. We also want to let the users deﬁne their own predicate constraints. Concerning the declarativeness of the language, we plan to add more global
constraints as, for instance, cumulative, circuit and element. We also plan to add set
variables and therefore to provide global constraints on them. We believe that the
use of the bit-vectors theory for codifying those constraints can result in compact
SMT instances that can be solved eﬃciently.
The addition of optimization capabilities to Simply heavily depends on having
those capabilities already implemented in SMT solvers. However, apart from the
work reported in [12], optimization is not the main interest of the SMT community
and so it is not supported in the currently available SMT solvers. Certainly, a
possibility to circumvent the fact that current SMT solvers do not provide support
for optimization, could be to transform the optimization problem into a decision
problem by adding the objective function as an additional constraint, and then
compute the optimum with (e.g. linear or binary) search. However, this would have
the drawback of having to start from scratch at each search.
5.3

Benchmarking

We have done some benchmarking between diﬀerent SMT solvers on a few classic
constraint satisfaction problems. Many additional experiments need to be done in
order to know which kind of problems can be solved in reasonable time by using
our tool. For this reason we plan, on the one hand, to do some experiments with
industrial problems and, on the other hand, to compare the performance of stateof-the-art SMT solvers with other CSP solvers on the same problems. However, let
us recall that Simply is intended to be, not only a CSP solving tool, but also a
benchmark generator for SMT.
8

There exist SMT solvers that cannot even be queried for a model.
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Dept. Didáctica de las Matemáticas
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Abstract
Laziness restricts the exploitation of parallelism because expressions are evaluated only on demand. Thus,
parallel extensions of lazy functional languages, like Haskell, usually override laziness to some extent. The
purpose of the present work is to analyze how and to which extent strictness should be introduced in a
lazy language to design a parallel extension of it. Towards this end, we have considered diﬀerent evaluation
strategies mixing laziness and eagerness for the language Eden —a parallel extension of Haskell—, we have
given formal deﬁnitions for each, and we have implemented them in an interpreter to be able to run examples
with alternative evaluation models, so that we can observe the intermediate and ﬁnal states of the processes
in the system, in terms of heap of closures. Although the study is based on Eden, the concepts involved
and the conclusions that we have obtained can be transferred to other parallel and functional languages.
Keywords: Functional programming, parallelism, semantics, distribution.

1

Introduction

Functional languages provide an excellent basis for reliable parallel programming.
The key factor is referential transparency. Thanks to this property alternative
orders of evaluation that preserve the meaning of an expression are possible.
Functional parallel approaches can be classiﬁed by the level of control of parallelism (see [11]), ranging from automatic parallelizations to explicit process creation.
Many of these proposals are parallel extensions of sequential functional languages.
1

Work partially supported by the Spanish projects TIN2006-15578-C02-01, TIN2006- 15660-C02-01, S0505/TIC/0407, and CCG08-UCM/TIC-4124.
2 Email: mhidalgo@edu.ucm.es
3 Email: yolanda@sip.ucm.es

IX Jornadas sobre Programación y Lenguajes
I Taller de Programación Funcional
P. Lucio, G. Moreno y R. Peña, Eds.
San Sebastián, 8-11 de septiembre de 2009

Hidalgo-Herrero & Ortega-Mallén

For instance, the lazy functional language Haskell [14] has been used as the basis of
a large and varied set of parallel and distributed languages (see [16]).
As a lazy language, Haskell adopts normal order evaluation, avoiding repeated
computations by sharing reductions. This lazy approach restricts the exploitation
of parallelism because expressions are evaluated only on demand. Thus, parallel
versions of Haskell override laziness as follows:
Speculative work Some languages allow the evaluation of parts of the code that
have not been demanded yet. This does not necessarily change the underlying sequential lazy semantics, because the overall result of the program can be obtained
even if some speculative subtask does not ﬁnish; this is achieved by guaranteeing
that the scheduler prefers to evaluate the computations of the main process. In
this case, speculation only inﬂuences the eﬃciency of the system. Examples of
this kind of speculative computation are the par operator deﬁned in GpH [15],
and the eager process creation in Eden [12].
Introducing strictness A more drastic way of overriding laziness is to force the
evaluation of some portions of the code before the result is really needed. Thus,
the underlying lazy semantics is modiﬁed. Examples of this second form are the
strict operator (seq) introduced in GpH, or forcing the reduction to normal form
of the values that are to be transmitted through channels in Eden. Similarly, the
transmission of lists in Caliban is head-strict, and data-parallel versions of Haskell
introduce strictness in the use of some predeﬁned data types (mainly lists) [2].
Mixed (lazy and strict) evaluation has already been introduced in declarative
languages (like, for instance, OzFun [8]) and analyzed in a sequential context (see
[17,18] for a discussion on advantages and risks of this combination, and [3] for
semantic properties), but few work has been done to carefully analyze how and to
which extent strictness should be introduced in a lazy language to design a parallel
extension of it. Towards this end, in [6,7] we have considered alternative evaluation
models for the language Eden, and we have implemented an interpreter, written in
Haskell, capable of dealing with all of them. The interpreter was combined with a set
of proﬁling tools in order to analyze the inﬂuence of the evaluation strategies in the
performance of some chosen parallel skeletons implemented in Eden. The purpose
of the present work is to depart from those experimental evaluations and to achieve
a more rigorous and complete comparative analysis. Therefore, the contributions of
this paper are an extension of the spectrum of evaluation strategies mixing laziness
and strictness, and the formalization of each evaluation model. Although the study
is based on Eden , the involved concepts and the conclusions that we have obtained
can be transferred to other parallel functional languages.
The paper is organized as follows: We start with a brief introduction to parallelism in Eden, and we describe the calculus used for our analysis. In Section 3 we
discuss on the possible evaluation strategies, and we give a classiﬁcation of these
around three concepts. Then in Section 4 we present a distributed operational semantics for the calculus, and we formalize the evaluation strategies deﬁned before.
In Section 5 we present a collection of examples that shows how the evaluation
strategies may aﬀect issues like termination or deadlock. We conclude with a summary discussion on the lazy-eager combinations and outline future work.
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𝑥 ∈ Var , 𝐸 ∈ Exp
variable
𝜆-abstraction
application
process instantiation
local declaration

p

−→

q

Figure 1. Eden’s restricted core syntax

2

𝑥1 # 𝑥2

𝑐ℎ𝑖 ∼ 𝑥2

𝑥
\𝑥.𝐸
𝑥1 𝑥2
𝑥1 # 𝑥2
let {𝑥𝑖 = 𝐸𝑖 }𝑛𝑖=1 in 𝑥

𝑐ℎ𝑜 ∼ 𝑥1 𝑥2

𝐸 ::=
∣
∣
∣
∣

p

Figure 2. Process creation in Eden

Parallelism in Eden

Coordination in Eden is based on two concepts: explicit deﬁnition of processes and
implicit stream-based communication [9]. In the same way as there is a distinction
between function deﬁnition and application, Eden includes process abstractions, i.e.
abstract schemes for process behavior, and process instantiations for the actual
creation of processes. For an introduction to the language Eden, its syntax and
applications, the reader is referred to [12]. In this section we just explain the basic
mechanisms of Eden for parallelism, i.e. process creation and value communication.
Figure 1 shows the restricted 4 (abstract) syntax of an untyped 𝜆-calculus extended with recursive lets and process instantiation. This simple calculus captures
the essence of Eden and proves to be suﬃcient for our purposes.
For simplicity, we have identiﬁed process abstractions with one-argument functions, so that new processes are created with only one input (from parent to child)
and one output (from child to parent) channel. Moreover, although Eden deals
with streams —possibly inﬁnite sequences of data—, in our calculus just one-value
channels are considered. When evaluating an expression 𝑥1 # 𝑥2 inside a process
𝑝, a new child process 𝑞 is created. Process 𝑞 evaluates 𝑥1 𝑥2 and returns to its
parent the result via its output channel (𝑐ℎ𝑜 ). In order to carry out this evaluation,
𝑞 receives from 𝑝 the value of 𝑥2 through its input channel (𝑐ℎ𝑖 ). The diagram in
Figure 2 illustrates this behavior.
In order to favor parallelization, processes have to be created as soon as possible.
Therefore, while functional application is lazy, parallel application, i.e. process
instantiation, is eager. The next example shows how process instantiation behaves.
Example 2.1 Let us consider the following expression:
let 𝑥1 = 𝑥2 # 𝑥3,
𝑥2 = \𝑥6.𝑥6,
𝑥3 = \𝑥7.𝑥4,
𝑥4 = 𝑥5 𝑥5,
𝑥5 = \𝑥8.𝑥8 𝑥8
in 𝑥1

While evaluating the let-expression, the instantiation reaches the top level:
main (N. Children: 0)
𝐴
𝑚𝑎𝑖𝑛 7→𝑥1
𝐼

𝑥1 7→𝑥2 # 𝑥3
𝐼

𝑥2 7→\𝑥6.𝑥6
4

𝐼

𝑥3 7→\𝑥7.𝑥4
𝐼
𝑥4 7→𝑥5 𝑥5
𝐼
𝑥5 7→\𝑥8.𝑥8 𝑥8

A restricted syntax is considered to simplify the semantic rules, as in [10].
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Then a new process is created: 5
main (N. Children: 1)
𝐴
𝑐ℎ𝑖 7→𝑥3
𝐴
𝑚𝑎𝑖𝑛 7→𝑥1
𝐵
𝑥1 7→𝑐ℎ𝑜
𝐼
𝑥2 7→(\𝑥6.𝑥6)

𝐼

𝑥3 7→(\𝑥7.𝑥4)
𝐼
𝑥4 7→𝑥5 𝑥5
𝐼
𝑥5 7→\𝑥8.𝑥8 𝑥8

main.1 (N. Children: 0)
𝐴
𝑐ℎ𝑜 7→𝑥11 𝑥9
𝐵
𝑥9 7→𝑐ℎ𝑖
𝐼
𝑥11 7→\𝑥10.𝑥10

The evaluation of the main variable depends on the result calculated by the
child process, which in turn needs the value of channel 𝑐ℎ𝑖 to be send by the main
process. The communication of a 𝜆-abstraction implies de copy in the receiver of
all the closures related to the free variables of the 𝜆-abstraction (𝑥4 in our case). If
free variables are to be evaluated to whnf before the copy, then the evaluation of
the example does not terminate, because the evaluation of 𝑥4 leads to an endless
computation. By contrast, if free variables are allowed to be copied unevaluated,
then a value is obtained for the variable main, as shown in the Example 5.1.
The following section discusses the diﬀerent options for evaluating expressions
in our calculus.

3

Mixed evaluation strategies

Eden has been designed for distributed environments without shared memory between processes; therefore, bindings have to be copied from one heap to the other
when creating new processes or when communicating values. In this context, the
following questions can be formulated:
∙

In the expression 𝑥1 # 𝑥2 , it is clear that 𝑥2 has to be evaluated in the instantiating
process. But what about 𝑥1 ? Should the parent evaluate the expression before
copying it into the child’s heap?

∙

How should the free variables in a newly instantiated process be handled?

∙

What about the values communicated through the channels? To what extent
should they be evaluated before being communicated? Is it advisable to send the
extra work related to the free variables —with an unknown degree of evaluation—
to the receiver?

∙

Should an instantiation expression be copied from one heap to another? Or is it
more advisable to suspend the corresponding communication/process creation?

All these questions are related to the distribution of computation between processes: How much work should do the parent (resp. producer) of a process (resp.
value), and how much work should be left for the child (resp. consumer)? This is
a crucial point in any parallel language, and it is not particular to Eden, although
the features of Eden maybe oﬀer more possibilities for discussion.
It turns out that the alternatives can be expressed as diﬀerent mixtures of lazy
and eager evaluation. In fact, neither pure laziness nor eagerness are optimal, in
the sense that, for each proposal, examples can be found showing that the opposite
view would be much more eﬃcient.
5

The states shown for the examples have been obtained with an interpreter implemented in Haskell. The
generation of free variables returns names in the style 𝑥n, where n is an increasing integer.
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PAE

EBC𝑝

IC𝑝

(1)

parent

yes

no

(2)

child

yes

no

(3)

child

no

yes

(4)

child

no

no

EBC𝑣

IC𝑣

(a)

yes

no

(b)

no

yes

(c)

no

no

Table 1
Evaluation strategies

3.1

Keystones of the evaluation strategies

We can organize the evaluation strategies around three concepts:
Process Abstraction Evaluation (PAE) In the case of a process instantiation,
the evaluation of the process abstraction can be done either by the parent process,
or by the child. In the ﬁrst case, process instantiation could be more costly for the
instantiating process, but the programmer has a greater control of the sharing of
work between parent and child, that leads to the possibility of designing libraries
of process abstractions to create “slaves” to get the “hard work” done. The
performance of the processes created from these libraries is guaranteed, because
it will not depend on the context were processes are created.
Evaluation Before Copy (EBC) When copying bindings from a heap process
to another, it may be required that every needed binding —corresponding to
free variables in process/lambda abstractions— is previously evaluated. This
corresponds to a strict semantics as can be found for ML [13]. This option applies
to two situations: (1) when creating the initial heap of a new process (EBC𝑝 );
(2) when communicating a value through a channel (EBC𝑣 ).
There is also a choice of how much information should be sent to a child process.
For instance, we could decide not to send any information at ﬁrst, i.e. create
processes with empty heaps, so that information is only sent on demand, that ﬁts
better to a lazy strategy. This could be an option for shared memory, but we have
discarded it in a distributed setting, because it would lead to extra —and out
of time— communications; moreover, it would not be easy to determine where
to ﬁnd the needed information, and it would require to look for it through the
hierarchy of processes.
Instantiation Copy (IC) If the copy —from one heap to another— of process
instantiations is not permitted, then the action is blocked until the pending instantiation is resolved. This applies to process creation (IC𝑝 ) as well as to value
communication (IC𝑣 ).
Therefore we have ﬁve issues (PAE, EBC𝑝 , EBC𝑣 , IC𝑝 and IC𝑣 ), each with two
options: parent/child for PAE, yes/no for the rest. This gives a total of 25 = 32
combinations. Some of these can be discarded; for instance, if it is required that
every needed binding should be evaluated before its copy (EBC = yes), this should
imply the evaluation of pending instantiations too (i.e. IC = no), then the list is reduced to 18 options. Moreover, if it is required that the parent evaluates the process
abstraction (PAE = parent) then it is reasonable that also the parent evaluates the
needed bindings before they are copied to the heap of a new child (EBC𝑝 = yes).
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This then reduces the set to 12 strategies. By separating the discussion relating to
process creation from the options corresponding to communication, we can organize
the strategies in a table with four combinations. For each combination we have to
consider the three options permitted for communication (see table 1).

4

A distributed semantic model

The semantic model that we consider here has already been used to give a formal
semantics for Eden [4,5]. It embodies two levels of transitions: a lower level to
handle the local behavior of processes, and an upper level to describe global eﬀects
on the system, namely process creation and communication.
The evaluation of an expression of the calculus given in Figure 1 will require
in general the creation of several parallel processes. Each process will, in turn,
encompass a set of independently executing threads, each devoted to the production
of one output of the process.
To model communication we need a set of channel identiﬁers, Chan. In the
following, we use 𝑥, 𝑦, 𝑧 as program variables and 𝑐ℎ as a channel, while 𝜃 refers to
program variables as well as channels. 𝜂 represents a fresh renaming.
In our model, the state of evaluation of a process is represented by its heap
of closures, i.e. the set of bindings of identiﬁers (variables and channels) to expressions or channels. Following [1], each binding is considered a potential thread,
𝛼
and has associated a label indicating its state: 𝜃 7→ 𝐸 where 𝐸 ∈ Exp ∪ Chan,
and 𝛼 ::= 𝐼∣𝐴∣𝐵 corresponds, respectively, to Inactive (either not yet demanded or
already completely evaluated), Active (demanded and in execution), and Blocked
(demanded but waiting for the value of another binding).
The set dom(𝐻) contains the left-hand-side identiﬁers of a heap 𝐻. Notation
𝛼
𝛼
𝐻 + {𝜃 7→ 𝐸} (and also {𝜃 7→ 𝐸} + 𝐻) means that the heap 𝐻 is extended with the
𝛼
binding 𝜃 7→ 𝐸, and it is assumed that 𝜃 ∈
/ dom(𝐻).
To evaluate an expression 𝐸 ∈ Exp, the initial system consists only of the process
𝐴
main with an initial heap 𝐻0 = {main 7→ 𝐸}, where it is assumed that main is
a fresh variable. The system evolves through global steps. The tasks to be done
comprise parallel local evolution of all the processes in the system, process creation,
interprocess communication, and thread state management (like for instance, thread
unblocking and deactivation).
For the purpose of the present work we only describe here the rules for process
creation and communication. The rest of the operational rules are given in the
Appendix. For more details and explanations the reader is referred to [4,5].
4.1

Process creation

Processes are created by applying the rule given in Figure 3. In our calculus processes are eagerly created 6 when instantiations are found at the top-level, i.e. when
a variable in a heap is directly bound to a # -expression, even if that binding is not
active (i.e. it has not been demanded yet).
6

If process creation is lazy, then there is no parallelism.
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H1

...
H𝑛

S′

S
H𝑝
𝐻𝑝1
+
𝛼
𝜃 7→ 𝑥 # 𝑦

H1
pdfv (𝑥, 𝐻𝑝 ) = ∅

H′𝑝

𝐻𝑝1
+
𝛼
H𝑛 𝑥 7→𝐵 \𝑥.𝐸
𝜃 7→ 𝑐ℎ𝑜
𝐴
𝑐ℎ𝑖 7→ 𝑦

...

H𝑞
𝜂(𝑛ℎ(𝑥, 𝐻𝑝 ))
+
𝐴
𝑐ℎ𝑜 7→ 𝜂(𝑥) 𝑧
𝐵
𝑧 7→ 𝑐ℎ𝑖

Figure 3. Process creation

The thread evaluating the instantiation (variable 𝜃 at the parent side) is blocked
on a fresh output channel, 𝑐ℎ𝑜 , corresponding to the initial thread in the new child
process 𝑞. Correspondingly, the child gets a thread (𝑧) which is blocked on a new
input channel, 𝑐ℎ𝑖 , which is served by a new thread in the parent.
The absence of a common shared heap requires that every binding needed for
the evaluation of the free variables in the process abstraction is copied from the
parent to the child’s heap. For this purpose we use the function nh (needed heap),
where nh(𝐸, 𝐻) collects all the bindings in 𝐻 that are reachable from 𝐸.
As commented in Section 3, another possibility is to make this copy only on
demand, that is, whenever a process needs a variable that is not deﬁned in its heap,
it is demanded to the parent. However, it may occur that the needed variable is
not in the parent, but in one of its ancestors, or even in some oﬀspring (due to a
communication). Consequently, the cost of searching the owner of the variable may
be greater in comparison to the initial copy using function nh.
The deﬁnition of nh follows the same pattern as other recursive auxiliary functions of our semantics. Hence, we show the common cases by means of cc (that
replaces the corresponding function name):
cc(𝐸, ∅)
cc(𝑥, 𝐻)
cc(\𝑥.𝐸, 𝐻)
cc(𝑥1 𝑥2 , 𝐻)
cc(𝑥1 # 𝑥2 , 𝐻)
cc(let {𝑥𝑖 = 𝐸𝑖 }𝑛𝑖=1

∅
∅
if 𝑥 ∈
/ dom(𝐻)
cc(𝐸, 𝐻)
cc(𝑥1 , 𝐻) ∪ cc(𝑥2 , 𝐻)
cc(𝑥1 , 𝐻) ∪ cc(𝑥2 , 𝐻)
𝑛
∪
in 𝑥, 𝐻) = cc(𝑥, 𝐻) ∪ ( cc(𝐸𝑖 , 𝐻))
=
=
=
=
=

𝑖=1

Notice that the case cc(𝑥, 𝐻) where 𝑥 ∈ dom(𝐻) is missing. This is precisely
the signiﬁcant case in our auxiliary functions, and for nh —that is independent of
the semantic option chosen— is deﬁned as follows:
𝛼

𝐼

nh(𝑥, {𝑥 7→ 𝐸} + 𝐻) = {𝑥 7→ 𝐸} + nh(𝐸, 𝐻).

A process creation takes place only if it is feasible. This is detected by functions
dfv (demand of free variables) and pdfv (previous to dfv ), that will be formalized
in Section 4.3. The feasibility of a process creation depends on the evaluation
strategy, but at any case it is required that the process body does not depend on
a value to be communicated from some other process. Alternative design options
could be considered where process creations (and communications) are allowed even
if there is a dependency on a channel. However, this would lead to transform
communications 1-1 between processes to communications 1-n, that are much more
costly and diﬃcult to implement.
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S
H𝑝

H1

...
H𝑛

𝐻𝑝1
+
𝛼
𝑐ℎ 7→ \𝑥.𝐸

S′
′
H1 H𝑝

H𝑐
𝐻𝑐1
+
𝐵
𝜃 7→ 𝑐ℎ

dfv (𝐸, 𝐻𝑝 ) = ∅

...

𝐻𝑝1

H𝑛

H′𝑐
𝐻𝑐1
+
𝜂(𝑛ℎ(\𝑥.𝐸, 𝐻𝑝 ))
+
𝐴
𝜃 7→ 𝜂(\𝑥.𝐸)

Figure 4. Value communication

4.2

Communication

The rule for communication is sketched in Figure 4. A communication takes place
if there is a process with a channel (𝑐ℎ) bound to a value —a 𝜆-abstraction in our
calculus— and another process contains a variable (𝜃) blocked on this channel. The
bindings needed for the evaluation of the free variables in the communicated value
are copied from the producer’s to the consumer’s heap (𝑛ℎ). Similarly to the case
of process creation, this copy is done only if there is no dependency on pending
communications. Notice that the channel disappears after the communication
4.3

Formalization of semantic options

The semantics is parameterized by functions dfv and pdfv . Function dfv (demand
of free variables) checks the circumstances that cause a process creation (or a communication) to be suspended:
∙

A pending communication.

∙

A pending process creation.

∙

A free variable not bound to a 𝜆-abstraction.

Whereas all the evaluation strategies suspend when pending communications are
found, pending process creations are only considered when IC=no, and the last
condition only when EBC=yes. Consequently, three diﬀerent versions of dfv are
needed to express the evaluation strategies considered in table 1.
In order to take into account the option PAE, in the process creation rule the
function pdfv (previous to demand of free variables) is applied just before dfv :
=∅

pdfv (𝑥, 𝐻)

if 𝑥 ∈
/ dom(𝐻)

𝛼

pdfv (𝑥, {𝑥 7→ \𝑥.𝐸} + 𝐻) = dfv (𝐸, 𝐻) if PAE=parent
𝛼

= {𝑥 7→ 𝐸}

𝛼

= dfv (𝐸, 𝐻) if PAE=child

pdfv (𝑥, {𝑥 7→ 𝐸} + 𝐻)
pdfv (𝑥, {𝑥 7→ 𝐸} + 𝐻)

𝛼

if PAE=parent ∧ 𝐸 ∕= \𝑥.𝐸 ′

If PAE=parent then the process abstraction 𝑥1 —for an instantiation expression
𝑥1 # 𝑥2 — must be evaluated before proceeding with the creation. In this case, and
only if the corresponding expression is still unevaluated, i.e. it is not a 𝜆-abstraction,
pdfv returns a heap with a unique binding for 𝑥1 . Otherwise, pdfv just calls dfv .
Although dfv and pdfv test the feasibility of process creations and communications, they are not deﬁned just as boolean functions because the set of dependencies
is needed for generating demand in the scheduling rules (see [4,5] and the Appendix).
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Global
Rules

Evaluation Strategies
(1)(a)

(1)(b)

(1)(c)

(2)(a)

(2)(b)

(2)(c)

(3)(a)

(3)(b)

(3)(c)

(4)(a)

(4)(b)

(4)(c)

Process
Creation

pdfv 𝐼

pdfv 𝐼

pdfv 𝐼

pdfv 𝐼

pdfv 𝐼

pdfv 𝐼

pdfv 𝐼𝐼

pdfv 𝐼𝐼

pdfv 𝐼𝐼

pdfv 𝐼𝐼

pdfv 𝐼𝐼

pdfv 𝐼𝐼

Communication

dfv 𝐼

dfv 𝐼𝐼

dfv 𝐼𝐼𝐼

dfv 𝐼

dfv 𝐼𝐼

dfv 𝐼𝐼𝐼

dfv 𝐼

dfv 𝐼𝐼

dfv 𝐼𝐼𝐼

dfv 𝐼

dfv 𝐼𝐼

dfv 𝐼𝐼𝐼

Table 2
Deﬁnition of pdfv and dfv for each evaluation strategy

Next, the signiﬁcant cases for dfv (i.e. those not considered by the pattern cc)
are deﬁned for each evaluation strategy.
I. EBC=yes (⇒ IC=no)
𝛼

(1) dfv 𝐼 (𝑥, {𝑥 7→ \𝑥.𝐸 ′ } + 𝐻) = dfv 𝐼 (𝐸 ′ , 𝐻)
𝛼

𝛼

(2) dfv 𝐼 (𝑥, {𝑥 7→ 𝐸} + 𝐻)
𝐼

if 𝐸 ∕= \𝑥.𝐸 ′ ∧ 𝛼 ∕= 𝐵

= {𝑥 7→ 𝐸}

𝐵

𝐵

= {𝑥 7→ 𝑦} ∪ dfv (𝑦, 𝐻)

𝐵

= {𝑥 7→ 𝑥1 𝑥2 } ∪ dfv 𝐼 (𝑥1 , 𝐻)

(3) dfv (𝑥, {𝑥 7→ 𝑦} + 𝐻)
(4) dfv 𝐼 (𝑥, {𝑥 7→ 𝑥1 𝑥2 } + 𝐻)

𝐼

𝐵

𝐵

𝐵

(5) dfv 𝐼 (𝑥, {𝑥 7→ 𝑥1 # 𝑥2 } + 𝐻) = {𝑥 7→ 𝑥1 # 𝑥2 } ∪ dfv 𝐼 (𝑥1 , 𝐻)
𝐵

𝐵

(6) dfv 𝐼 (𝑥, {𝑥 7→ 𝑐ℎ} + 𝐻)

= {𝑥 7→ 𝑐ℎ}

If 𝑥 is already bound to an abstraction (1), then dfv 𝐼 must gather the free
variables corresponding to this value. Otherwise, the binding for 𝑥 is collected (2),
and if this binding is blocked, then the following cases must be considered:
(i) If it is blocked on another variable (3), then dfv 𝐼 continues with the binding
for this second variable.
(ii) If it is blocked either on an application (4) or an instantiation (5), then dfv 𝐼
continues checking the corresponding abstraction (function/process).
When 𝑥 is blocked on a channel (6), it is unnecessary to go further, because a
channel appears at most once in a heap.
II. EBC=no, IC=yes
With this combination, the only reason to suspend a communication or a process
creation is a dependency on a channel (i.e. pending communication):
𝐵

𝐵

dfv 𝐼𝐼 (𝑥, {𝑥 7→ 𝑐ℎ} + 𝐻) = {𝑥 7→ 𝑐ℎ}
𝛼

dfv 𝐼𝐼 (𝑥, {𝑥 7→ 𝐸} + 𝐻) = dfv 𝐼𝐼 (𝐸, 𝐻) if 𝐸 ∈
/ Chan

III. EBC=no, IC=no
In this case dfv 𝐼𝐼𝐼 detects dependencies on instantiation expressions and channels:
𝛼

𝛼

𝐵

𝐵

= {𝑥 7→ 𝑐ℎ}

𝛼

= dfv 𝐼𝐼𝐼 (𝐸, 𝐻)

dfv 𝐼𝐼𝐼 (𝑥, {𝑥 7→ 𝑥1 # 𝑥2 } + 𝐻) = {𝑥 7→ 𝑥1 # 𝑥2 }
dfv

𝐼𝐼𝐼

dfv

𝐼𝐼𝐼

(𝑥, {𝑥 7→ 𝑐ℎ} + 𝐻)
(𝑥, {𝑥 7→ 𝐸} + 𝐻)

if 𝐸 ∕= 𝑥1 # 𝑥2 ∧ 𝐸 ∈
/ Chan

The versions of dfv and pdfv corresponding to the evaluation strategies given in
Table 1 are summarized in Table 2.

5

Applications

In this section we include some examples that show the behavior of a program under
diﬀerent evaluation strategies.
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5.1

Termination

The termination of a program may depend on the semantic option chosen. It is the
case of the following example:
Example 5.1 Let us consider again the expression given in Example 2.1. As explained before, if free variables are to be evaluated to whnf before being copied
(EBC=yes), then the evaluation never terminates, because the communication from
the main process to its child is impossible:
main.1 (N. Children: 0)
main (N. Children: 1)
𝐼
𝐵
𝐼
𝑥3 7→ \𝑥7.𝑥4
𝑐ℎ𝑜 7→ 𝑥11
𝑐ℎ𝑖 7→ \𝑥7.𝑥4
𝐴
𝐵
𝐵
𝑥4 7→ 𝑥5 𝑥5
𝑥9 7→ 𝑐ℎ𝑖
𝑚𝑎𝑖𝑛 7→ 𝑥1
𝐼
𝐼
𝐵
𝑥5 7→ \𝑥8.𝑥8 𝑥8
𝑥11 7→ \𝑥10.𝑥10
𝑥1 7→ 𝑐ℎ𝑜
𝐼

𝑥2 7→ \𝑥6.𝑥6

By contrast, if free variables are allowed to be copied unevaluated (EBC=no),
then the evaluation comes to an end, and the ﬁnal system obtained is:
main.1 (N. Children: 0)

main (N. Children: 1)
𝐼

𝑚𝑎𝑖𝑛 7→ \𝑥20.𝑥23
𝐼

𝑥1 7→ \𝑥20.𝑥23
𝐼
𝑥2 7→ \𝑥6.𝑥6
𝐼
𝑥3 7→ \𝑥7.𝑥4

𝐼

𝑥4 7→ 𝑥5 𝑥5
𝐼
𝑥5 7→ \𝑥8. 𝑥8 𝑥8
𝐼
𝑥23 7→ 𝑥24 𝑥24
𝐼
𝑥24 7→ \𝑥22.𝑥22 𝑥22

𝐼

𝑥9 7→ \𝑥12.𝑥15
𝐼
𝑥11 7→ \𝑥10.𝑥10
𝐼
𝑥15 7→ 𝑥16 𝑥16
𝐼
𝑥16 7→ \𝑥14.𝑥14 𝑥14

The example shows that strictness on free variables may lead to non-termination.
5.2

Deadlock

In some contexts, and depending on IC, a deadlock state is reached.
Example 5.2 Let us consider the following expression:
let 𝑥1 = 𝑥1 # 𝑥1,
𝑥2 = 𝑥3 # 𝑥4,
𝑥3 = \𝑥5.𝑥5,
𝑥4 = \𝑥6.\𝑥7.𝑥1
in 𝑥2

With the option IC=no, the communication from the parent to the child cannot
take place because 𝑥1 7→ 𝑥1 # 𝑥1 cannot be copied. Consequently, the system gets
deadlocked:
main (N. Children: 1)

main.1 (N. Children: 0)

𝐼

𝑐ℎ𝑖 7→\𝑥6.(\𝑥7. 𝑥1)
𝐵
𝑚𝑎𝑖𝑛 7→ 𝑥2
𝐵
𝑥1 7→ 𝑥1 # 𝑥1
𝐵
𝑥2 7→ 𝑐ℎ𝑜

𝐵

𝑐ℎ𝑜 7→ 𝑥8
𝐵
𝑥8 7→ 𝑐ℎ𝑖
𝐼

𝑥16 7→\𝑥9. 𝑥9

𝐼

𝑥3 7→\𝑥5. 𝑥5
𝐼
𝑥4 7→\𝑥6.(\𝑥7. 𝑥1)

Nevertheless, in a lazier context with IC=yes, the communication from the parent to the child is achieved successfully, and the evaluation ends with a whnf value
bound to the main variable:
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main (N. Children: 1)

main.1 (N. Children: 0)

𝐼

𝑚𝑎𝑖𝑛 7→ \𝑥13.(\𝑥14. 𝑥12)
𝐵

𝑥1 7→ 𝑥1 # 𝑥1
𝐼
𝑥2 7→ \𝑥13.(\𝑥14. 𝑥12)
𝐼
𝑥3 7→\𝑥5. 𝑥5
𝐼
𝑥4 7→\𝑥6.(\𝑥7. 𝑥1)
𝐵
𝑥12 7→ 𝑥12 # 𝑥12

𝐼

𝑥8 7→ \𝑥11.(\𝑥19. 𝑥10)
𝐼
𝑥16 7→\𝑥9. 𝑥9
𝐵
𝑥10 7→ 𝑥10 # 𝑥10

Although three process instantiations remain (self)blocked, these are unimportant
because the variables are not needed (speculative work).
Therefore, in order to avoid deadlock, IC should be yes. However, sharing is
reduced in this option, and if a process creation is copied to several children, then
a duplication of work may occur.
5.3

Too costly children

Creating a child process may not be proﬁtable for the parent. The following example
illustrates this situation when EBC𝑣 =yes.
Example 5.3 Let us consider the following expression:
let 𝑥1 = 𝑥3 𝑥2,
𝑥2 = \𝑥6.𝑥6,
𝑥3 = 𝑥2 𝑥2,
𝑥4 = \𝑥7.\𝑥8.𝑥1 𝑥2,
𝑥5 = 𝑥2 # 𝑥4
in 𝑥5

The new process is created during the ﬁrst (global) step:
main (N. Children: 1)
main.1 (N. Children: 0)
𝐴
𝐼
𝐴
𝑐ℎ𝑖 7→ 𝑥4
𝑥3 7→ 𝑥2 𝑥2
𝑐ℎ𝑜 7→ 𝑥11 𝑥9
𝐴
𝐼
𝐵
𝑚𝑎𝑖𝑛 7→ 𝑥5
𝑥4 7→\𝑥7.\𝑥8.𝑥1 𝑥2
𝑥9 7→ 𝑐ℎ𝑖
𝐼
𝐼
𝐵
𝑥11 7→\𝑥10.𝑥10
𝑥1 7→ 𝑥3 𝑥2
𝑥5 7→ 𝑐ℎ𝑜
𝐼
𝑥2 7→\𝑥6.𝑥6

Variables 𝑥1 and 𝑥3 must be evaluated before the communication from the
parent to the child takes place:
main (N. Children: 1) main.1 (N. Children: 0)
𝐵
𝐵
𝑚𝑎𝑖𝑛 7→ 𝑥5
𝑐ℎ𝑜 7→ 𝑥9
𝐴
𝐴
𝑥1 7→\𝑥6.𝑥6
𝑥9 7→\𝑥12.\𝑥13.𝑥16 𝑥17
𝐼
𝐼
𝑥2 7→\𝑥6.𝑥6
𝑥11 7→\𝑥10.𝑥10
𝐼
𝐼
𝑥3 7→\𝑥6.𝑥6
𝑥16 7→\𝑥14.𝑥14
𝐼
𝐼
𝑥4 7→\𝑥7.\𝑥8.𝑥1 𝑥2
𝑥17 7→\𝑥15.𝑥15
𝐵
𝑥5 7→ 𝑐ℎ𝑜

Therefore, the parent has to do all the work in order to send to the child everything already evaluated, while the activity of the child is reduced to return back (to
the parent) the same value that it has just received from it!
The last example shows a situation where a process creation is not proﬁtable
because PAE=parent.
Example 5.4 Let us consider the following expression:
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let 𝑥1 = 𝑥2 # 𝑥3,
𝑥2 = 𝑥3 𝑥4,
𝑥3 = \𝑥7.𝑥7,
𝑥4 = 𝑥3 𝑥5,
𝑥5 = 𝑥3 𝑥6,
𝑥6 = 𝑥3 𝑥3
in 𝑥1

After evaluating the let-expression we obtain:
main (N. Children: 0)
𝐴
𝐼
𝑚𝑎𝑖𝑛 7→ 𝑥1
𝑥4 7→ 𝑥3 𝑥5
𝐼
𝐼
𝑥1 7→ 𝑥2 # 𝑥3
𝑥5 7→ 𝑥3 𝑥6
𝐼
𝐼
𝑥2 7→ 𝑥3 𝑥4
𝑥6 7→ 𝑥3 𝑥3
𝐼
𝑥3 7→\𝑥7. 𝑥7

The process creation is delayed until the process abstraction is evaluated. This
work is carried out by the parent in eleven global steps.
main (N. Children: 1)
main.1 (N. Children: 0)
𝐴
𝐼
𝐴
𝑐ℎ𝑖 7→ 𝑥3
𝑥3 7→\𝑥7.𝑥7
𝑐ℎ𝑜 7→ 𝑥18 𝑥8
𝐵
𝐼
𝐵
𝑚𝑎𝑖𝑛 7→ 𝑥1
𝑥4 7→\𝑥7.𝑥7
𝑥8 7→ 𝑐ℎ𝑖
𝐵
𝐼
𝐼
𝑥1 7→ 𝑐ℎ𝑜
𝑥5 7→\𝑥7.𝑥7
𝑥18 7→\𝑥9.𝑥9
𝐴
𝐼
𝑥2 7→\𝑥7.𝑥7
𝑥6 7→\𝑥7.𝑥7

Afterwards, the calculation performed by the child process only takes two further
steps. Once again, the parent has done most of the computation. Hence, if the
purpose of creating children is to delegate work, the suitable option is PAE=child.

6

Discussion and future work

The combination PAE=parent, EBC𝑝 =yes and EBC𝑣 =yes (IC𝑝 =no and IC𝑣 =no),
i.e. entry (1)(a) in Table 1, could be considered the most eager approach. This evaluation strategy tends to be more eﬃcient, because in many cases work duplication
is avoided, and the size of the data transmitted —either through communication
channels or by copying from heap to heap— is much smaller. It also beneﬁts from
a greater control of load balance and of communications, as the size of the transmissions depends exclusively on the type of the value to be communicated; while
in a context with EBC𝑣 =no there is no way to determine the expected size of a
transmission, as the “current state” of the free variables of the communicated value
must be packed and sent to the consumer, and the evaluation of these may depend
on very large objects.
The main argument against this eager strategy is that, as we have seen in the
ﬁrst example in Section 5, the evaluation of free variables in advance to create a
child may lead to a loss of the normal order, and this is a critical matter. As a
consequence, we cannot replace equals by equals, as any functional programmer
would expect.
As eagerness may lead to spend a lot of energy on useless work or even to
endless loops (Example 5.1), we can look for a way to provide the programmer with
some means to pass, when desired, unevaluated deﬁnitions as subexpressions of the
process abstraction, in order to be (or not to be) evaluated by the child process. A
natural way to do this is to encapsulate the expressions within 𝜆-abstractions. For
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example, if the programmer desires that some subexpression 𝑒𝑦 (bound to 𝑦, a free
variable of the process abstraction) is to be evaluated by the child process —instead
of the parent process—, then it can be encapsulated as \dummy.𝑒𝑦 , and bound to
𝑦 ′ ; the variable 𝑦 must be substituted by 𝑦 ′ (\𝑥.𝑥) in the abstraction. Thus, though
the option is EBC𝑝 =yes, the parent will not evaluate 𝑒𝑦 .
Eager

Lazy

\𝑥.𝑒
𝑦 ∈ Free(𝑒)
𝑦 7→ 𝑒𝑦

\𝑥.𝑒′
𝑦 ′ 7→ \dummy .𝑒𝑦
𝑒′ = 𝑒[𝑦 ′ (\𝑥.𝑥)/𝑦]

At the opposite extreme, the combination PAE=child, EBC𝑝 =no, EBC𝑣 =no,
IC𝑝 =yes, and IC𝑣 =yes ((3)(b) in Table 1) can be considered as the laziest one.
The load balance may be better under this strategy, in the cases where a parent
process does not share variables with its children, and the children themselves do
not share variables between them, because the parent has not to do all the work,
but can divide it among its children. In Example 5.3 we showed that load balance
is not well achieved when EBC𝑝 =yes. Moreover, as the parent does not evaluate
the free variables necessarily, less time is needed to create each child, although
the real gain depends on factors such as the work necessary to evaluate the free
variables, the amount of graph to be packed, etc. We wonder how often this kind
of situation occurs. We think that this problem can be solved methodologically if
the programmer tries not to use free variables or, at least, to use free variables that
do not require a big amount of work. In such cases, the performance is nearly the
same for both options of EBC𝑝 .
To gain eﬃciency in this approach, we can provide the programmer with some
means for evaluating the free variables eagerly at the parent side. This would allow
to share values, and also to send less work and/or data when packing the closures
for the child’s heap.
There are two ways of introducing eagerness:
∙

Sending the expressions (evaluated) bound to free variables through channels.

∙

Using the functions nf (evaluation of an expression to normal form) and seq
(strict sequential composition).

The problem with the ﬁrst approach is that currying is lost because in Eden
parameters can be curried while channels cannot. The second alternative is not as
elegant as the ﬁrst one, but it preserves currying. The programmer only needs to
force the evaluation of each free variable that it is desired to be evaluated before
the creation of the process.
For these reasons, we think that the evaluation strategy (3)(b) is the best option
and it favors parallelism, as processes are not burdened with much work before
creating a child. In fact, Eden is implemented according to this strategy.
In the case of a sharing memory setting, an option could be considered where the
evaluation of free variables in process abstractions (and communications) is carried
out by the parent, but only on demand. This would avoid work duplication.
As a future task, we will investigate how to apply similar techniques to other
parallel functional languages like GpH. Besides, it is our intention to widen the
325

Hidalgo-Herrero & Ortega-Mallén

calculus in order to include other Eden features such as streams. In this way, we
will be able to extend the work in [7] to consider all the semantic options explained
in this paper, and thus to analyze the inﬂuence of these evaluation strategies on
Eden skeletons.
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Sistemas Informáticos y Programación, Universidad Complutense de Madrid, 2004.
[5] M. Hidalgo-Herrero and Y. Ortega-Mallén. An operational semantics for the parallel language Eden.
Parallel Processing Letters (World Scientiﬁc Publishing Company), 12(2):211–228, 2002.
[6] M. Hidalgo-Herrero, Y. Ortega-Mallén, and F. Rubio. Analyzing the inﬂuence of mixed evaluation on
the performance of Eden skeletons. Parallel Computing, 32(7-8):523–538, 2006.
[7] M. Hidalgo-Herrero, Y. Ortega-Mallén, and F. Rubio. Comparing alternative evaluation strategies
for stream-based parallel functional languages. In Proceedings of the 18th International Workshop on
Implementation of Functional Languages, (IFL’06 selected papers), pages 55–72. LNCS 4449, Springer,
2007.
[8] K. Ibach. Ozfun: A functional language for mixed eager and lazy programming. In Jean-Luc Cochard,
editor, International Workshop on Oz Programming, pages 87–92. IDIAP, 1995.
[9] G. Kahn and D. MacQueen. Coroutines and networks of parallel processes. In IFIP’77, pages 993–998.
Eds. B. Gilchrist. North-Holland, 1977.
[10] J. Launchbury. A natural semantics for lazy evaluation. In ACM Symposium on Principles of
Programming Languages, POPL’93, pages 144–154. ACM Press, 1993.
[11] R. Loogen. Research Directions in Parallel Functional Programming, chapter 3: Programming
Language Constructs, pages 63–92. Eds. K. Hammond and G. Michaelson. Springer, 1999.
[12] R. Loogen, Y. Ortega-Mallén, and R. Peña. Parallel functional programming in Eden. Journal of
Functional Programming, 15(3):431–475, 2005.
[13] R. Milner, M. Tofte, and R. Harper. The deﬁnition of Standard ML. MIT Press, 1990.
[14] S. L. Peyton Jones. Haskell 98 language and libraries: the Revised Report. Cambridge University Press,
2003.
[15] P. W. Trinder, K. Hammond, J. Mattson Jr., A. Partridge, and S. L. Peyton Jones. GUM: a portable
implementation of Haskell. In Proceedings of Programming Language Design and Implementation,
PLDI’96, pages 78–88, Philadephia, USA, 1996. ACM Press.
[16] P. W. Trinder, H. W. Loidl, and R. F. Pointon. Parallel and Distributed Haskells. Journal of Functional
Programming, 12(4+5):469–510, 2003.
[17] M. van Eekelen and M. de Mol. Reasoning about explicit strictness in a lazy language using mixed
lazy/strict semantics. In Draft Proceedings of the 14th International Workshop on Implementation
of Functional Languages, IFL’02, pages 357–373. Dept. Sistemas Informáticos y Programación,
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𝐼

𝐴

𝐼

𝐴

𝐻 + {𝑥 7→ \𝑥.𝐸} : 𝜃 7→ 𝑥 −→ 𝐻 + {𝑥 7→ \𝑥.𝐸, 𝜃 7→ \𝑥.𝐸}
𝐼𝐴𝐵

si 𝐸 ≡
/ \𝑥.𝐸 ′

𝐴

𝐴𝐴𝐵

(value)

𝐵

𝐻 + {𝑥 7→ 𝐸} : 𝜃 7→ 𝑥 −→ 𝐻 + {𝑥 7→ 𝐸, 𝜃 7→ 𝑥}
𝐴

(demand)

𝐵

𝐻 : 𝑥 7→ 𝑥 −→ 𝐻 + {𝑥 7→ 𝑥}
𝐼𝐴𝐵

si 𝐸 ≡
/ \𝑥.𝐸 ′

𝐴

(blackhole)

𝐴𝐴𝐵

𝐵

𝐻 + {𝑥 7→ 𝐸} : 𝜃 7→ 𝑥 𝑦 −→ 𝐻 + {𝑥 7→ 𝐸, 𝜃 7→ 𝑥 𝑦}
𝐼

𝐴

𝐼

(app-demand)

𝐴

𝐻 + {𝑥 7→ \𝑧.𝐸} : 𝜃 7→ 𝑥 𝑦 −→ 𝐻 + {𝑥 7→ \𝑧.𝐸, 𝜃 7→ 𝐸[𝑦/𝑧]} (𝛽-reduction)
1 ≤ 𝑖 ≤ 𝑛, fresh(𝑦𝑖 )
𝐴

𝐻 : 𝜃 7→ let {𝑥𝑖 = 𝐸𝑖 } in 𝑥 −→
𝐼

−→ 𝐻 + {𝑦𝑖 7→

(let)

𝐸𝑖 [𝑦1 /𝑥1 , . . . , 𝑦𝑛 /𝑥𝑛 ]}𝑛
𝑖=1

𝐴

+ {𝜃 7→ 𝑥[𝑦1 /𝑥1 , . . . , 𝑦𝑛 /𝑥𝑛 ]}

Figure 5. Local rules

(WHNF unblocking)
𝐴

𝐵

𝐴

wUnbl

𝐴

𝑥 }⟩) −→ (𝑆, ⟨𝑝, 𝐻 + {𝑥 7→ \𝑥.𝐸 ′ , 𝜃 7→ 𝐸 𝑥 }⟩)
(𝑆, ⟨𝑝, 𝐻 + {𝑥 7→ \𝑥.𝐸 ′ , 𝜃 7→ 𝐸𝐵
𝐵

(WHNF deactivation)
𝐴

𝐼

deact

(𝑆, ⟨𝑝, 𝐻 + {𝜃 7→ \𝑥𝑧.𝐸}⟩) −→ (𝑆, ⟨𝑝, 𝐻 + {𝜃 7→ \𝑧.𝐸}⟩)
(blocking process creation)
𝑏𝑝𝑐

𝐼𝐴

𝐵

(𝑆, ⟨𝑝, 𝐻 + {𝜃 7→ 𝑥 # 𝑦}⟩) −→ (𝑆, ⟨𝑝, 𝐻 + {𝜃 7→ 𝑥 # 𝑦}⟩)
(process creation demand)
𝐼

si 𝑦 7→ 𝐸 ∈ pdfv (𝑥1 , 𝐻)
pcd

𝐵

𝐵

𝐴

(𝑆, ⟨𝑝, 𝐻 + {𝜃 7→ 𝑥1 # 𝑥2 }⟩) −→ (𝑆, ⟨𝑝, 𝐻 + {𝜃 7→ 𝑥1 # 𝑥2 , 𝑦 7→ 𝐸}⟩)
(value communication demand)
𝐼

si 𝑥 7→ 𝐸 ∈ dfv (\𝑥.𝐸, 𝐻)
𝐼

𝐼

vComd

𝐴

(𝑆, ⟨𝑝, 𝐻 + {ch 𝑜 7→ \𝑥.𝐸}⟩) −→ (𝑆, ⟨𝑝, 𝐻 + {ch 𝑜 7→ \𝑥.𝐸, 𝑥 7→ 𝐸}⟩)
Figure 6. Scheduling rules

Appendix
Local rules are included in Figure 5 and global rules in Figure 6, but for process
creation and communication that were explained in Section 4.
The parallel evolution of all the processes in the system is achieved by rules
(parallel-p) and (parallel):
(parallel-p)

(𝑖,1)
{𝐻𝑝

+

(𝑖,2)
𝐻𝑝

:

𝐴
𝜃𝑝𝑖 7→

𝐸𝑝𝑖

−→

(𝑖,1)
𝐻𝑝

+

(𝑖,2)
𝐾𝑝 ∣𝐻𝑝

par

(𝑖,1)

= 𝐻𝑝
𝑛

(𝑖,1)

𝑝
⟨𝑝, 𝐻𝑝 ⟩ =⇒𝑝 ⟨𝑝, (∩𝑖=1
𝐻𝑝

(𝑖,2)

+ 𝐻𝑝

𝐴

𝐴

𝑛

𝑝
+ {𝜃𝑝𝑖 7→ 𝐸𝑝𝑖 } ∧ 𝜃𝑝𝑖 7→ 𝐸𝑝𝑖 ∈ ℰℬ(𝐻𝑝 )}𝑖=1

𝑛

(𝑖,2)

𝑝
) ∪ (∪𝑖=1
𝐾𝑝

)⟩

where 𝑛𝑝 = ∣ℰℬ(𝐻𝑝 )∣, i.e. the number of evolvable bindings.
(parallel)
par

{⟨𝑝, 𝐻𝑝 ⟩ =⇒𝑝 ⟨𝑝, 𝐻𝑝′ ⟩}⟨𝑝,𝐻𝑝 ⟩∈𝑆
par

𝑆 =⇒ {⟨𝑝, 𝐻𝑝′ ⟩}⟨𝑝,𝐻𝑝 ⟩∈𝑆
†

The evolution of the system is deﬁned by the following sequence, where =⇒
†

stands for the reﬂexive transitive closure of −→:
par

comm

pc

wUnbl

deact

bpc

pcd

vComd

=⇒==⇒ ; =⇒ ; =⇒ ; =⇒ ; =⇒ ; =⇒ ; =⇒ ; =⇒
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Abstract
We present a semantic model for distributed lazy evaluation where parallelism overrides laziness due to
eager process creation and value communication. The semantics is a small-step operational one with two
levels: local rules for the internal behavior of each process, and global rules for the creation of processes,
their interactions, and scheduling. This semantics is proved to be correct and computational adequate
with respect to a standard denotational semantics. These relations are proved by deﬁning intermediate
semantics: a 1-processor operational semantics and an extension of the natural semantics deﬁned in [10].
Keywords: Formal semantics, parallelism, distribution, functional programming.

1

Introduction

As pointed out in [14], the increase of processors speed is reaching its limit. Consequently, other ways have to be explored to fulﬁll Moore’s law on computing performance and to satisfy the voracity of computer applications. A promising alternative
is to compute in parallel. Parallel (and concurrent) programming is not certainly
a novelty, but the low costs of computer components and chips have contributed
1
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to the proliferation of parallel and distributed machines, and nowadays most of the
new personal computers are multicore. This leads to the need for languages that
ease the complex job of parallel programming. The functional paradigm is claimed
to be a good candidate on account of its well-known advantages, such as abstraction,
expressiveness, referential transparency, and a clean semantic model.
Referential transparency permits the implementation of alternative orders of execution while retaining the functionality of a program. This property, inherent to
pure functional languages, is a key factor for the exploitation of parallelism in the
functional paradigm, ranging from a completely implicit parallelism —like for instance automatic parallelization— to an explicit parallelism where the programmer
distributes the computation among a set of communicating processes that even may
be located by the programmer himself at designated processors. In [11] an excellent
classiﬁcation of functional parallel approaches by level of control of parallelism can
be found. Many of these approaches are parallel extensions of sequential functional
languages. For instance, the lazy functional language Haskell [13] has been used as
the basis of a large and various set of parallel and distributed languages (see [16]
for a comprehensive survey of these). One of these parallel extensions of Haskell is
the language Eden [12] that includes a set of coordination features to control the
parallel evaluation of processes while keeping the high-level nature of the declarative paradigm. The meaning of each construction of Eden is deﬁned by using an
abstract machine, DREAM [4]. However, this is a very low level semantics dealing
with stacks and channels ports, and others formal semantics have been deﬁned for
Eden. In particular, a small-step operational semantics with an intermediate level
of abstraction has been presented in [7,6]. The distribution of the computation
among processes can be observed, as the semantic rules show clearly how processes
are created, how closures are copied from one process to another —in Eden there is
not shared memory— and how values are communicated during evaluation. In [7,6],
the main ideas for modelling a distributed computation are described, but no semantic properties like correctness —reductions preserve the meaning of terms—,
computational adequacy —reduction corresponds to a non-bottom denotation— or
determinacy —the ﬁnal value obtained for a term is independent of the number of
processors used during the evaluation— are given.
We therefore present a restricted and revised version of the semantics given in
[7,6] for a lazy and distributed 𝜆-calculus, which includes a parallel application that
instantiates a new process for computing the application speculatively.
Under a proper notion of abstraction where the underlying distributed process
system is ignored and only the functional relation is observed, the operational semantics is proved to be correct and adequate with respect to a standard denotational
semantics. We also prove determinacy for this operational semantics.

2

Operational Semantics

In this section, we ﬁrst present the calculus used in this work, then a small-step
operational semantics for this calculus is explained.
2.1

Syntax

We extend the calculus used in [10] (an untyped lambda calculus extended with recursive local declarations) with a parallel application that leads to process creation.
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P
𝑥#𝑦

P

−→

𝑥𝑦 ∼ 𝑜 6 𝑖 ∼ 𝑦
?

C
Fig. 1. Process creation

The abstract syntax is given by
𝑥, 𝑦 ∈ Var , 𝐸 ∈ EExp
𝐸 ::= 𝑥 ∣ 𝜆𝑥.𝐸 ∣ 𝑥 𝑦 ∣ 𝑥#𝑦 ∣ let {𝑥𝑖 = 𝐸𝑖 }𝑛
𝑖=1 in 𝑥

where Var represents the set of variables, and EExp the extended expressions.
The evaluation of a parallel application 𝑥#𝑦 inside a process P (the parent)
triggers the creation of a new process C (the child), and of two new channels communicating P and C. The parent process sends to the child the value for 𝑦 via
the input channel 𝑖, while the child process sends to its parent the value for the
application 𝑥 𝑦 through the output channel 𝑜. This is illustrated in Figure 1.
Notice that our syntax is restricted, so that arguments for functional and parallel
application are variables, and the body of the let-construct is a variable as well. This
facilitates the deﬁnition of the operational rules, and it can be easily achieved by
introducing new let-bindings. We also require that all variables are distinct (apply
𝛼-conversion). This restriction allows us to forget about scopes, and no garbagecollection is needed. In [10] Launchbury describes a similar normalization process,
although he only requires variables for the second argument of applications. This
turns to be insuﬃcient in our case 5 .
In the rest of the paper the following naming conventions are used: 𝑥, 𝑦, 𝑧 ∈
Var , identiﬁers representing variables; 𝑖, 𝑜, 𝑐ℎ ∈ Chan, channel identiﬁers to model
communications between processes; 𝜃, 𝜏 ∈ Var ∪ Chan; 𝑝, 𝑞 ∈ IdProc, process
identiﬁers; and 𝑊 ∈ Val , values. Expressions are evaluated to weak head normal
form (whnf ), therefore, Val contains the terms of the form 𝜆𝑥.𝐸.
2.2 Operational Semantics
Our semantic model has to reﬂect two features: distribution and laziness –or more
exactly, call-by-need. Thus, although computation is distributed between separate
processes with no shared memory, closures are shared inside each process. This
leads to a two-level structure: at the top-level we have a distributed system with
parallel processes; each process is represented at the lower-level by a heap of bindings
from variables to expressions. Heaps represent the state of the computation in each
process, and allow the sharing of closures. However, we have separate heaps for a
distributed computation.
Similarly to [2], we consider heaps consisting of labelled bindings of the form
𝛼
𝜃 7→ 𝐸, where 𝜃 ∈ Var ∪ Chan, 𝐸 ∈ EExp ∪ Chan, and 𝛼 ∈ {𝐴, 𝐼, 𝐵} is the label
representing its state (Active (𝐴), Inactive (𝐼) or Blocked (𝐵)). A labelled binding
can be seen as a computation thread, which is active when it is currently being
5

In fact, in [2] the evaluation of some apparently correct expressions gets blocked. This could be easily
corrected by restricting more their syntax.
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(process creation)
𝑝𝑐

𝛼

𝐵

𝐴

𝐴

𝐵

(𝑆, ⟨𝑝, 𝐻𝑝 + {𝜃 7→ 𝑥#𝑦⟩}) → (𝑆, ⟨𝑝, 𝐻𝑝 + {𝜃 7→ 𝑜, 𝑖 7→ 𝑦}⟩, ⟨𝑞, 𝜂(nh(𝑥, 𝐻𝑝 )) + {𝑜 7→ 𝜂(𝑥) 𝑧, 𝑧 7→ 𝑖}⟩)
(value communication)
𝛼

𝐵

𝑐𝑜𝑚

𝐴

(𝑆, ⟨𝑝, 𝐻𝑝 + {𝑐ℎ 7→ 𝑊 }⟩, ⟨𝑐, 𝐻𝑐 + {𝜃 7→ 𝑐ℎ}⟩) → (𝑆, ⟨𝑝, 𝐻𝑝 ⟩, ⟨𝑐, 𝐻𝑐 + 𝜂(nh(𝑊, 𝐻𝑝 )) + {𝜃 7→ 𝜂(𝑊 )}⟩)
Fig. 2. Process creation and value communication

evaluated, blocked when it is waiting for the evaluation of another binding before
its evaluation can proceed, and inactive in any other case.
A labelled heap, 𝐻 ∈ LHeap, is a ﬁnite set of labelled bindings, where all the
bindings have distinct names. A process is a pair of the form ⟨𝑝, 𝐻⟩ where 𝑝 ∈ IdProc
and 𝐻 is a labelled heap. A system 𝑆 is a nonempty set of processes. Initially a
system consists of a unique process with a unique (active) binding corresponding
to the expression main . The system evolves until either a value is obtained for the
main variable or the system gets blocked:
𝐴

𝐼

⟨𝑝0 , {main 7→ 𝐸}⟩ =⇒∗ ⟨𝑝0 , 𝐻 + {main 7→ 𝑊 }⟩, ⟨𝑝1 , 𝐻1 ⟩, . . . , ⟨𝑝𝑛 , 𝐻𝑛 ⟩ =⇒∗

where the transition =⇒ involves local and global rules. The former reﬂect the
internal behavior of each process in the system, i.e., the evolution of an individual labelled heap, whereas the latter model how processes interact between each
other, i.e., they describe process creation and communication, and they take care
of unblocking and deactivating the bindings too.
The rules are detailed and carefully explained in [6]. Here we just show a few
of them to illustrate how it works. For instance, local rules (value) and (demand)
model the evolution of an active thread bound to a variable,
(value)
(demand)

𝐼

𝐴

𝐼

𝐴

𝐴

𝐴

𝐵

𝐻 + {𝑥 7→ 𝑊 } : 𝜃 7→ 𝑥 −→ 𝐻 + {𝑥 7→ 𝑊, 𝜃 7→ 𝑊 }
𝐼

𝐻 + {𝑥 7→ 𝐸} : 𝜃 7→ 𝑥 −→ 𝐻 + {𝑥 7→ 𝐸, 𝜃 7→ 𝑥}

if 𝐸 ∈
/ Val

If the variable is already evaluated, then the value is copied to the demanding
thread (value). Otherwise, the corresponding thread is activated (in the case it was
inactive) and the demanding thread gets blocked (demand).
Parallel application introduces speculative parallelism, i.e., processes are created
as soon as possible. But the creation of a process or the communication of a value
can only be done if it is feasible, i.e., if the action to be executed does not depend
on another process creation or communication (see Figure 2). Each new process
is created with an initial heap containing every binding needed to compute the
process body (i.e., nh(𝑥, 𝐻𝑝 ) for 𝑥#𝑦 in process 𝑝). Similarly, the needed heap for
the communicated value (i.e., nh(𝑊, 𝐻𝑝 )) has to be copied into the receiver’s heap.
There are global rules that describe the execution in parallel of a set of active
bindings in the system. The possibility of evaluating simultaneously several active
bindings is restricted by the number of available processors and the amount of
permitted speculative parallelism. For instance, we can model a minimal semantics,
where no speculative computation is done, by evaluating only the bindings that have
been demanded by the expression main. Alternatively, we can model a maximal
semantics, where every speculative computation is carried out, by evolving every
active thread in each process.

3

Denotational semantics

If we just observe the ﬁnal value produced for the main expression, then we can prove
that our semantics is equivalent to a standard denotational semantics [1] where the
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Operational
Semantics
(1)
(2)
(3)
(4)

(1)

(2)

1-Processor
Semantics

Determinacy
Equivalence
Consistency
Correctness & Adequacy

Extended
Natural
Semantics

(4)

Denotational
Semantics

(3)
Natural
Semantics

Fig. 3. Semantics Equivalences Scheme

denotation for parallel application is the same as for functional application. This
means that speculative parallelism is semantically transparent, and it only aﬀects
the eﬃciency of the computation. As we have mentioned before, the diﬀerence
between the minimal and the maximal semantics that we have deﬁned above is
the amount of speculative work. Hence, the maximal semantics may create more
processes and produce more communications, but it will coincide with the minimal
semantics in the value obtained for the expression main 6 .
Abramsky’s denotational semantics is extended for giving meaning to the parallel
application and channels:
[[𝑥#𝑦]]𝜌 = [[𝑥 𝑦]]𝜌
[[𝜃]]𝜌 = 𝜌(𝜃)

and the type of the semantic function is changed to [[−
−]]𝜌 : EExp ∪ Chan → Env →
Val⊥ , where an environment 𝜌 ∈ Env = Var ∪ Chan 7→ Val⊥ maps variables and
channels to values.
This denotational semantics and the operational semantics given in the previous
section are too far apart to be related directly. The diagram of Figure 3 shows the
steps we have to follow. First, we prove the determinacy between the operational
semantics and a restricted version where only one processor is available. Second,
we prove that this sequentialized version is equivalent to Launchbury’s natural semantics extended with the parallel application (extended natural semantics). It is
also proved that this extension is consistent with the original natural semantics. Finally, we prove the correctness and computational adequacy of the extended natural
semantics with respect to the extended standard denotational semantics.

4

1-Processor Semantics

In order to facilitate the task of relating our small-step semantics with Launchbury’s
big-step semantics, we restrict the operational semantics given in Section 2 to the
case where there is only one processor available. For this purpose, we impose an
order in the evaluation of parallel threads, which is compatible with the minimal
semantics. As a consequence, there will be at most one active binding and we
can avoid having rules at two levels. Thanks to fresh renaming when creating
processes and communicating values, heaps associated to diﬀerent processes are
always disjoint. Therefore, we can consider a unique heap collecting all the bindings,
instead of a system formed by separated heaps.
Although there is no real parallelism in the case of one processor, we still create
processes as soon as possible, as expressed by the rule eager process creation (EPC):
6

With unlimited resources the main computation cannot get lost in speculative work.
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𝐼

𝐼

EPC

𝐼

𝐼

𝐼

𝐻 : 𝜃 7→ 𝑥#𝑦 −→ 1 𝐻 + {𝜃 7→ 𝑜, 𝑖 7→ 𝑦, 𝑜 7→ 𝜂(𝑥) 𝑧, 𝑧 7→ 𝑖} + 𝜂(nh(𝑥, 𝐻))
if 𝑥#𝑦 is feasible, where 𝑜, 𝑖, 𝑧 are fresh names and 𝜂 is a fresh renaming.

The (unique) heap is modiﬁed by adding a fresh renaming of the needed heap (bindings of free variables) for the process abstraction, but the active binding does not
evolve, and no new binding is activated. As before, only feasible process creations
(without dependencies) can be completed.
The rest of (local and global) rules are adapted to the 1-processor case allowing
only one active binding that triggers the evaluation; they are represented by the
transition −→1 . For example, the rule (process creation demand),
𝐼

𝐴

𝐴

𝐵(𝑧)

𝐻 + {𝑧 7→ 𝐸} : 𝜃 7→ 𝑥#𝑦 −→1 𝐻 + {𝑧 7→ 𝐸, 𝜃 7→ 𝑥#𝑦}

represents the case where a process creation has dependencies, being the ﬁrst one
𝐼
𝑧 7→ 𝐸 which is activated (if it was not already blocked), and the demanding process
creation is blocked. The labels for blocked bindings are now decorated with a name
𝐵(𝑧)

indicating the cause of the blocking, like 𝜃 7→ 𝑥#𝑦 in the rule above.
EPC

The transition relation has the form: =⇒1 = −→1 ; =⇒ 1 , i.e., a transition begins
with the application of one rule −→1 , and then the eager process creation rule is
applied repeatedly until all the feasible process creations have been completed.
4.1

Determinacy

First of all, we prove the determinacy of our operational semantics, i.e., the obtained
ﬁnal value is independent of the number of processors available. It is proved that
the operational semantics described in Section 2 and the operational semantics
described above compute the same values.
To relate both semantics, it is necessary to recover a process system from a
unique labelled heap of the 1-processor semantics, and conversely, to construct a
(unique) labelled heap when a process system is given. This can be easily achieved
𝛼
by adding a process identiﬁer to each binding (𝜃 7→ 𝐸). This identiﬁer is transparent
𝑝

for most of the adapted rules given for the 1-processor semantics, although care must
be taken when adding new bindings to put the correct process identiﬁer.
𝐴

The determinacy can be established by proving that if ⟨𝑝0 , {main 7→ 𝐸}⟩ =⇒∗ 𝑆
for some 𝐸 ∈ EExp, and 𝑆 =⇒∗ 𝑆 ′ , then there exists a computation 𝐻𝑆 =⇒∗1 𝐻𝑆 ′ ,
where 𝐻𝑆 (resp. 𝐻𝑆 ′ ) is the heap constructed from 𝑆 (resp. 𝑆 ′ ). And conversely,
𝐴

if {main 7→ 𝐸} =⇒∗1 𝐻 for some 𝐸 ∈ EExp, and 𝐻 =⇒∗1 𝐻 ′ , then there exists a
computation 𝑆𝐻 =⇒∗ 𝑆𝐻 ′ , where 𝑆𝐻 (resp. 𝑆𝐻 ′ ) is the process system recovered
from 𝐻 (resp. 𝐻 ′ ).

5

Extended Natural Semantics

We have to extend the natural semantics given in [10] with the parallel application. In the natural semantics, bindings are unlabelled and there is no notion of
blocked threads. In fact, during the derivation, some bindings —corresponding
to blocked evaluations— disappear from the heap. However, blocked bindings are
needed to determine whether a process creation is feasible or not. Therefore, we
extend Launchbury’s heaps with the set of bindings that have been blocked during
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(Process creation)
Γ + {𝑖 7→ 𝑦, 𝑜 7→ 𝜂(𝑥) 𝑧, 𝑧 7→ 𝑖} + 𝜂(nh(𝑥, Γ∗ )) : 𝜃 7→ 𝑜 ⇓ Δ : 𝜃 7→ 𝑊
Γ : 𝜃 7→ 𝑥#𝑦 ⇓ Δ : 𝜃 7→ 𝑊
∗
if ¬d(𝑥, Γ ), where Γ∗ = Γ ∪ Γ𝐵 ∪ {𝜃 7→ 𝑥#𝑦}
(Process creation demand)
𝐵(𝑧)

Γ + {𝜃 7→ 𝑥#𝑦} : 𝑧 7→

𝐸′

𝐵(𝑧)

⇓ Δ + {𝜃 7→ 𝑥#𝑦} : 𝑧 7→ 𝑊 ′

Δ + {𝑧 7→ 𝑊 ′ } : 𝜃 7→ 𝑥#𝑦 ⇓ Θ : 𝜃 7→ 𝑊

𝐸′}

Γ + {𝑧 7→
: 𝜃 7→ 𝑥#𝑦 ⇓ Θ : 𝜃 7→ 𝑊
∗
∗
∗
if d(𝑥, Γ ) ∧ fd(𝑥, Γ ) = 𝑧 7→ 𝐸 ′ ∧ 𝑧 ∕= 𝜃, where Γ = Γ ∪ Γ𝐵 ∪ {𝑧 7→ 𝐸 ′ , 𝜃 7→ 𝑥#𝑦}
(Communication)
Γ + {𝜃

𝐵(𝑐ℎ)

𝐵(𝑐ℎ)

7→ 𝑐ℎ} : 𝑐ℎ 7→ 𝐸 ⇓ Δ + {𝜃 7→ 𝑐ℎ} : 𝑐ℎ 7→ 𝑊

Γ + {𝑐ℎ 7→ 𝐸} : 𝜃 7→ 𝑐ℎ ⇓ sat(Δ ∪ 𝜂(nh(𝑊, Δ)) : 𝜃 7→ 𝜂(𝑊 )) : 𝜃 7→ 𝜂(𝑊 )
if ¬d(𝑊, Δ ∪ Δ𝐵 )
(Communication demand)
Γ + {𝜃

𝐵(𝑐ℎ)

7→ 𝑐ℎ} : 𝑐ℎ 7→ 𝐸 ⇓ Δ + {𝑧 7→ 𝐸 ′ , 𝜃
𝐵(𝑧)

𝐵(𝑐ℎ)

7→ 𝑐ℎ} : 𝑐ℎ 7→ 𝑊
𝐵(𝑧)

Δ + {𝑐ℎ 7→ 𝑊, 𝜃 7→ 𝑐ℎ} : 𝑧 7→ 𝐸 ′ ⇓ Θ + {𝑐ℎ 7→ 𝑊, 𝜃 7→ 𝑐ℎ} : 𝑧 7→ 𝑊 ′
Θ + {𝑧 7→ 𝑊 ′ , 𝑐ℎ 7→ 𝑊 } : 𝜃 7→ 𝑐ℎ ⇓ Λ : 𝜃 7→ 𝑊 ′′
Γ + {𝑐ℎ 7→ 𝐸} : 𝜃 7→ 𝑐ℎ ⇓ Λ : 𝜃 7→ 𝑊 ′′
∗
if d(𝑊, Δ ) ∧ fd(𝑊, Δ∗ ) = 𝑧 7→ 𝐸 ′ , where Δ∗ = Δ ∪ Δ𝐵 ∪ {𝑧 7→ 𝐸 ′ };
where 𝑧 ∈ Var and 𝑜, 𝑖, ∈ Chan are fresh names, and 𝜂 is a fresh renaming
Fig. 4. Extended natural semantics: process creation and communication

a derivation (heap of blockades). As in the 1-processor semantics deﬁned in the previous section, blocked bindings are annotated with a label that indicates in which
variable or channel the binding has been blocked. An extended heap (Γ) is a pair
⟨Γ, Γ𝐵 ⟩, where Γ is a labelled heap and Γ𝐵 is a heap of blockades, and verifying
that dom(Γ) ∩ dom(Γ𝐵 ) = ∅.
For describing the rules of the extended natural semantics, the expression that
is being evaluated is bound to a name, so that assertions have the form Γ : 𝜃 7→
𝐸 ⇓ Δ : 𝜃 7→ 𝑊 , where 𝜃 ∈
/ dom(Γ) ∪ dom(Δ).
As we have explained before, processes are created as soon as possible. Therefore,
extended heaps are saturated, i.e., there are no pending feasible process creations.
A process creation is feasible in a extended heap Γ = ⟨Γ, Γ𝐵 ⟩ if it has dependencies
neither in the heap Γ, nor in the name that is being evaluated. It is easy to prove
that the order in which process creations are completed when saturating an extended
heap is irrelevant.
The rules for our extended natural semantics are similar to those given in [10],
but including saturation, blocked bindings and names for the expression to be evaluated. We show only the additional rules that describe process creation and communication (see Figure 4). The rule Process creation corresponds to the case of
a feasible process creation, while the rule Process creation demand deals with the
case where dependencies (d) are detected: the ﬁrst dependency (fd) is evaluated,
and then the process creation is retried. The rules for communication calculate the
value associated to a channel. Demand is generated if the value to be communicated
has dependencies.
5.1

Consistency

The extended natural semantic is consistent with the original one, in the sense that,
if we consider expressions except for parallel application (𝐸 ∈ Exp), then the same
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value is obtained in both derivation systems, and the ﬁnal heaps can be related.
Theorem 5.1 (Consistency I) Let 𝐸 ∈ Exp. If ⟨Γ, Γ𝐵 ⟩ : 𝑦 7→ 𝐸 ⇓ ⟨Δ, Δ𝐵 ⟩ :
𝑦 7→ 𝑊 , then Γ : 𝐸 ⇓ Δ : 𝑊 .
Theorem 5.2 (Consistency II) Let 𝐸 ∈ Exp. If Γ : 𝐸 ⇓ Δ : 𝑊 , then for any
Γ𝐵 heap of blockades such that dom(Γ𝐵 ) ∩ (dom(Γ) ∪ dom(Δ)) = ∅, and for any
variable 𝑥 such that 𝑥 ∈
/ dom(Γ) ∪ dom(Γ𝐵 ) ∪ dom(Δ), we have ⟨Γ, Γ𝐵 ⟩ : 𝑥 7→ 𝐸 ⇓
⟨Δ, Δ𝐵 ⟩ : 𝑥 7→ 𝑊 .
5.2

Equivalence

The 1-processor semantics is equivalent to the extended natural semantics. We
relate the labelled heaps of the 1-processor semantics with the extended heaps of
the extended natural semantics. If 𝐻Γ (resp. 𝐻Δ ) is the related labelled heap of Γ
(resp. Δ), and Γ𝐻 (resp. Γ𝐻 ′ ) is the related extended heap of 𝐻 (resp. 𝐻 ′ ), then
we have the following result:
Theorem 5.3 (Equivalence) Let 𝐸 ∈ EExp ∪ Chan.
(i) Let Γ be an extended heap and 𝜃 ∈
/ dom(Γ). If Γ : 𝜃 7→ 𝐸 ⇓ Δ : 𝜃 7→ 𝑊 , then
𝐴

𝐴

there exists a computation, such that 𝐻Γ + {𝜃 7→ 𝐸} =⇒∗1 𝐻Δ + {𝜃 7→ 𝑊 }.
𝐴

𝐴

𝐴

(ii) Let 𝐻 + {𝜃 7→ 𝐸} be a labelled heap. If 𝐻 + {𝜃 7→ 𝐸} =⇒∗1 𝐻 ′ + {𝜃 7→ 𝑊 },
then it can be derived Γ𝐻 : 𝜃 7→ 𝐸 ⇓ Γ𝐻 ′ : 𝜃 7→ 𝑊 .

6

Properties

Now, we establish the fundamental properties of our operational semantics.
6.1

Correctness

It is proved that the extended natural semantics is correct with respect to the
extended denotational semantics given in Section 3. The correctness theorem states
that if there is a derivation where an expression obtains a value then its denotation
is not undeﬁned. This theorem is an extension of the one given by Launchbury
in [10]. Thanks to the equivalence between the extended natural semantics and the
1-processor semantics, the correctness of the 1-processor semantics is proved too,
i.e., if an expression evolves to a value, then its denotation is deﬁned.
𝐴

Theorem 6.1 (Correctness) Let 𝐸 ∈ EExp ∪ Chan, and 𝐻 + {𝜃 7→ 𝐸} a labelled
𝐴

𝐴

heap. If 𝐻+{𝜃 7→ 𝐸} =⇒∗1 𝐻 ′ +{𝜃 7→ 𝑊 }, then for every environment 𝜌, [[𝐸]]{{𝐻}}𝜌 =
[[𝑊 ]]{{𝐻 ′ }}𝜌 and {{𝐻}}𝜌 ≤ {{𝐻 ′ }}𝜌 .
6.2

Computational Adequacy

The computational adequacy ascertains that the denotation of an expression is deﬁned if and only if there is a computation where the expression evolves to a value.
This property is ﬁrst established for the extended natural semantics, but using the
equivalence theorem, the computational adequacy can be proved for our 1-processor
semantics too.
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Theorem 6.2 (Adequacy) Let 𝐸 ∈ EExp ∪ Chan and 𝐻 ∈ LHeap. Then
[[𝐸]]{{𝐻}}𝜌 ∕=⊥ iﬀ there exists 𝐻 ′ ∈ LHeap, 𝜃 ∈ Var ∪ Chan and 𝑊 ∈ Val , such
𝐴

𝐴

that 𝐻 + {𝜃 7→ 𝐸} =⇒∗1 𝐻 ′ + {𝜃 7→ 𝑊 }.

7

Past, Present and Future

Proving semantic properties like correctness or computational adequacy is much
more than just a theoretical exercise. The search for formal proofs of these properties has led to a deeper understanding of our distributed model and the interacting
of distribution and parallelism with laziness. Moreover, it has revealed some other
interesting features such as how to sequentialize parallel computations and to establish an order in evaluation demand.
Actually, the operational semantics for Eden of [7,6] is inspired by an operational
semantics for GpH [15] presented in [2]. In that work, labelled heaps are introduced
to consider bindings as parallel threads. They also have two kinds of rules: single
thread and multi-thread transitions, that relate roughly to our local and global
transitions, respectively. A big diﬀerence between the semantics for Eden and the
one for GpH is that in the latter language there is no notion of independent process;
parallelism is reduced to sparkling threads in a common memory. This implies that
there are not communications either. Besides, it is not necessary to copy bindings
from one process to another. Hence, the model is much simpler than ours. In [2]
correctness, adequacy and determinacy are proved for their operational semantics.
We are much indebted to this work: borrowing the main ideas that are used for
their proofs (which appear a bit more detailed in [3]) and adapting them to our case.
Our task has not only been complicated by the distributed memory, but also by
the eagerness in creating processes and evaluating communications. For instance,
our extension of Launchbury’s natural semantics could not be reduced to adding
rules for dealing with the parallel application (the only extension in the syntax).
We have needed to add information about blocked bindings, and to saturate heaps
to perform process creation eagerly.
The syntax used in [7,6] includes the parallel operator, and also communications
streams, dynamic channels and non-determinism; an immediate future work is to
extend the properties proved here to include these other features of Eden.
Although the semantic model presented here oﬀers insights on the distribution of
computation —it can be observed the systems of processes that have been created,
as well as the communications performed during evaluation—, for correctness, adequacy and determinacy, we have just considered the ﬁnal value that is calculated.
This relates to the value equivalence recently deﬁned in [5]; in this work, three
diﬀerent notions of equivalence between expressions are deﬁned. Roughly, two expressions are value equivalent if when they are evaluated on the same heap, the
same value is obtained; they are heap equivalent if the same ﬁnal heap is produced
(the value obtained may diﬀer); and they are strict equivalent if they coincide on
the value and on the ﬁnal heap. It turns out that for the language used in that work
—that includes the seq operator of GpH— value and strict equivalence are equal.
It would be interesting to investigate these equivalences in our semantics, and to
demonstrate elementary properties for our parallel application as those proved for
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seq —in [5] seq is proved to be idempotent, left-commutative and associative.
We are also interested in extending our results for observations broader than
functionality, like for instance work duplication, task distribution or value communication, that are meaningful in a parallel and distributed context. To this purpose,
the process system has to become part of the denotation of a program, so that
process creation and communication/synchronization are side-eﬀects produced by
the evaluation of expressions. This can be formalized by deﬁning denotational values with an additional parameter: the continuation, i.e., a state transformer which
gathers the eﬀect of the context where an expression is evaluated. There exists for
Eden a continuation-based denotational semantics [8,9,6], and our ultimate goal is
to prove the equivalence between this denotational semantics and the operational
one given in [7,6]. For this, we have to ﬁnd a way to relate the mechanism of
continuations with that of reduction for the operational semantics.
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Abstract
In this paper, we propose a new approach to define temporal logic programming languages based on a temporal extension
of resolution. We introduce the very expressive language TeDiLog that allows both eventualities and always formulas to
occur in the head and also in the body of clauses. The operational semantics of TeDiLog is formulated on the basis of
a resolution mechanism that dispenses with invariants, but produces new disjunctive clauses. As a consequence TeDiLog
combines the temporal and the disjunctive paradigms in logic programming. In this contribution, we restrict our presentation
to the propositional setting where the underlying logic Propositional Linear Temporal Logic (shortly, PLTL) is complete.
Hence, the equivalence between operational and the logical semantics can be fully achieved.
Keywords: Temporal Logic Programming, Linear Temporal Logic, Invariant-free Temporal Resolution, Disjunctive Logic
Programming, Refutation Procedure, Operational Semantics, Logical Semantics.

1

Introduction

Temporal logic programming (TLP) in a broad sense means programming in any language
that is based in a temporal logic. TLP is an important tool for describing dynamic systems,
therefore TLP is a central issue for many applications in computer science and artificial intelligence. The different approaches to TLP can be grouped into two categories depending
on their view of a program execution as, either a construction of a model, or a refutation
proof. The earliest languages TEMPURA and TOKIO, respectively proposed in [14] and
[2], are based on interval temporal logic and belong to the former class. Their objective
is to construct a Kripke model of a given formula and, to this end, the formula is interpreted similarly to an imperative program. Some other similar languages are proposed in
[3,10,13].
1
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The second category includes all languages that extend Horn clauses with temporal
connectives. Depending on the underlying execution mechanism these temporal Horn languages can be grouped into two sub-families. On one hand, the execution of the languages
proposed in [6,8,12] relies on a translation into the constraint logic programming (CLP)
paradigm using special temporal theories. On the other hand, there are some proposals of
TLP languages whose underlying execution mechanism extends classical resolution proof
system for handling temporal connectives. The best known of those languages are Templog [1], Chronolog [16] and Gabbay’s Temporal Prolog [9]. The implementation of both
Templog and Chronolog are based in two different temporal extensions of SLD-resolution,
called TSLD- and TiSLD-resolution, which respectively define their operational semantics.
The only allowed temporal operator in Chronolog clauses is the next time operator (∘). In
Templog the always operator (□ ) is allowed in clause heads and the eventually operator
(⋄ ) is allowed in clause bodies. However, Templog and Chronolog have the same expressive power and the same metalogical properties of existence of minimal model and fixpoint
characterization. Roughly speaking Templog and Chronolog programs are expressible using ∘ as the only temporal operator. This restriction is so strong that allows to reduce any
temporal program to a (possibly infinite) classical logic program. Gabbay’s Temporal Prolog is a very expressive language that allows two kinds of eventually connectives (future
and past), but does not allow □ in clause heads. This great expressiveness causes the lack
of the minimal model property. A resolution-based computation procedure is outlined in
[9] where it is also proved to be sound. As far as we know, the completeness property of
Gabbay’s Temporal Prolog has not been addressed.
In this paper, we propose a new approach to define TLP languages in the framework of
temporal extension of resolution. We introduce a very expressive TLP language that allows
both □ and ⋄ in clause heads and bodys. In particular, our language is strictly more expressive than Templog, Chronolog and Gabbays’s Temporal Prolog. We provide a system
of resolution rules and a computation mechanism. As a first step, and for clarity, the presentation of the system is restricted to the propositional setting. Our refutation procedure
is sound and complete with respect to the logical semantics of the logical consequences
of the program. We cannot expect to reach the classical minimal model property (shortly,
MMP) that assigns to any program a minimal model, which is the intersection of all its
models. The reason for that is twofold. First, the appearance of the non-conjunctive temporal connective ⋄ in clause heads and the non-finitary connective □ in clause bodies, both
separately, prevent from enjoying the MMP (see [15]). Gabbay’s Temporal Prolog also
lacks the MMP by the first reason above. Second, disjunctive logic programming (DLP)
does not enjoy the MMP even in the classical (non-temporal) case. As a consequence,
in the DLP framework the semantics of a program usually consists of the collection of
all its minimal models. Temporal disjunctive logic programming has previously been addressed in [11] where Chronolog is extended with DLP features. From the temporal point
of view, Disjunctive Chronolog has the same limitations as Chronolog. We conjecture that
the semantics of all minimal models would be well suited, as model-theoretic semantics,
for our temporal disjunctive logic programming language. Our resolution system requires
the expressive power of full temporal logic. That is, the resolution of a ⋄ -goal, necessarily generates subgoals involving the strictly more expressive operator “until”. Hence, we
directly formulate our language in terms of the temporal operators ”until” and ”release”.
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2

The Underlying Logic PLTL

A PLTL-formula is built using propositional variables (denoted by lowercase letters
𝑝, 𝑞, . . .) from a set Prop, the classical connectives ¬ and ∧, and the temporal connectives ∘
and 𝒰 . A lowercase Greek letter (𝜑, 𝜓, 𝜒, 𝛾, . . .) denotes a formula and an uppercase one
(Φ, Δ, Γ, Ψ, Ω, Π, . . .) denotes a finite set of PLTL-formulas. As usual other connectives
can be defined in terms of the previous ones: 𝜑∨𝜓 ≡ ¬(¬𝜑∧¬𝜓), 𝜑 ℛ 𝜓 ≡ ¬(¬𝜑 𝒰 ¬𝜓),
⋄ 𝜑 ≡ ¬𝜑 𝒰 𝜑, □ 𝜑 ≡ ¬⋄ ¬𝜑. Note that □ 𝜑 ≡ ¬𝜑 ℛ 𝜑. PLTL-formulas of the form 𝜑 𝒰 𝜓
and ⋄ 𝜑 are called eventualities. In the sequel, formula means PLTL-formula.
We use two kind of superscripts on unary connectives namely ⊗. First, ⊗𝑖 with 𝑖
varying on ℕ represents the sequence formed by 𝑖 ⊗, in particular empty for 𝑖 = 0. Second,
the especial case ⊗𝑏 for 𝑏 varying in {0, 1} which allows to represent a formula with or
without a prefixed ⊗. Along the rest of the paper superscripts 𝑏 and 𝑏′ range in {0, 1}.
A PLTL-structure ℳ is a pair (𝑆ℳ , 𝑉ℳ ) such that 𝑆ℳ is a denumerable sequence of
states 𝑠0 , 𝑠1 , 𝑠2 , . . . and 𝑉ℳ is a map 𝑉ℳ : 𝑆ℳ → 2Prop . Intuitively, 𝑉ℳ (𝑠) specifies
which atomic propositions are (necessarily) true in the state 𝑠. The formal semantics of
PLTL-formulas is given by the truth of a formula 𝜑 in the state 𝑠𝑗 of a PLTL-structure ℳ,
which is denoted by ⟨ℳ, 𝑠𝑗 ⟩ ∣= 𝜑, which is inductively defined as follows:
∙

⟨ℳ, 𝑠𝑗 ⟩ ∣= 𝑝 iff 𝑝 ∈ 𝑉ℳ (𝑠𝑗 ) for 𝑝 ∈ Prop

∙

⟨ℳ, 𝑠𝑗 ⟩ ∣= ¬𝜑 iff ⟨ℳ, 𝑠𝑗 ⟩ ∕∣= 𝜑

∙

⟨ℳ, 𝑠𝑗 ⟩ ∣= 𝜑 ∧ 𝜓 iff ⟨ℳ, 𝑠𝑗 ⟩ ∣= 𝜑 and ⟨ℳ, 𝑠𝑗 ⟩ ∣= 𝜓

∙

⟨ℳ, 𝑠𝑗 ⟩ ∣= ∘𝜑 iff ⟨ℳ, 𝑠𝑗+1 ⟩ ∣= 𝜑

∙

⟨ℳ, 𝑠𝑗 ⟩ ∣= 𝜑 𝒰 𝜓 iff there exists 𝑘 ≥ 𝑗 such that ⟨ℳ, 𝑠𝑘 ⟩ ∣= 𝜓 and ⟨ℳ, 𝑠𝑖 ⟩ ∣= 𝜑 holds
for every 𝑗 ≤ 𝑖 < 𝑘.

This formal semantics can be naturally extended to the above defined connectives ∨, ℛ , ⋄
and □ . Also the extension from formulas to sets of formulas can be made in the usual way:
⟨ℳ, 𝑠𝑗 ⟩ ∣= Φ iff ⟨ℳ, 𝑠𝑗 ⟩ ∣= 𝛾 for all 𝛾 ∈ Φ. We say that ℳ is a model of Φ, in symbols
ℳ ∣= Φ, iff ⟨ℳ, 𝑠0 ⟩ ∣= Φ. A satisfiable set of formulas has at least one model, otherwise it
is unsatisfiable. Two sets of formulas Φ and Ψ are equisatisfiable whenever Φ is satisfiable
iff Ψ is satisfiable. A formula 𝜒 is a logical consequence of a set of formulas Φ , denoted
as Φ ∣= 𝜒, iff for every PLTL-structure ℳ and every 𝑠𝑗 ∈ 𝑆ℳ : if ⟨ℳ, 𝑠𝑗 ⟩ ∣= Φ then
⟨ℳ, 𝑠𝑗 ⟩ ∣= 𝜒.

3

The Logic Programming Language TeDiLog

Our notion of atom extends the classical notion of propositional atom with temporal atoms
and (possibly empty) prefixed chains of the connective ∘. Using the usual BNF-notation:
𝐿 ::= 𝐶 ∣ ¬𝐶

𝑇 ::= 𝐿 𝒰 𝐶 ∣ 𝐿 ℛ 𝐶 ∣ ⋄ 𝐶 ∣ □ 𝐶

𝐴 ::= ∘𝑖 𝐶 ∣ ∘𝑖 𝑇 (𝑖 ∈ ℕ)

where 𝐶 stands for classical atom, 𝐿 for literal, 𝑇 for temporal atom and 𝐴 for atom. In the
sequel, we say atom in the latter sense, otherwise we differentiate between propositional or
temporal atom. Program clauses and query clauses are defined using atoms as usual
𝐻 ::= ⊥ ∣ 𝐴 ∨ 𝐻

𝐵 ::= ⊤ ∣ 𝐴 ∧ 𝐵

𝐷 ::=
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□ 𝑏 (𝐴 ∨ 𝐻

← 𝐵)

𝑄 ::=

□ 𝑏 (⊥

← 𝐵)
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where ⊥ represents the empty disjunction and ⊤ represents the empty conjunction. 𝐻
stands for head, 𝐵 for body, 𝐷 for (disjunctive) program clause and 𝑄 for query clause.
A program is a set of program clauses and a goal is a set of query clauses. The intended
meaning of a program Π (resp. goal Γ) is the conjunction of the program clauses in Π (resp.
query clauses in Γ). A clause of the form 𝐻 ← 𝐵 is called a now-clause and a clause of
the form □ (𝐻 ← 𝐵) is called an always-clause. Note that □ 𝑏 (⊥ ← ⊤) represents the two
possible syntactic forms of the empty clause, as now- or always-clause. We identify heads
and bodies (finite disjunctions and conjunctions of atoms, respectively) with sets of atoms.
Hence, we assume there is neither repetitions nor established order in the atoms of a head
or a body.
In the next example we show a TeDiLog specification of a system. We would like to
remark that many clauses in the below example contain eventualities in their heads. Hence,
these clauses cannot be written in the programming languages [1,16] that we mention in
Section 1, although they are allowed in the language of [9].
Example 3.1
8. □ (𝑤𝑎𝑖𝑡𝑖𝑛𝑔 𝑑𝑣 𝒰 𝑎𝑐𝑘 𝑠𝑚 ← 𝑟𝑒𝑞 𝑑𝑣)
1. □ (∘⋄ 𝑎𝑐𝑘 𝑠𝑚 ← 𝑟𝑒𝑞 𝑑𝑣)
9. □ (𝑤𝑜𝑟𝑘𝑖𝑛𝑔 𝑑𝑣 𝒰 𝑒𝑜𝑝 𝑑𝑣 ← 𝑎𝑐𝑘 𝑠𝑚)
2. □ (∘⋄ 𝑒𝑜𝑝 𝑑𝑣 ← 𝑎𝑐𝑘 𝑠𝑚)
3. □ (⋄ 𝑐𝑡𝑟 𝑠𝑚 ← ⊤)
10. □ (𝑤𝑎𝑖𝑡𝑖𝑛𝑔 𝑠𝑚 𝒰 𝑒𝑜𝑝 𝑑𝑣 ← 𝑎𝑐𝑘 𝑠𝑚)
11. □ (∘(¬𝑟𝑒𝑞 𝑑𝑣 𝒰 𝑒𝑜𝑝 𝑑𝑣) ← 𝑤𝑜𝑟𝑘𝑖𝑛𝑔 𝑑𝑣)
4. □ (⋄ 𝑎𝑐𝑘 𝑠𝑚 ← 𝑐𝑡𝑟 𝑠𝑚)
5. □ (𝑐𝑜𝑚 𝑑𝑣 ← ⋄ 𝑒𝑜𝑝 𝑑𝑣)
12. □ (¬𝑤𝑜𝑟𝑘𝑖𝑛𝑔 𝑑𝑣 𝒰 𝑎𝑐𝑘 𝑠𝑚 ← 𝑒𝑜𝑝 𝑑𝑣)
6. □ (𝑐𝑜𝑚 𝑠𝑚 ← ⋄ 𝑎𝑐𝑘 𝑠𝑚)
13. □ (∘(¬𝑟𝑒𝑞 𝑑𝑣 𝒰 𝑒𝑜𝑝 𝑑𝑣) ← 𝑟𝑒𝑞 𝑑𝑣)
7. □ (¬𝑤𝑎𝑖𝑡𝑖𝑛𝑔 𝑑𝑣 𝒰 𝑟𝑒𝑞 𝑑𝑣 ∨ ¬𝑤𝑎𝑖𝑡𝑖𝑛𝑔 𝑑𝑣 𝒰 𝑎𝑐𝑘 𝑠𝑚 ← 𝑒𝑜𝑝 𝑑𝑣)
In this example a system where a device 𝑑𝑣 and a system manager 𝑠𝑚 interact with each
other is (partially) specified by means of a set of program clauses. The device 𝑑𝑣 sends a request 𝑟𝑒𝑞 𝑑𝑣 to 𝑠𝑚 to get permission to execute a process and goes into waiting-state until
𝑠𝑚 sends the acknowledgement 𝑎𝑐𝑘 𝑠𝑚 giving permission to execute the process (clause
8). Then 𝑠𝑚 goes into waiting-state (clause 10) whereas 𝑑𝑣 goes into working-state until
𝑑𝑣 communicates the end of the process by means of 𝑒𝑜𝑝 𝑑𝑣 (clause 9). Besides, the system manager innerly generates a control signal 𝑐𝑡𝑟 𝑠𝑚 from time to time (clause 3) which
is eventually followed by 𝑎𝑐𝑘 𝑠𝑚 (clause 4) provoking an answer 𝑒𝑜𝑝 𝑑𝑣 from the device
𝑑𝑣 (clause 2). The interaction generated after the control signal 𝑐𝑡𝑟 𝑠𝑚 corresponds to
the fact that the system manager 𝑠𝑚 has to control regularly whether the device 𝑑𝑣 is correctly connected to the system. The device 𝑑𝑣 is considered to be in communicating-state
(𝑐𝑜𝑚 𝑑𝑣) while the arising of the 𝑒𝑜𝑝 𝑑𝑣 signal (now or in a future moment) is guaranteed
(clause 5). Similarly for 𝑐𝑜𝑚 𝑠𝑚 whith respect to 𝑠𝑚 and 𝑎𝑐𝑘 𝑠𝑚 (clause 6).
With this TeDiLog specification in hand, one could check if the system verifies some
properties such as fairness, liveness, safety, mutual exclusion, etc. It suffices to express the
property as a goal. For instance we would be interested in checking whether the device 𝑑𝑣
and the system manager 𝑠𝑚 will always keep communicating with each other. This could
be accomplished by checking whether 𝑑𝑣 is always in communicating-state (𝑐𝑜𝑚 𝑑𝑣) and
checking whether 𝑠𝑚 is always in communicating-state (𝑐𝑜𝑚 𝑠𝑚). The corresponding
goal would be {⊥ ← □ 𝑐𝑜𝑚 𝑑𝑣 ∧ □ 𝑐𝑜𝑚 𝑠𝑚}. Note that this goal cannot be expressed neither in the languages of [1,16] nor in the language [9]. In Section 4 we give a computation
example using a simplification of this TeDiLog specification.
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4

Procedural Semantics

In this section, we present the refutation procedure underlying TeDiLog. First we introduce
some necessary technical notation. Then we provide the rules of our temporal resolution
system and finally the proof method is showed.
Given a set of clauses Δ, we define alw(Δ) = {□ 𝑁 ∣ □ 𝑁 ∈ Δ} and now(Δ) =
Δ ∖ alw(Δ). Given a now-clause 𝑁 = 𝐴1 ∨ . . . ∨ 𝐴𝑛 ← 𝐴′1 ∧ . . . ∧ 𝐴′𝑚 , with 𝑛 ≥ 0 and
𝑚 ≥ 0, we abbreviate by ∘𝑁 the now-clause ∘𝐴1 ∨ . . . ∨ ∘𝐴𝑛 ← ∘𝐴′1 ∧ . . . ∧ ∘𝐴′𝑚 .
The operator unnext applies to a set of clauses Ψ for obtaining the clauses that should
be satisfied at any state which is next to any state that satisfies Ψ, that is, unnext(Ψ) =
alw(Ψ) ∪ {𝑁 ∣ □ 𝑏 (∘𝑁 ) ∈ Ψ}. For example, unnext({□ ∘𝑟, □ 𝑞}) is the set {□ ∘𝑟, □ 𝑞, 𝑟}.
Note also that unnext implicitly uses the equivalence between □ 𝑁 and {𝑁, ∘□ 𝑁 }. Given a
non-empty set of now-clauses Δ = {𝑁1 , . . . , 𝑁𝑟 }, the set Δ¬ is the set of clauses obtained
by applying the distribution laws to the formula ¬𝑁1 ∨ . . . ∨ ¬𝑁𝑟 .
We use the function add for adding a fresh atom 𝑎 to the body of each clause of a set
Δ. It also converts the new now-clauses in always-clauses. That is, add(𝑎, Δ) = {□ (𝐻 ←
𝐵 ∧ 𝑎) ∣ 𝐻 ← 𝐵 ∈ Δ}. The following function def associates a set of clauses to a
fresh atom 𝑎 w.r.t. a set of clauses Δ and a set of literals 𝑆. In some sense, the clauses in
def(𝑎, 𝑆, Δ) give the meaning of 𝑎 in a context given by Δ and 𝑆.
⎧

if Δ = ∅

⎨ {□ (⊥ ← ¬𝑎)}
add(𝑎,
Δ
)
if Δ ∕= ∅ and 𝑆 = ∅
def(𝑎, 𝑆, Δ) =

{□ (𝑝 ← 𝑎)} ∪ add(𝑎, Δ¬ )
if Δ ∕= ∅ and 𝑆 = {𝑝}

⎩
{□ (⊥ ← 𝑝 ∧ 𝑎)} ∪ add(𝑎, Δ¬ ) if Δ ∕= ∅ and 𝑆 = {¬𝑝}
Now, we give the rule system underlying the operational semantics of TeDiLog. Besides a classical-like resolution rule (𝑅𝑒𝑠), our system includes a subsumption rule (𝑆𝑏𝑚)
and also the temporal rules for decomposing temporal atoms. The so called context-free
rules are based directly on the inductive definition of the corresponding connective. The
so called context-dependent rules are a bit peculiar in the sense that they apply to a set of
clauses and the conclusion is a set constructed using also the clauses that are not in the
premise set.
This section is split into four subsections. The first subsection is devoted to the rules
(𝑅𝑒𝑠) and (𝑆𝑏𝑚), in the second subsection the context-free rules are introduced. The idea
underlying the context-dependent rules is explained in the third subsection. In the fourth
subsection the details about the refutation procedure are dealt with.
4.1

Resolution and Subsumption Rules

(𝑅𝑒𝑠)
(𝑆𝑏𝑚)

□ 𝑏 (𝐴

′
□ 𝑏∗𝑏 (𝐻

□ 𝑏 (𝐻

□𝑏

∨ 𝐻 ← 𝐵)
∨

𝐻′

′

(𝐻 ′ ← 𝐴 ∧ 𝐵 ′ )

← 𝐵 ∧ 𝐵′)

← 𝐵) is subsumed by □ 𝑏 (𝐻 ′ ← 𝐵 ′ ) if 𝐻 ′ ⊊ 𝐻 and 𝐵 ′ ⊆ 𝐵 or 𝐻 ′ ⊆ 𝐻 and 𝐵 ′ ⊊ 𝐵
Fig. 1. The Resolution Rule (𝑅𝑒𝑠) and the Subsumption rule (𝑆𝑏𝑚)

The resolution rule (𝑅𝑒𝑠) in Figure 1 applies to two clauses (the premises) that verify
that one of the atoms in the head of the first clause is in the body of the second clause,
and a new clause is obtained (the resolvent). The premises remain in and the resolvent is
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added to the target set of clauses. The rule (𝑅𝑒𝑠) constitutes a very natural generalization
of classical resolution to the case of TeDiLog clauses. Similarly, the subsumption rule
(𝑆𝑏𝑚) in Figure 1 generalizes classical subsumption to TeDiLog clauses. Note that the
same superscript 𝑏 occurs in both clauses. Unlike classical logic programming, we cannot
ensure refutational completeness for our resolution procedure in absence of (𝑆𝑏𝑚).
4.2

Context-Free Temporal Rules

( 𝒰 𝐿1 )

( 𝒰 𝐿2 )

□ 𝑏 ((𝑝1

{□ 𝑏 (𝑝

2

∨ 𝑝1 ∨ 𝐻 ← 𝐵),

𝒰 𝑝2 ) ∨ 𝐻 ← 𝐵)
□ 𝑏 (𝑝2 ∨ ∘(𝑝1 𝒰 𝑝2 ) ∨ 𝐻 ← 𝐵)}

□ 𝑏 ((¬𝑝1

{□ 𝑏 (𝑝

2

∨ 𝐻 ← 𝑝1 ∧ 𝐵),

𝒰 𝑝2 ) ∨ 𝐻 ← 𝐵)
□ 𝑏 (𝑝2 ∨ ∘(¬𝑝1 𝒰 𝑝2 ) ∨ 𝐻 ← 𝐵)}

( 𝒰 𝑅1 )

□ 𝑏 (𝐻 ← (𝑝1 𝒰 𝑝2 ) ∧ 𝐵)
{□ 𝑏 (𝐻 ← 𝑝2 ∧ 𝐵), □ 𝑏 (𝐻 ← 𝑝1 ∧ ∘(𝑝1 𝒰 𝑝2 ) ∧ 𝐵)}

( 𝒰 𝑅2 )

□ 𝑏 (𝐻 ← (¬𝑝1 𝒰 𝑝2 ) ∧ 𝐵)
{□ 𝑏 (𝐻 ← 𝑝2 ∧ 𝐵), □ 𝑏 (𝑝1 ∨ 𝐻 ← ∘(¬𝑝1 𝒰 𝑝2 ) ∧ 𝐵)}

Fig. 2. The Context-Free Rules ( 𝒰 𝐿1 ), ( 𝒰 𝐿2 ), ( 𝒰 𝑅1 ) and ( 𝒰 𝑅2 )

( ℛ 𝐿1 )

( ℛ 𝐿2 )

( ℛ 𝑅1 )

( ℛ 𝑅2 )

□ 𝑏 ((𝑝1

{□ 𝑏 (𝑝

2

∨ 𝐻 ← 𝐵),

ℛ 𝑝2 ) ∨ 𝐻 ← 𝐵)
∨ ∘(𝑝1 ℛ 𝑝2 ) ∨ 𝐻 ← 𝐵)}

□ 𝑏 (𝑝1

□ 𝑏 ((¬𝑝1

{□ 𝑏 (𝑝

2

∨ 𝐻 ← 𝐵),

ℛ 𝑝2 ) ∨ 𝐻 ← 𝐵)
∘(¬𝑝1 ℛ 𝑝2 ) ∨ 𝐻 ← 𝑝1 ∧ 𝐵)}

□ 𝑏(

□ 𝑏 (𝐻

{□ 𝑏 (𝐻

← (𝑝1 ℛ 𝑝2 ) ∧ 𝐵)
← 𝑝2 ∧ 𝑝1 ∧ 𝐵), □ 𝑏 (𝐻 ← 𝑝2 ∧ ∘(𝑝1 ℛ 𝑝2 ) ∧ 𝐵)}

□ 𝑏 (𝐻 ← (¬𝑝1 ℛ 𝑝2 ) ∧ 𝐵)
{□ 𝑏 (𝑝1 ∨ 𝐻 ← 𝑝2 ∧ 𝐵), □ 𝑏 (𝐻 ← 𝑝2 ∧ ∘(¬𝑝1 ℛ 𝑝2 ) ∧ 𝐵)}

Fig. 3. The Context-Free Rules ( ℛ 𝐿1 ), ( ℛ 𝐿2 ), ( ℛ 𝑅1 ) and ( ℛ 𝑅2 )

The context-free rules ( 𝒰 𝐿1 ), ( 𝒰 𝐿2 ), ( 𝒰 𝑅1 ) and ( 𝒰 𝑅2 ) of Fig. 2 replace a clause
of the form □ 𝑏 ((𝐿 𝒰 𝑝) ∨ 𝐻 ← 𝐵) or a clause of the form □ 𝑏 (𝐻 ← (𝐿 𝒰 𝑝) ∧ 𝐵) by
a logically equivalent set of clauses using the well known inductive definition 𝐿 𝒰 𝑝 ≡
𝑝 ∨ (𝐿 ∧ ∘(𝐿 𝒰 𝑝)) of the connective 𝒰 . Likewise, the rules ( ℛ 𝐿1 ), ( ℛ 𝐿2 ), ( ℛ 𝑅1 )
and ( ℛ 𝑅2 ) of Fig. 3 use the inductive definition 𝐿 ℛ 𝑝 ≡ 𝑝 ∧ (𝐿 ∨ ∘(𝐿 ℛ 𝑝)). A simple
distribution gives the equivalent set of clauses that appears in the conclusion of each rule.
4.3

Context-Dependent Temporal Rules

The rules ( 𝒰 𝐿3 ), ( 𝒰 𝐿4 ), ( ℛ 𝑅3 ) and ( ℛ 𝑅4 ) consider a more complex inductive definition of the corresponding connective taking into account the context of the involved set
of clauses. For instance, in the case of the rule ( 𝒰 𝐿3 ) the underlying idea is that a set of
clauses Ω ∪ {□ 𝑏𝑖 ((𝑝1 𝒰 𝑝2 ) ∨ 𝐻𝑖 ← 𝐵𝑖 ) ∣ 1 ≤ 𝑖 ≤ 𝑛} (where 𝑛 ≥ 1) is satisfiable if and
only if the following set of clauses is satisfiable
Ω ∪ {𝑝2 ∨ 𝑝1 ∨ 𝐻𝑖 ← 𝐵𝑖 , 𝑝2 ∨ ∘(𝑎 𝒰 𝑝2 ) ∨ 𝐻𝑖 ← 𝐵𝑖 ∣ 1 ≤ 𝑖 ≤ 𝑛} ∪ def(𝑎, {𝑝1 }, Δ)
∪ {□ (∘(𝑝1 𝒰 𝑝2 ) ∨ ∘𝐻𝑖 ← ∘𝐵𝑖 ) ∣ 𝑏𝑖 = 1 and 1 ≤ 𝑖 ≤ 𝑛}
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( 𝒰 𝐿3 )

( 𝒰 𝐿4 )

( ℛ 𝑅3 )

( ℛ 𝑅4 )

Ω, {□ 𝑏𝑖 ((𝑝1 𝒰 𝑝2 ) ∨ 𝐻𝑖 ← 𝐵𝑖 ) ∣ 1 ≤ 𝑖 ≤ 𝑛}
{𝑝2 ∨ 𝑝1 ∨ 𝐻𝑖 ← 𝐵𝑖 , 𝑝2 ∨ ∘(𝑎 𝒰 𝑝2 ) ∨ 𝐻𝑖 ← 𝐵𝑖 ∣ 1 ≤ 𝑖 ≤ 𝑛} ∪ def(𝑎, {𝑝1 }, Δ)
∪ {□ (∘(𝑝1 𝒰 𝑝2 ) ∨ ∘𝐻𝑖 ← ∘𝐵𝑖 ) ∣ 𝑏𝑖 = 1 and 1 ≤ 𝑖 ≤ 𝑛}
Ω, {□ 𝑏𝑖 ((¬𝑝1 𝒰 𝑝2 ) ∨ 𝐻𝑖 ← 𝐵𝑖 ) ∣ 1 ≤ 𝑖 ≤ 𝑛}
{𝑝2 ∨ 𝐻𝑖 ← 𝑝1 ∧ 𝐵𝑖 , 𝑝2 ∨ ∘(𝑎 𝒰 𝑝2 ) ∨ 𝐻𝑖 ← 𝐵𝑖 ∣ 1 ≤ 𝑖 ≤ 𝑛} ∪ def(𝑎, {¬𝑝1 }, Δ)
∪ {□ (∘(¬𝑝1 𝒰 𝑝2 ) ∨ ∘𝐻𝑖 ← ∘𝐵𝑖 ) ∣ 𝑏𝑖 = 1 and 1 ≤ 𝑖 ≤ 𝑛}
Ω, {□ 𝑏𝑖 (𝐻𝑖 ← (𝑝1 ℛ 𝑝2 ) ∧ 𝐵𝑖 ) ∣ 1 ≤ 𝑖 ≤ 𝑛}
{𝐻𝑖 ← 𝑝2 ∧ 𝑝1 ∧ 𝐵𝑖 , 𝐻𝑖 ← 𝑝2 ∧ ∘(¬𝑎 ℛ 𝑝2 ) ∧ 𝐵𝑖 ∣ 1 ≤ 𝑖 ≤ 𝑛} ∪ def(𝑎, {¬𝑝1 }, Δ)
∪ {□ (∘𝐻𝑖 ← ∘(𝑝1 ℛ 𝑝2 ) ∧ ∘𝐵𝑖 ) ∣ 𝑏𝑖 = 1 and 1 ≤ 𝑖 ≤ 𝑛}
Ω, {□ 𝑏𝑖 (𝐻𝑖 ← (¬𝑝1 ℛ 𝑝2 ) ∧ 𝐵𝑖 ) ∣ 1 ≤ 𝑖 ≤ 𝑛}
{𝑝1 ∨ 𝐻𝑖 ← 𝑝2 ∧ 𝐵𝑖 , 𝐻𝑖 ← 𝑝2 ∧ ∘(¬𝑎 ℛ 𝑝2 ) ∧ 𝐵𝑖 ∣ 1 ≤ 𝑖 ≤ 𝑛} ∪ def(𝑎, {𝑝1 }, Δ)
∪ {□ (∘𝐻𝑖 ← ∘(𝑝1 ℛ 𝑝2 ) ∧ ∘𝐵𝑖 ) ∣ 𝑏𝑖 = 1 and 1 ≤ 𝑖 ≤ 𝑛}

where 𝑛 ≥ 1, Δ = now(Ω) and 𝑎 ∈ Prop is fresh.
Fig. 4. The Rules ( 𝒰 𝐿3 ), ( 𝒰 𝐿4 ), ( ℛ 𝑅3 ) and ( ℛ 𝑅4 )

⋁
where Δ = now(Ω) and the fresh atom 𝑎 is always equivalent to the formula 𝑝1 ∧ 𝜁∈Δ ¬𝜁.
Intuitively, if 𝑝1 𝒰 𝑝2 is true at the first state 𝑠0 of a model but the model does not satisfy
𝑝2 at 𝑠0 , then 𝑝2 should be true in a later state, namely 𝑠1 , and the states in between 𝑠0 and
𝑠1 must satisfy 𝑝1 but not the context Ω. When the number of possible contexts is finite,
this property prevents from postponing indefinitely the satisfaction of 𝑝1 𝒰 𝑝2 and makes
possible to get a complete resolution method that does not require invariant generation at
all. Besides, the always-clauses in Ω can be excluded from the context (preserving equivalence) because of the easy equivalence between the set {𝜑, □ 𝜓, ∘((𝛾 ∧ (¬𝜑 ∨ ¬□ 𝜓)) 𝒰 𝛿)}
and the set {𝜑, □ 𝜓, ∘((𝛾 ∧ ¬𝜑) 𝒰 𝛿)}. Hence, the context Δ is given by now(Ω). With
⋁
respect to the clauses that state that 𝑎 is always equivalent to the formula 𝑝1 ∧ 𝜁∈Δ ¬𝜁,
since the left-to-right implication is enough for equisatisfiability, we do not add the clauses
for the reverse implication in the rule. The idea behind the other context-dependent rules is
the same as in ( 𝒰 𝐿1 ). In the case of the rule ( 𝒰 𝐿2 ) since ¬𝑝1 is not an atom, ¬𝑝1 cannot
remain on the left-hand side of the new clauses and therefore 𝑝1 appears on the right-hand
side. The rules ( ℛ 𝑅3 ) and ( ℛ 𝑅4 ) are better understood considering that having 𝑝1 ℛ 𝑝2
and ¬𝑝1 ℛ 𝑝2 on the right-hand side of a clause is like having (respectively) ¬𝑝1 𝒰 ¬𝑝2 and
𝑝1 𝒰 ¬𝑝2 on the left-hand side.
4.4

Refutation Procedure

A derivation for a program Π and a goal Γ is a sequence of pairs 𝒟 = (Π0 , Γ0 ) 7→
(Π1 , Γ1 ) 7→ . . . 7→ (Π𝑖 , Γ𝑖 ) 7→ . . . where (Π0 , Γ0 ) = (Π, Γ) and each (Π𝑖+1 , Γ𝑖+1 ) is
obtained from (Π𝑖 , Γ𝑖 ) by applying one of the previously presented rules. If the last pair of
a derivation 𝒟 contains the empty query clause □ 𝑏 (⊥ ← ⊤), then 𝒟 is called a refutation.
The clause □ 𝑏 (⊥ ← ⊤) can only appear in the last pair of a derivation. The resolution
procedure consists in repeating Algorithm 1 starting from a pair (Π, Γ) where the empty
clause does not appear in the goal
Algorithm 1 Input: a program and a goal. Output: a derivation
Step 1 Fix fairly a distinguished temporal atom
Step 2 Apply the context-dependent rule that corresponds to the distinguished atom
Step 3 Apply the context-free rules
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Step 4 Saturate the set of program clauses using the resolution rule
Step 5 Apply linear resolution between clauses in the program and in the goal
Step 6 Apply the Subsumption rule
Step 7 Apply the unnext operator
For a temporal atom to be distinguishable it must appear as atom in at least one program
clause or query clause and must accept the application of a context-dependent rule. In each
iteration it is mandatory to distinguish a unique temporal atom if distinguishable atoms are
available. At the beginning of a new iteration, we say that a temporal atom 𝑇 ′ is the direct
descendant of 𝑇 if 𝑇 was the distinguished atom in the previous iteration and ∘𝑇 ′ is the
fresh atom obtained after the application of the corresponding context-dependent rule to the
set of all the clauses that contained 𝑇 as an atom that accepted the application of such a rule.
If 𝑇 ′ is distinguishable in the present iteration, then 𝑇 ′ must be the distinguished one. If
𝑇 ′ is not distinguishable, one of the distinguishable temporal atoms is distinguished fairly.
If following the mentioned procedure a temporal atom 𝑇 ′′ has been distinguished in the
present pair (Π𝑗 , Γ𝑗 ), the corresponding context-dependent rule is applied to the set Ψ of
all the clauses in Π𝑗 ∪ Γ𝑗 that contain 𝑇 ′′ as an atom that accepts such a rule and the clauses
in Ψ are replaced with the clauses in the conclusion set, obtaining a new pair (Π𝑗+1 , Γ𝑗+1 ).
Then the context-free rules are applied to the remaining temporal atoms replacing each
affected clause with the corresponding new clauses. When a pair where no temporal rule
can be applied is obtained, the program set is saturated by means of the resolution rule,
adding all the program clauses that can be obtained applying the rule (𝑅𝑒𝑠) to pairs of
program clauses. When the set of program clauses has been saturated, the linear resolution
step begins. At this step the rule (𝑅𝑒𝑠) is applied while possible but in each application
one of the premises must be a program clause and the other one must be a query clause.
Note that in the linear resolution step an application of (𝑅𝑒𝑠) can give as conclusion either
a program clause or a query clause and that clause must be added either to the program or
to the goal. After the linear resolution step, the rule (𝑆𝑏𝑚) must be applied while possible.
And finally, the application of the unnext operator yields a new pair and another iteration
must begin. It is worthwhile to note that the the unnext operator is applied when no other
rule can be applied. A derivation ends if during the linear resolution step the empty query
clause □ 𝑏 (⊥ ← ⊤) is obtained. Now, let us give a hint about how TeDiLog works by
means of a simplified version of Example 3.1.
Example 4.1 Consider the goal Γ0 = {⊥ ←

□ 𝑐𝑜𝑚

𝑑𝑣} with respect to the program

Π0 = {𝐶1 = □ (∘⋄ 𝑒𝑜𝑝 𝑑𝑣 ← 𝑎𝑐𝑘 𝑠𝑚),
𝐶2 = □ (⋄ 𝑐𝑡𝑟 𝑠𝑚 ← ⊤),
𝐶3 = □ (⋄ 𝑎𝑐𝑘 𝑠𝑚 ← 𝑐𝑡𝑟 𝑠𝑚),
𝐶4 = □ (𝑐𝑜𝑚 𝑑𝑣 ← ⋄ 𝑒𝑜𝑝 𝑑𝑣)}
If we distinguish □ 𝑐𝑜𝑚 𝑑𝑣 in Γ0 , since □ 𝑝 abbreviates ¬𝑝 ℛ 𝑝, then we apply the rule ( ℛ 𝑅4 ) with empty context. Hence, Γ0 is replaced with the set of
two clauses Γ1 = {⊥ ← 𝑐𝑜𝑚 𝑑𝑣 ∧ ∘(¬𝑥 ℛ 𝑐𝑜𝑚 𝑑𝑣), □ (⊥ ← 𝑥)} where 𝑥 is
fresh. Now, in the clauses obtained by saturation there is only one now-clause:
∘⋄ 𝑒𝑜𝑝 𝑑𝑣 ∨ ∘⋄ 𝑎𝑐𝑘 𝑠𝑚 ∨ ∘⋄ 𝑐𝑡𝑟 𝑠𝑚 ← ⊤. Therefore, after the first application of the
unnext operator, we obtain the clause 𝐶5 = ⋄ 𝑒𝑜𝑝 𝑑𝑣 ∨ ⋄ 𝑎𝑐𝑘 𝑠𝑚 ∨ ⋄ 𝑐𝑡𝑟 𝑠𝑚 ← ⊤ and the
goal Γ2 = {⊥ ← ⋄ 𝑒𝑜𝑝 𝑑𝑣 ∧ ¬𝑥 ℛ 𝑐𝑜𝑚 𝑑𝑣, □ (⊥ ← 𝑥)} where ¬𝑥 ℛ 𝑐𝑜𝑚 𝑑𝑣 becomes
distinguished. Hence, by application of the rule ( ℛ 𝑅4 ) to the first query in Γ2 with context
{𝐶5 } and successive resolution steps, the goal becomes Γ3 = {← 𝑎𝑐𝑘 𝑠𝑚, □ (⊥ ← 𝑥)}.
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Then, ⋄ 𝑎𝑐𝑘 𝑠𝑚 in 𝐶3 is distinguished, to yield the goal Γ4 = {← 𝑐𝑡𝑟 𝑠𝑚, □ (⊥ ← 𝑥)}.
Finally, ⋄ 𝑐𝑡𝑟 𝑠𝑚 in 𝐶2 must be distinguished. Then the empty query is achieved.

5

Equivalence between Operational and Logical Semantics

In this section we sketch the idea behind the equivalence of the operational and logical
semantics for our system. This equivalence means that the resolution procedure using
Algorithm 1 obtains a refutation for (Π, Γ) iff Π ∪ Γ is unsatisfiable. This equivalence is
divided in soundness and completeness.
Soundness means that whenever a refutation exists for a pair (Π, Γ), then Π ∪ Γ is
unsatisfiable. The soundness of our system can be guaranteed rule by rule. A rule is
sound whenever it preserves the satisfiability from the premises to the conclusion. The
rules presented in Sections 4.1, 4.2 and 4.3 are sound. Moreover, the initial and the target
sets of every application of these rules are equisatisfiable. Besides, the operator unnext
preserves satisfiability. Note that the equisatisfiability, in general, of initial and target sets
of unnext cannot be ensured. By satisfiability preservation of the TeDiLog rules and the
unnext operator, we can prove that whenever □ 𝑏 (⊥ ← ⊤) occurs in a derivation, then the
first pair of that derivation should be unsatisfiable. Hence, the introduced system is sound.
Completeness means that whenever a set of clauses Π ∪ Γ is unsatisfiable, a refutation
for (Π, Γ) can be constructed. Under the assumption that the algorithm uses a fair strategy,
the resolution system is complete.The aim of the algorithm presented in Section 4.4 is to
obtain a pair that contains the clause □ 𝑏 (⊥ ← ⊤), however if the initial set of clauses Π ∪ Γ
is satisfiable, then this never occurs and an infinite derivation is built. In order to see this
fact let us consider the set atoms(Π, Γ) as the set that contains the atoms that could appear
in the clauses obtained from (Π, Γ) by means of the unnext operator and all the TeDiLog
rules with the exception of the context-dependent rules. The closure closure(Π, Γ) of a pair
(Π, Γ) is defined as the (minimal) set that contains all the clauses that could be generated
from atoms in atoms(Π, Γ). The number of clauses in closure(Π, Γ) is 2𝑂(𝑛) , where 𝑛
is the number of atoms in atoms(Π, Γ). Given a pair of sets of clauses (Π, Γ), only the
context-dependent rules introduce new variables and due to the way that the unnext operator and the context-dependent rules operate, the atoms that contain those fresh variables are
always part of now-clauses. Hence a distinguished atom that contains a new variable and
all its descendants are in now-clauses. Since following the algorithm the context-dependent
rules must be applied to all the clauses that contain the distinguished atom, the context is
always a set of clauses in closure(Π, Γ) and consequently the number of different contexts
is finite. Moreover, the sequence of distinguished atoms generated from an atom (the sequence of descendants) is always finite because otherwise, since the closure is finite there
would be necessarily two contexts repeated and since the distinguished atoms state that no
previous context can be repeated, it is easy to see that clauses that do not contain the distinguished atom and that at the same time subsume all the clauses with distinguished atoms
are produced eventually. So the set of descendants should be finite. When the sequence
of descendants of a distinguished atom finishes because after an application of the unnext
operator there is no a direct descendant of the previous one, that means that the satisfaction
of that eventuality has succeeded or is not needed. Therefore, whenever there is no any
refutation for (Π, Γ), then the Algorithm 1 in Section 4.4 produces an infinite derivation
and a model for Π ∪ Γ can be constructed from that infinite derivation.
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6

Future Work

In [4,11,16] the minimal model and the fixpoint characterization of the declarative semantics is a straightforward adaptation of the classical (disjunctive) case since in all of them
the satisfaction of a program is reduced to the satisfaction of a classical logic program and
the semantics is based on interpretations that contain only the so called temporally ground
atoms (atoms that only contain ∘ as temporal operator). But we are not able to do such a
reduction due to the fact that the 𝒰 and the ℛ operators can appear in heads and bodies.
Our aim is to define the declarative semantics of TeDiLog programs using interpretations
that can contain temporally non-ground atoms, i.e., atoms of the form 𝐿 𝒰 𝑝 and 𝐿 ℛ 𝑝.
Our intention is to use the s-semantics approach as introduced in [5,7].
We plan to study TeDiLog in the first-order setting. Unlike PLTL, first order temporal
logic is incomplete. In spite of the incompleteness, the equivalence between procedural and
logical semantics could be preserved likewise in Templog. Besides we are also interested in
the extension of the model theoretic and fixpoint characterization to the first-order setting.

References
[1] M. Abadi and Z. Manna. Temporal logic programming. J. Symb. Comput., 8(3):277–295, 1989.
[2] T. Aoyagi, M. Fujita, and T. Moto-Oka. Temporal logic programming language tokio - programming in tokio. In
E. Wada, editor, Logic Programming ’85, Proceedings of the 4th Conference, Tokyo, Japan, July 1-3, 1985, volume 221
of Lecture Notes in Computer Science, pages 128–137. Springer, 1986.
[3] H. Barringer, M. Fisher, D. M. Gabbay, G. Gough, and R. Owens. Metatem: A framework for programming in temporal
logic. In J. W. de Bakker, W. P. de Roever, and G. Rozenberg, editors, Stepwise Refinement of Distributed Systems,
Models, Formalisms, Correctness, REX Workshop, Mook, The Netherlands, May 29 - June 2, 1989, Proceedings, volume
430 of Lecture Notes in Computer Science, pages 94–129. Springer, 1990.
[4] M. Baudinet. Temporal logic programming is complete and expressive. In POPL, pages 267–280, 1989.
[5] A. Bossi, M. Gabbrielli, G. Levi, and M. Martelli. The s-semantics approach: Theory and applications. J. Log.
Program., 19/20:149–197, 1994.
[6] C. Brzoska. Programming in metric temporal logic. Theor. Comput. Sci., 202(1-2):55–125, 1998.
[7] M. Falaschi, G. Levi, C. Palamidessi, and M. Martelli. Declarative modeling of the operational behavior of logic
languages. Theor. Comput. Sci., 69(3):289–318, 1989.
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Abstract
Similarity-based Logic Programming (brieﬂy, SLP) has been proposed to enhance the LP paradigm with
a kind of approximate reasoning which supports ﬂexible information retrieval applications. This approach
uses a fuzzy similarity relation ℛ between symbols in the program’s signature, while keeping the syntax
for program clauses as in classical LP. Another recent proposal is the QLP(𝒟) scheme for Qualiﬁed Logic
Programming, an extension of the LP paradigm which supports approximate reasoning and more. This
approach uses annotated program clauses and a parametrically given domain 𝒟 whose elements qualify
logical assertions by measuring their closeness to various users’ expectations. In this paper we propose
a more expressive scheme SQLP(ℛ,𝒟) which subsumes both SLP and QLP(𝒟) as particular cases. We
present a declarative semantics for SQLP(ℛ,𝒟) and a program transformation mapping each SQLP(ℛ,𝒟)
program 𝒫 into a QLP(𝒟) program 𝑆ℛ (𝒫) whose least Herbrand model corresponds to that of 𝒫. Roughly,
𝑆ℛ (𝒫) is built adding to 𝒫 new clauses obtained from the original clauses in 𝒫 by computing various new
heads ℛ-similar to a linearized version of the original head, adding also ℛ-similarity conditions 𝑋𝑖 ∼ 𝑋𝑗 to
the body and suitable clauses for the new predicate ∼ to emulate ℛ-based uniﬁcation. As a consequence,
existing QLP(𝒟) implementations can be used to give eﬃcient support for similarity-based reasoning.
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Modeling Interpretive Steps
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Abstract
Fuzzy logic programming is a growing declarative paradigm aiming to integrate fuzzy logic into logic programming (LP). In this setting, the multi-adjoint logic approach represents an extremely ﬂexible fuzzy
language with a procedural principle structured in two separate phases. During the operational one, admissible steps are systematically applied in a similar way to classical resolution steps in LP, thus returning an
expression where all atoms have been exploited. This last expression is then interpreted under a given lattice
during the so called interpretive phase. Whereas the operational phase has been successfully formalized in
the past, more eﬀort is needed to clarify the notion of interpretive step. In this paper we ﬁrstly introduce
a reﬁnement of this concept which fairly models at a very low level the computational behaviour of the
interpretive phase. Then, we present a simple but powerful cost measure induced from such deﬁnition which
helps to estimate the computational (interpretive) eﬀort required to solve a goal. The resulting method
is much more accurate and realistic than other simpler cost measures (like counting the number or the
weights of interpretive steps) that we have proposed in the past for proving eﬃciency properties in program
transformation tasks such as fold/unfold, partial evaluation, and so on.
Keywords: Fuzzy Logic Programming, Cost Measures, Aggregators

1

Email: {pmorcillo,gmoreno}@dsi.uclm.es
This work has been partially supported by the EU (FEDER), and the Spanish Science and Education
Ministry (MEC) under grants TIN 2004-07943-C04-03 and TIN 2007-65749, as well as by the Castilla-La
Mancha Administration under grant PII1I09-0117-4481.
3 Work presented at WILF 2009, Springer LNAI 5571, pages 44-51.
2

IX Jornadas sobre Programación y Lenguajes
I Taller de Programación Funcional
P. Lucio, G. Moreno y R. Peña, Eds.
San Sebastián, 8-11 de septiembre de 2009

A Practical Approach for Ensuring
Completeness of Multi-adjoint Logic
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Abstract
Fuzzy extensions of logic programming often require the notion of reductant to ensure completeness when
working with some lattices modeling the concept of truth degree beyond the simpler case of true and
false. Initially introduced in the context of generalized annotated logic programming, some adaptations of
this theoretical tool have been proposed for the more recent and ﬂexible framework of multi-adjoint logic
programming. To the best of our knowledge, all them suﬀer the important problem of usually requiring
an inﬁnite set of reductants (one for each ground atom) for being added to a given program in order to
guarantee its completeness.
The main goal of this paper is the introduction of a generalized notion of reductant, called G-reductant,
which only depends on (a ﬁnite number of) predicate symbols instead of ground atoms (whose number is
always inﬁnite for programs considering at least a non constant function symbol in their signature). More
exactly, given a predicate 𝑝/𝑛 in the signature of a fuzzy program 𝒫, we generate just a single G-reductant
with head 𝑝(𝑋1 , . . . , 𝑋𝑛 ) (being 𝑋1 , . . . , 𝑋𝑛 diﬀerent variable symbols) which covers all the possible calls to
𝑝 in a completely safe way. Since the number of G-reductants is ﬁnite for programs with a ﬁnite number of
predicates, our notion can be really applied in practice in contrast with older versions of reductants which
are only applicable at a non-practical, but purely theoretical level.
Keywords: Fuzzy Logic Programming, Completeness, Reductants
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Introduction

Logic Programming [11] has been widely used for problem solving and knowledge
representation in the past. During the last decades important research eﬀorts have
been performed for introducing inside this paradigm some techniques/constructs
based on fuzzy logic in order to explicitly treat with uncertainty and approximated
reasoning in a natural way. Following this trail, several fuzzy logic programming
systems have been developed [2,3,5,10,8,18], where the classical inference mechanism
of SLD–Resolution has been replaced by a fuzzy variant which is able to handle
partial truth.
1
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This is the case of Multi-adjoint logic programming [12,13,14], an extremely ﬂexible framework combining fuzzy logic and logic programming. Informally speaking,
a multi-adjoint logic program can be seen as a set of rules each of which is annotated by a truth degree (a value of a complete lattice, for instance the real interval
[0, 1]) and a query to the system, that is, a goal plus a substitution (initially the
identity substitution, denoted by 𝑖𝑑). Given a multi-adjoint logic program, goals
are evaluated in two separate computational phases. During the operational phase,
admissible steps (a generalization of the classical modus ponens inference rule) are
systematically applied by a backward reasoning procedure in a similar way to classical resolution steps in pure logic programming. More precisely, in an admissible
step, for a selected atom 𝐴 in a goal and a rule ⟨𝐻←ℬ; 𝑣⟩ of the program, if there is
a most general uniﬁer 𝜃 of 𝐴 and 𝐻, then atom 𝐴 is substituted by the expression
(𝑣&ℬ)𝜃, where “&” is an adjoint conjunction evaluating modus ponens. Finally,
the operational phase returns a computed substitution together with an expression
where all atoms have been exploited. This last expression is then interpreted under
a given lattice during what we call the interpretive phase [6], hence returning a pair
⟨truth degree; substitution⟩ which is the fuzzy counterpart of the classical notion of
computed answer traditionally used in pure logic programming.
On the other hand, reductants were introduced in the context of multi-adjoint
logic programming to cope with a problem of incompleteness that arises for some
lattices. The problem was initially discovered in the ﬁeld of annotated logic programming [8] and then treated in subsequent fuzzy logic programming settings (see
[14] for an adaptation of the “quasi-completeness” result to this framework). The
main idea is that, in general, it might be impossible to compute the greatest correct
answer for a given goal and program, if its associated lattice (𝐿, ⪯) is partially ordered [14]. For instance, let 𝑎, 𝑏 be two non comparable elements (truth degrees) in
𝐿; assume that for a (ground) goal 𝐴 there are only two (facts) rules, say ⟨𝐴←; 𝑎⟩
and ⟨𝐴←; 𝑏⟩, whose heads directly match with it; the ﬁrst rule contributes with
truth degree 𝑎, and derives the fuzzy computed answer with truth degree 𝑎 (and
obviously an empty substitution); similarly, the second one contributes with truth
degree 𝑏, and derives the fuzzy computed answer 𝑏; therefore, by the soundness
theorem of multi-adjoint logic programming [14], both 𝑎 and 𝑏 are correct answers
and hence, by deﬁnition of correct answer [14], the supremum (or lub, least upper
bound) 𝑠𝑢𝑝{𝑎, 𝑏}, is also a correct answer; however, neither 𝑠𝑢𝑝{𝑎, 𝑏} nor a more
general version of 𝑠𝑢𝑝{𝑎, 𝑏} are computed answers and, therefore, completeness is
lost. The above problem can be solved by extending the original program with a
special rule ⟨𝐴←𝑠𝑢𝑝{𝑎, 𝑏}; ⊤⟩ (very close to the original deﬁnition of reductant),
which allows us to obtain the supremum of all the contributions to goal 𝐴.
The previous discussion shows that a multi-adjoint logic program, interpreted
inside a partially ordered lattice modeling truth degrees, needs to contain all its
reductants in order to guarantee the completeness property. This obviously increases
both the size and execution time of the ﬁnal “completed” program. And what is
worse, under a practical point of view, the ugliest face of this fact appears when
the set of reductants is inﬁnite, which unfortunately occurs in most cases, since
for each ground atom to be solved (directly or indirectly), a reductant is required.
In this paper, we are interested in putting in practice the notion of reductant, by
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providing a generalized version of this concept that we call G-reductant. Here we
show that just a single G-reductant is required to cover all the (possibly inﬁnite)
calls to atoms using the same predicate, which enables the generation and use of a
ﬁnite set of G-reductants in a real implementation of the framework (as occurs with
the FLOPER tool described in [15]).
The structure of the paper is as follows. In Section 2 we summarize the main
features of multi-adjoint logic programming, both language syntax and procedural
semantics. Section 3 presents a formal deﬁnition of G-reductant and relates it
with the former theoretical concept of reductant, also evidencing that our approach
really solves completeness problems in practice. Finally, in Section 4 we give our
conclusions and some lines of future work.

2

The Multi-adjoint Logic Approach

This section gives a short summary of the main features of multi-adjoint logic programming (we refer the interested reader to [12,13,14] for a complete formulation).
We work with a ﬁrst order language, ℒ, containing variables, function symbols,
predicate symbols, constants, quantiﬁers (∀ and ∃), and several (arbitrary) connectives to increase language expressiveness. In our fuzzy setting, we use implication
connectives (←1 , ←2 , . . . , ←𝑚 ) and also other connectives which are grouped under the name of “aggregators” or “aggregation operators”. They are used to combine/propagate truth values through the rules. The general deﬁnition of aggregation
operators subsumes conjunctive operators (denoted by &1 , &2 , . . . , &𝑘 ), disjunctive
operators (∨1 , ∨2 , . . . , ∨𝑙 ), and average and hybrid operators (usually denoted by
@1 , @2 , . . . , @𝑛 ). Although the connectives &𝑖 , ∨𝑖 and @𝑖 are binary operators, we
usually generalize them as functions with an arbitrary number of arguments. By
deﬁnition and assuming that “⊤/⊥” mean the “maximum/minimum” notion of
truth degree on a given lattice then, the truth function for an n-ary aggregation
operator [[@]] : 𝐿𝑛 → 𝐿 is required to be monotone and fulﬁlls [[@]](⊤, . . . , ⊤) = ⊤,
[[@]](⊥, . . . , ⊥) = ⊥.
Additionally, our language ℒ contains the elements of a multi-adjoint lattice,
(𝐿, ⪯, ←1 , &1 , . . . , ←𝑛 , &𝑛 ), equipped with a collection of adjoint pairs (←𝑖 , &𝑖 ),
where each &𝑖 is a conjunctor intended to the evaluation of modus ponens. In general, the set of truth values 𝐿 may be the carrier of any complete (bounded) lattice.
A 𝐿-expression is a well-formed expression composed by values of 𝐿, connectives
and variable symbols.
A rule is a formula 𝐴 ←𝑖 ℬ, where 𝐴 is an atomic formula (usually called the
head) and ℬ (which is called the body) is a formula built from atomic formulas
𝐵1 , . . . , 𝐵𝑛 (𝑛 ≥ 0 ), truth values of 𝐿 and conjunctions, disjunctions and aggregations. Rules with an empty body are called facts. A goal is a body submitted as a
query to the system. Variables in a rule are assumed to be governed by universal
quantiﬁers. Roughly speaking, a multi-adjoint logic program is a set of pairs ⟨ℛ; 𝑣⟩,
where ℛ is a rule and 𝑣 is a truth degree (a value of 𝐿) expressing the conﬁdence
which the user of the system has in the truth of the rule ℛ.
In order to describe the procedural semantics of the multi–adjoint logic language,
in the following we denote by 𝒞[𝐴] a formula where 𝐴 is a sub-expression (usually an
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atom) which occurs in the –possibly empty– one hole context 𝒞[] whereas 𝒞[𝐴/𝐴′ ]
means the replacement of 𝐴 by 𝐴′ in context 𝒞[]. Moreover, 𝒱𝑎𝑟(𝑠) denotes the set
of distinct variables occurring in the syntactic object 𝑠, 𝜃[𝒱𝑎𝑟(𝑠)] refers to the substitution obtained from 𝜃 by restricting its domain to 𝒱𝑎𝑟(𝑠) and 𝑚𝑔𝑢(𝐸) denotes
the most general uniﬁer (see [9]) of an equation set 𝐸. In the next deﬁnition, we
always consider that 𝐴 is the selected atom in goal 𝒬 and 𝐿 is the multi-adjoint
lattice associated to 𝒫.
Deﬁnition 2.1 (Admissible Step) Let 𝒬 be a goal and let 𝜎 be a substitution.
The pair ⟨𝒬; 𝜎⟩ is a state. Given a program 𝒫, an admissible computation is formalized as a state transition system, whose transition relation →𝐴𝑆 is the smallest
relation satisfying the following admissible rules:
1) ⟨𝒬[𝐴]; 𝜎⟩→𝐴𝑆 ⟨(𝒬[𝐴/𝑣&𝑖 ℬ])𝜃; 𝜎𝜃⟩ if 𝜃 = 𝑚𝑔𝑢({𝐴′ = 𝐴}), ⟨𝐴′ ←𝑖 ℬ; 𝑣⟩ in 𝒫 and
ℬ is not empty.
2) ⟨𝒬[𝐴]; 𝜎⟩→𝐴𝑆 ⟨(𝒬[𝐴/𝑣])𝜃; 𝜎𝜃⟩ if 𝜃 = 𝑚𝑔𝑢({𝐴′ = 𝐴}), and ⟨𝐴′ ←𝑖 ; 𝑣⟩ in 𝒫 2 .
3) ⟨𝒬[𝐴]; 𝜎⟩→𝐴𝑆 ⟨(𝒬[𝐴/⊥]); 𝜎⟩ if there is no rule in 𝒫 with head unifying 𝐴.
Formulas involved in admissible computation steps are renamed apart before being
used. Note also that the third rule is introduced to cope with (possible) unsuccessful
admissible derivations. When needed, we shall use the symbols →𝐴𝑆1 , →𝐴𝑆2 and
→𝐴𝑆3 to distinguish between speciﬁc admissible steps. Also, when required, the
exact program rule used in the corresponding step will be annotated as a super–
∗
index of the →𝐴𝑆 symbol. Also the symbols →+
𝐴𝑆 and →𝐴𝑆 denote, respectively,
the transitive closure and the reﬂexive, transitive closure of →𝐴𝑆 (an admissible
derivation is a sequence ⟨𝒬; 𝑖𝑑⟩ →∗𝐴𝑆 ⟨𝒬′ ; 𝜃⟩).
If we exploit all atoms of a goal, by applying admissible steps as much as needed
during the operational phase, then it becomes a formula with no atoms which can
be then directly interpreted in the multi-adjoint lattice 𝐿.
Deﬁnition 2.2 (Interpretive Step) Let 𝒫 be a program, 𝒬 a goal and 𝜎 a substitution. We formalize the notion of interpretive computation as a state transition
system, whose transition relation →𝐼𝑆 is deﬁned as the smallest one satisfying:
˙ 1 ,𝑟2 )];𝜎⟩
⟨𝑄[@(𝑟1 , 𝑟2 )]; 𝜎⟩→𝐼𝑆 ⟨𝑄[@(𝑟1 ,𝑟2 )/@(𝑟
˙ is the truth function of connective @ in the lattice ⟨𝐿, ⪯⟩ associated to 𝒫.
where @
∗
We denote by →+
𝐼𝑆 and →𝐼𝑆 the transitive closure and the reﬂexive, transitive
closure of →𝐼𝑆 , respectively.

Deﬁnition 2.3 Let 𝒫 be a program and ⟨𝑄; 𝜎⟩ an a.c.a., that is, 𝒬 is a goal not
containing atoms. An interpretive derivation is a sequence ⟨𝑄; 𝜎⟩ →∗𝐼𝑆 ⟨𝑄′ ; 𝜎⟩.
When 𝑄′ = 𝑟 ∈ 𝐿, being ⟨𝐿, ⪯⟩ the lattice associated to 𝒫, the state ⟨𝑟; 𝜎⟩ is called
a fuzzy computed answer (f.c.a.) for that derivation.
Usually, we refer to a complete derivation as the sequence of admissible/ interpre2

Note that this case can be seen as a particular version of the previous rule by simply assuming that the
body of a program fact is just “⊤” and a subsequent “interpretive step” (see next Deﬁnition 2.2) applied
to expression “𝑣&⊤” always will return “𝑣”.
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tive steps of the form ⟨𝑄; 𝑖𝑑⟩ →∗𝐴𝑆 ⟨𝒬′ ; 𝜎⟩ →∗𝐼𝑆 ⟨𝑟; 𝜎⟩ (sometimes we denote it by
⟨𝑄; 𝑖𝑑⟩ →∗𝐴𝑆/𝐼𝑆 ⟨𝑟; 𝜎⟩) where ⟨𝒬′ ; 𝜎[𝒱𝑎𝑟(𝒬)]⟩ and ⟨𝑟; 𝜎[𝒱𝑎𝑟(𝒬)]⟩ are, respectively,
the a.c.a. and the f.c.a. for the derivation.

3

Reductants versus G-Reductants

In this section we provide an enhanced, generalized version of reductant starting
from the original deﬁnition presented in [14], where the classical notion of reductant
was initially adapted to the multi-adjoint logic programming framework in the following terms (in the sequel, we assume that there always exist at least one adjoint
pair, that we use without labels, ⟨←, &⟩, in the lattice associated to program 𝒫):
Deﬁnition 3.1 (Reductant [14]) Let 𝒫 be a program, 𝐴 a ground atom, and
⟨𝐶𝑖 ←𝑖 ℬ𝑖 ; 𝑣𝑖 ⟩ be the (non empty) set of rules in 𝒫 whose head matches with 𝐴 (there
are 𝜃𝑖 such that 𝐴 = 𝐶𝑖 𝜃𝑖 ). A reductant for 𝐴 in 𝒫 is a rule ⟨𝐴← @(ℬ1 , . . . , ℬ𝑛 )𝜃; ⊤⟩
where 𝜃 = 𝜃1 . . . 𝜃𝑛 , and the truth function for the intended aggregator @ is deﬁned
as @(𝑏1 , . . . , 𝑏𝑛 ) = 𝑠𝑢𝑝{𝑣1 &1 𝑏1 , . . . , 𝑣𝑛 &𝑛 𝑏𝑛 }.
The set of all the reductants induced by (i.e., associated to the set of ground atoms
which can be built using the predicate/function symbols included in the signature
of) a program 𝒫, is a new program denoted by 𝑅𝑒𝑑(𝒫). Note that this set of rules
will usually be inﬁnite since most programs use at least a non constant function
symbol to build data terms.
However, we think that it is possible to avoid this kind of “inﬁnite” problems
involved in Deﬁnition 3.1. To achieve this aim, in what follows we provide a more
ﬂexible approximation of this concept, by directly “attaching” reductants to predicate symbols instead of ground atoms. In order to do this we need the following
auxiliary deﬁnitions:
∙

given a substitution 𝜎 = {𝑋1 7→ 𝑡1 , . . . , 𝑋𝑛 7→ 𝑡𝑛 }, where 𝑋1 , . . . , 𝑋𝑛 are diﬀerent
variables not appearing in data terms 𝑡1 , . . . , 𝑡𝑛 , then 𝜎 denotes the expression
“(𝑋1 ≈ 𝑡1 )& . . . &(𝑋𝑛 ≈ 𝑡𝑛 )” where,

∙

≈ is a primitive binary predicate always included in any program 𝒫 and deﬁned
by the default rule (fact) 𝑅≈ : ⟨𝑋 ≈ 𝑋←; ⊤⟩ and

∙

& represents any conjunction operator included in the multi-adjoint lattice ⟨𝐿, ⪯⟩
˙ 2 =
associated to a given program 𝒫, which obviously fulﬁlls properties: 𝑟1 &𝑟
˙ 1 , ⊤&𝑟
˙ = 𝑟 and ⊥&𝑟
˙ = ⊥, for any values 𝑟, 𝑟1 , 𝑟2 ∈ 𝐿.
𝑟2 &𝑟

Note that “≈” mirrors the default notion of syntactic equality used in pure logic
programming. The idea is to assign the maximum truth degree to the evaluation
of data terms admitting syntactic uniﬁcation. Moreover, we will see later that
those non-uniﬁable terms which do not accomplish with this rule, do not necessarily
produce unsuccessful derivations which, among other things, drastically diﬀerences
the “crisp” case w.r.t. our present fuzzy setting.
Deﬁnition 3.2 (G-Reductant) Let 𝒫 be a program, 𝐴 an atom of the form
𝑝(𝑋1 , . . . , 𝑋𝑛 ) whose arguments are all diﬀerent variables, and ⟨𝐶𝑖 ←𝑖 ℬ𝑖 ; 𝑣𝑖 ⟩ the
(non empty) set of rules deﬁning predicate 𝑝 in 𝒫, i.e., whose heads are instances of
A and consequently there are substitutions 𝜃𝑖 such that 𝐶𝑖 = 𝐴𝜃𝑖 . A G-reductant for
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predicate 𝑝 in 𝒫 is a rule ⟨𝐴← @(𝜃1 &ℬ1 , . . . , 𝜃𝑛 &ℬ𝑛 ); ⊤⟩ where the truth function for
the intended aggregator @ is deﬁned as @(𝑏1 , . . . , 𝑏𝑛 ) = 𝑠𝑢𝑝{𝑣1 &1 𝑏1 , . . . , 𝑣𝑛 &𝑛 𝑏𝑛 }.
Similarly to Deﬁnition 3.1, the set of all the G-reductants induced by (i.e., associated
to the set of predicate symbols included in the signature of) a program 𝒫, is a new
program (usually ﬁnite, since real programs have also a ﬁnite signature) denoted
now by 𝐺𝑟𝑒𝑑(𝒫).
Before continuing, we wish to remark an important diﬀerence of Deﬁnitions 3.1
and 3.2, which is crucial to make accessible in practice the notion of (G-)reductant.
Note that whereas an intended atom 𝐴 matches the head of some program rules
of 𝒫 in the deﬁnition of G-reductant, the situation is just the inverse when deﬁning classical reductants, which justiﬁes why we simply need to synthesize a ﬁnite
number (one for each predicate symbol) of G-reductants instead of an inﬁnite set
of reductants (one for each ground atom).
In order to illustrate our deﬁnitions, consider the following multi-adjoint logic
program 𝒫, where the ﬁrst two rules are facts (that is, rules whose bodies are
implicitly assumed to be ⊤), and whose associated lattice (𝐿, ≤) is the one described
by the Hasse’s diagram of the ﬁgure:
⊤
ℛ1 : ⟨𝑝(𝑋)

←G ;

𝛼⟩

ℛ2 : ⟨𝑝(𝑎)

←G ;

𝛽⟩

ℛ3 : ⟨𝑝(𝑠(𝑋)) ←G 𝑝(𝑋);

𝛾

𝛾⟩

𝛼

𝛽

⊥
Here, (&G , ←G ) is an adjoint pair of connectives following the well-known Gödel’s
intuitionistic logic, that is:
⎧
⎨ ⊤, if 𝑥 ≤ 𝑦,
˙ G (𝑥, 𝑦) = inf{𝑥, 𝑦},
&
and
←
˙ G (𝑦, 𝑥) =
⎩ 𝑦, otherwise.
In this example, we observe that the set of reductants associated to 𝒫 is inﬁnite,
since there are inﬁnite ground atoms to cover (due to the presence of the function
symbol 𝑠/1), and hence, according Deﬁnition 3.1:
𝑅𝑒𝑑(𝒫) = {

ℛ𝑝(𝑎) :

⟨𝑝(𝑎)

←

@1 (⊤, ⊤);

⊤⟩,

ℛ𝑝(𝑠(𝑎)) :

⟨𝑝(𝑠(𝑎))

←

@2 (⊤, 𝑝(𝑎));

⊤⟩,

@2 (⊤, 𝑝(𝑠(𝑎)));

⊤⟩,

ℛ𝑝(𝑠(𝑠(𝑎))) : ⟨𝑝(𝑠(𝑠(𝑎))) ←
....

...........

.......... .............

..........

}

where aggregators @1 and @2 are deﬁned as @1 (𝑏1 , 𝑏2 ) = 𝑠𝑢𝑝{𝛼 &G 𝑏1 , 𝛽 &G 𝑏2 }
and @2 (𝑏1 , 𝑏2 ) = 𝑠𝑢𝑝{𝛼 &G 𝑏1 , 𝛾 &G 𝑏2 }.
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It is easy to see that the reductants included in 𝑅𝑒𝑑(𝒫) admit several manipulation processes (some developments regarding program transformation/optimization
tasks in this fuzzy ﬁeld -and strongly related with the present fact- are recorded in
[6,4]) in order to highly simplify their shape. For instance, by taking into account
that @1 (⊤, ⊤) = 𝑠𝑢𝑝{𝛼 &G ⊤, 𝛽 &G ⊤} = 𝑠𝑢𝑝{𝛼, 𝛽} = 𝛾 and ⊤&𝛾 = 𝛾, the ﬁrst
reductant can be easily expressed by the fact: ⟨𝑝(𝑎)←; 𝛾⟩.
Anyway, the most important point we wish to highlight here, is the inﬁnite cardinality of 𝑅𝑒𝑑(𝒫), which strongly contrasts with the simplicity of program 𝐺𝑟𝑒𝑑(𝒫),
composed just by the unique G-reductant:
ℛ𝑝(𝑋) : ⟨𝑝(𝑋) ← @3 ((𝑋 ≈ 𝑋1)&⊤, (𝑋 ≈ 𝑎)&⊤, (𝑋 ≈ 𝑠(𝑋2))& 𝑝(𝑋2)); ⊤⟩
where @3 (𝑏1 , 𝑏2 , 𝑏3 ) = 𝑠𝑢𝑝{𝛼 &G 𝑏1 , 𝛽 &G 𝑏2 , 𝛾 &G 𝑏3 }.
Now, let us see how the use of reductants and G-reductants contribute to put in
practice the theoretical completeness results of the multi-adjoint logic framework.
For simplicity reasons, assume that the ground atom 𝑝(𝑎) is the goal to be solved.
It is easy to see that this goal admits two one-step derivations using the two facts of
program 𝒫, which lead to two diﬀerent fuzzy computed answers with truth degrees
𝛼 and 𝛽, respectively. Anyway, according to the procedural semantics of multiadjoint logic programming described in Section 2, it is not possible to compute the
correct answer 𝛾 for 𝑝(𝑎) w.r.t. 𝒫.
Fortunately, by using the ﬁrst reductant of 𝑅𝑒𝑑(𝒫), we can build the following derivation computing the desired solution (we avoid the second component
on states since substitutions are irrelevant here -we are just evaluating ground
expressions- and, for readability reasons, we underline the selected expression in
each computation step): 𝑝(𝑎) →𝐴𝑆1 ℛ𝑝(𝑎) ⊤&@1 (⊤, ⊤) →𝐼𝑆 ⊤&𝛾 →𝐼𝑆 𝛾,
where, in the ﬁrst interpretive step, we have exploited again the following equalities: @1 (⊤, ⊤) = 𝑠𝑢𝑝{𝛼 &G ⊤, 𝛽 &G ⊤} = 𝑠𝑢𝑝{𝛼, 𝛽} = 𝛾.
In an alternative way, we can achieve the same eﬀect, but using now the unique
G-reductant of 𝐺𝑟𝑒𝑑(𝒫), as follows:
𝑝(𝑎)

→𝐴𝑆1 ℛ𝑝(𝑋)

⊤&@3 ((𝑎 ≈ 𝑋1)&⊤, (𝑎 ≈ 𝑎)&⊤, (𝑎 ≈ 𝑠(𝑋2))& 𝑝(𝑋2))

→𝐴𝑆2 𝑅≈

⊤&@3 (⊤&⊤, (𝑎 ≈ 𝑎)&⊤, (𝑎 ≈ 𝑠(𝑋2))& 𝑝(𝑋2))

→𝐼𝑆

⊤&@3 (⊤, (𝑎 ≈ 𝑎)&⊤, (𝑎 ≈ 𝑠(𝑋2))& 𝑝(𝑋2))

→𝐴𝑆2 𝑅≈

⊤&@3 (⊤, ⊤&⊤, (𝑎 ≈ 𝑠(𝑋2))& 𝑝(𝑋2))

→𝐼𝑆

⊤&@3 (⊤, ⊤, (𝑎 ≈ 𝑠(𝑋2))& 𝑝(𝑋2))

→𝐴𝑆3

⊤&@3 (⊤, ⊤, ⊥& 𝑝(𝑋2))

→𝐼𝑆

⊤&@3 (⊤, ⊤, ⊥)

→𝐼𝑆

⊤&𝛾

→𝐼𝑆
𝛾
Let us explain in detail each one of the computation steps performed before:
∙

The ﬁrst admissible step of kind “→𝐴𝑆1 ” has been performed with the unique
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G-reductant ℛ𝑝(𝑋) of 𝐺𝑟𝑒𝑑(𝒫), after generating the appropriate binding 𝜃 =
𝑚𝑔𝑢({𝑝(𝑎) = 𝑝(𝑋))} = {𝑋 7→ 𝑎}.
∙

Since there exists the 𝑚𝑔𝑢 between constant 𝑎 and variable 𝑋1 , we can apply
now a “→𝐴𝑆2 ” step using the default rule 𝑅≈ , thus replacing atom “(𝑎 ≈ 𝑋1)”
by ⊤.

∙

In the example we assume that our selection rule/strategy of “computable expressions” applies interpretive steps as soon as possible (thus, this kind of computations are prioritary to those admissible steps exploiting atoms).

∙

The fourth and ﬁfth steps are similar to the second and third ones, respectively.

∙

In the next step, it is not possible to unify terms “𝑎” and “𝑠(𝑋2)”, which requires an admissible step of kind “→𝐴𝑆3 ” producing a replacement of expression
“𝑎 ≈ 𝑠(𝑋2)” by ⊥ in the next state. It is important to note that in pure logic programming, this step would be comparable to an action for “aborting” the whole
derivation, which fortunately is avoided in the present multi-adjoint setting. We
think that this fact reinforces the much more ﬂexible behaviour of fuzzy logic
programming.

∙

In this step we have exploited the (somehow commented before) property of con˙ = ⊥ for any given expression 𝐸 whose
junctor operators indicating that ⊥&𝐸
(subsequent) evaluation will be anyway forced to return a concrete, but irrelevant in this case, truth degree. We think that this quite natural improvement
surpassing Deﬁnition 2.2 can be easily implemented in practice: some appointments on our recent advances on the formalization of interpretive steps, including
optimization and cost measuring details, can be found in [16,17].

∙

The next interpretive step directly follows by simply taking into account that
@3 (⊤, ⊤, ⊥) = 𝑠𝑢𝑝{𝛼 &G ⊤, 𝛽 &G ⊤, 𝛾 &G ⊥} = 𝑠𝑢𝑝{𝛼, 𝛽, ⊥} = 𝛾.

∙

From here, after two ﬁnal steps, we trivially obtain the intended solution.

4

Conclusions and Further Research

Reductants are crucial to cope with completeness in most fuzzy logic programming
paradigms. In the case of the extremely ﬂexible and modern multi-adjoint framework, where truth degrees do not necessarily verify total ordering criteria, it is not
always possible to obtain in practice all correct answers for a given goal, since real
programs require an inﬁnite number of reductants for covering all its possible calls.
In this paper, we have introduced the notion of G-reductant, whose number is ﬁnite
for fuzzy programs deﬁning a ﬁnite set of predicates. To the best of our knowledge,
we think that our technique is the ﬁrst approach granting practical completeness
results in the multi-adjoint logic setting: we are nowadays implementing it into the
FLOPER environment developed in our research group [15,1].
As current work, our high-priority activities are oriented to formally prove some
theoretical results which can be enunciated as: ”given a program 𝒫, the complete
set of correct answers for a ground atom 𝐴, can be computed by using the (usually
inﬁnite) set of reductants 𝑅𝑒𝑑(𝒫) as well as the (usually ﬁnite) set of G-reductants
𝐺𝑟𝑒𝑑(𝒫)”. Moreover, we plan to study the role that our approach might play
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regarding the evaluation of non-ground atoms, since the theory of reductants have
traditionally been concerned with simple ground goals.
Finally, we wish to throw here a link to the notion of PE-reductant proposed in
[7]. This alternative deﬁnition of reductant uses some partial evaluation methods
studied in our research group which, by an eﬀective application of fuzzy unfolding/thresholding techniques, are able to improve its use by reducing the length of
derivations. Nevertheless, such deﬁnition does not solve the “inﬁnite” problems we
have reported in this paper. Perhaps a suitable combination of the two approaches
could converge in a possibly called “PEG-reductant” concept, enjoying the best
properties of both deﬁnitions.
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