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Abstract. The increasing complexity of current software systems is encouraging the
development of self-organizing software systems, i.e. systems capable of reconfiguring their
structure at runtime. These systems can be composed of autonomous composite components
which also need independent reconfiguration capabilities to evolve their internal
compositions. Self-organization in software architectures is described by means of
reconfiguration specifications. However, these specifications are often tangled with functional
specifications, thus decreasing the maintenance of such systems. This paper presents an
approach for supporting autonomic reconfiguration of composite components, taking
advantage of aspect-oriented techniques. This approach identifies the common concerns that
are necessary to support the autonomic reconfiguration and encapsulates them into aspects,
avoiding tangled code. Thus, self-reconfigurable composite components are weaved with
these aspects and benefit from: (1) easy maintenance, since the reconfiguration concern is
separated from the other concerns; (2) autonomous reconfiguration, since it is provided with
dynamic reconfiguration services to change its architecture.
Key Words: dynamic reconfiguration, software architectures, AOSD.

1. Introduction
The increasing complexity of current software systems is becoming unmanageable: large complex
systems are more and more difficult to develop and maintain. These systems require design
methodologies capable of addressing the increasing complexity of the developments, but also
exhibiting maintainable, flexible and scalable properties.
Software Architecture [28] provides techniques for describing the structure of complex software
systems. Its aim is to hide low-level details and help to understand the system. The architecture of
a software system is described in terms of architectural elements (components and connectors) and
their interactions with each other. Software architectures have a hierarchical structure where
components can be combined to create composite components which, in turn, can be combined
into more composite components. Flexibility can be provided by allowing the software
architecture to change the configuration among its architectural elements to a new one which
supports the new situation. However, since there are systems that cannot be stopped to perform
this configuration, this must be done at runtime. The Dynamic Reconfiguration of software
architectures [22] provides support to this, by allowing the runtime creation and destruction of the
architectural element instances and links at run-time [15],[22].
However, most of the approaches proposed to support dynamic reconfiguration does not have
the properties of being scalable or easily maintainable. On the one hand, some approaches supports
the dynamic reconfiguration from a centralized way, thus decreasing the scalability of the solution
when the system grows. On the other hand, the specification of the dynamic reconfiguration
behaviour is often tangled with other concerns of the system, such as the business logic (the
functional concern), thus decreasing the maintainability of the code.
* This work is funded by the Spanish MICYT (META project TIN2006-15175-C05-01) and by the UPV (the project
“Quality-Driven Model Transformations”).
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Our work is focused on the design, construction and maintenance tasks of software architectures
with self-management features from a Model-Driven Development (MDD) perspective. This paper
takes a step forward from a previous work [8], where it was proposed to isolate the dynamic
reconfiguration concern from the rest of the system and its decomposition into reconfiguration
specifications and reconfiguration mechanisms. In this paper we detail these ideas, addressing the
description and design of composite components capable of reconfiguring themselves in a
decentralized way, without tangling evolution and functional concerns. We have called this feature
aspect-oriented autonomic reconfiguration, since local autonomy for dynamic reconfiguration is
provided for each composite component, and separation of concerns is provided by means of
Aspect-Oriented Software Development (AOSD) techniques [20]. Moreover, dynamic
reconfiguration is addressed in a platform-independent way, by identifying the high-level features
a reconfigurable technology should provide. These features have been inferred from platformspecific works supporting dynamic reconfiguration. Our approach has been applied to PRISMA
[27], which provides a MDD framework and a platform-independent Aspect-Oriented Architecture
Description Language to describe software architectures.
This paper is structured as follows. First the decisions that guide our approach are presented in
section 2. Next, the PRISMA model, where we have applied our approach, is introduced in section
3. Then, the approach for supporting autonomic reconfiguration is presented in detail in section 4.
Related works that address dynamic reconfiguration are discussed in section 5. Finally,
conclusions and further works are presented.

2. Dynamic Reconfiguration of Software Architectures
Our work defines a design approach to build dynamically reconfigurable software architectures, a
key aspect towards the development of self-managed software architectures. Dynamic
reconfiguration of software architectures [22] provides support for run-time: (i) addition of new
functionality (i.e. new components), (ii) replacement and/or removal of existing functionality, and
(iii) modification of the connections among the architectural elements. In order to design a
dynamically reconfigurable software system, there are some attributes that must be considered.
The set of different attributes that characterize a dynamic software system had been studied in
different works [3][4][24]. We state here the attributes we have considered the most important to
include in our approach, and the reasons that guided such decisions.
The first decision to tackle with is the granularity of changes, that is, at what level of
abstraction we are going to describe dynamic changes. On the one hand, there are several works
that propose different techniques to support dynamic adaptation, as summarized in [24]. However,
these works are focused on a specific technology, and for this reason, usually the reconfiguration
specifications are specified at a low abstraction level. On the other hand, there are several works
that propose formal Architecture Description Languages (ADLs) to describe the dynamic
reconfiguration at an high abstraction level, as summarized in [3]. However, most of these works
have not addressed how to support the execution of such high level reconfigurations. Since the
dynamic reconfiguration of software systems is highly related with the management of running
software artifacts, we should consider not only the specification of how a system should be
reconfigured, but also the mechanisms that support this reconfiguration process. One of the major
contributions of this paper is the definition of a model that bridges the gap between these related
areas: formal dynamic ADLs, and platform-specific adaptation mechanisms.
The second decision to tackle with is the activeness of the software system [4]: if the dynamic
reconfigurations will be reactive or proactive. On the one hand, reactive reconfigurations are
dynamic changes that are driven externally by an external agent (usually the system architect or
developer) and by means of a user interface. Endler [15] defined them as ad-hoc reconfigurations.
On the other hand, proactive reconfigurations are dynamic changes that are driven autonomously
by the system when some specific conditions or events apply. Proactive reconfigurations are
usually described by means of reconfiguration specifications. A reconfiguration specification
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describes when the architecture should change (e.g. in response to certain events or state changes)
and what kind of changes must be performed on the architecture for each situation. Proactive
reconfigurations can be described at design-time (also called programmed reconfigurations [15])
or synthesized dynamically at run-time, according to high-level goals [29]. Both kinds of dynamic
changes are complementary and must be supported in order to allow a system to reconfigure itself
autonomously (e.g. by using programmed reconfigurations) and to introduce unanticipated
changes or updates (i.e. ad-hoc reconfigurations). Both reactive and proactive reconfigurations
have one point in common: they use the same reconfiguration mechanisms, which actually carry
out the run-time changes (i.e. to add/remove components safely at run-time, by preserving the
system state). A way to support both kinds of reconfigurations is by explicitly modeling and taking
into account the mechanisms that are going to support the dynamic reconfiguration process.
The third decision to tackle with is about the management of dynamic reconfigurations. Due to
the growing size and complexity of software systems, scalability is also an important issue, as
stated by Bradbury et al. [3], and by Kramer and Magee [21]. The management of reconfigurations
can be addressed either in a centralized or in a decentralized way. Centralized approaches provide
a single, global entity (the configuror) that contains (or generates) all the reconfiguration
specifications to perform on the whole software architecture. Decentralized approaches distribute
reconfiguration specifications across the architectural elements (i.e. components and/or
connectors), which are capable of reconfiguring the architecture to which they belong. This is
usually carried out by using specific reconfiguration primitives that are provided by the ADL. Our
proposal follows a partial decentralized approach: each composite component of the software
architecture has fully local autonomy to dynamically reconfigure itself independently of the rest of
the system. This means that each composite component: (i) contains/generates the reconfiguration
specifications to change its architecture, and (ii) is provided with its own reconfiguration
mechanisms to evolve independently. This is another key contribution of our work.
Another decision we have taken into account is how to deal with the separation of concerns.
Separation of concerns in the context of software evolution allows us to separate parts of the
software that exhibit different rates of change [23]. This should be taken into account in order to
appropriately separate the different concerns involved and improve the maintenance and reuse. In
order to avoid the entanglement of the functional and reconfiguration concerns, and to improve its
design and maintainability, aspects are used in our approach. Aspect-Oriented Software
Development (AOSD [20]) proposes the separation of the crosscutting concerns of software
systems into separate entities called aspects. This separation avoids the tangled concerns of
software, allowing the reuse of the same aspect in different entities of the software system as well
as its maintenance. Although several proposals have addressed the integration of aspects in
software architectures [10], very few of them have considered the encapsulation of the
reconfiguration concern into aspects [2], [14]. We consider that the separation among the
functional and reconfiguration concerns is a first step to build adaptive systems easier to maintain.
Thus, the reconfiguration code will be able to change the functional code without being affected.
Therefore, the key ideas a framework should provide to allow the design of autonomous
dynamic reconfigurable systems are the following: (i) Support for both reactive and proactive
reconfigurations, (ii) Decentralized reconfiguration specifications and local autonomy for each
composite component, and (iii) Separation of the reconfiguration concerns. Our work has been
applied to the PRISMA approach [27]. This provides the following benefits: (1) architectural
elements are used to model functional decomposition, and aspects are used to model crosscuttingconcerns (functionality, reconfiguration, etc.). Thus, components and aspects encapsulate different
properties thereby avoiding tangled code; (2) the PRISMA model is completely formalised and its
Aspect-Oriented Architectural Description Language (AOADL) is a formal language, so the
evolution requirements of our proposal can be easily formalized and executed without ambiguity;
(3) PRISMA software architectures can be automatically compiled to a technological platform by
using code generation techniques, so a technology-independent approach can be defined; and (4)
the PRISMA tool supports the development of aspect-oriented software architectures following the
Model-Driven Development (MDD) paradigm. Next, the PRISMA model is briefly described.
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3. Background: The PRISMA Model
PRISMA is an Architecture Description Language that has introduced aspects as a new concept of
software architectures. They are first-order citizens of software architectures and represent a
specific behaviour of a concern (safety, coordination, distribution, etc.) that crosscuts the software
architecture. PRISMA has three kinds of architectural elements: simple (components and
connectors) and composite (systems). Each architectural element encapsulates its functionality as a
black box and publishes a set of services that they offer to other architectural elements through
their ports.
However, the internal view of these architectural elements differs between simple and
composite ones. On the one hand, the internal view of a simple architectural element is an invasive
composition [1] of aspects, which can be shown as a prism (see Figure 1, left). Each side of the
prism is an aspect that the architectural element imports. Aspects are synchronized among them by
means of weavings, that indicate how the execution of an aspect service can trigger the execution
of services in other aspects. On the other hand, the internal view of composite architectural
elements includes a set of architectural elements (components, connectors and other systems) and
the links among them (see Figure 1, right). There are two kinds of links: attachments and bindings.

Fig. 1. Internal view of simple and complex PRISMA architectural elements

4. Autonomic Aspect-Oriented Composite Components
As also stated by other authors [3][16][17][21][26], we have observed that self-managed
architectures usually follows a closed control loop that periodically monitors the architecture,
plans if any (corrective) change needs to be performed, and effects them. This control loop have
been taken into account in other disciplines to develop self-managed systems, being the most
known the Autonomic Computing discipline [19]. Autonomic Computing (AC) proposes to
achieve the self-management of systems by means of an autonomic control loop, which monitors,
analyzes, plans and executes control operations on a managed resource to achieve a set of
predefined high-level goals. These goals are part of the knowledge of an autonomic element.
Self-managed architectures can be also considered from an autonomic point of view, because:
(1) they manage a resource (the software architecture configuration); (2) they have a set of
predefined objectives (reconfiguration specifications); and (3) they have a set of control operations
that constantly monitor the resource (i.e. the architecture) to detect when a change (i.e. a
reconfiguration) is needed. Following the guidelines from Autonomic Computing, we have
identified four concerns that dynamic reconfiguration should take into account: (i) architecture
monitoring, the concern that captures the events that take place in the software architecture; (ii)
reconfiguration analysis, the concern that analyzes events to detect if a reconfiguration must be
done, and that provides the set of reconfiguration actions to be performed on the architecture; (iii)
reconfiguration planning, the concern that plans or coordinates how the set of reconfiguration
actions must be applied safely on the architecture without interrupting current transactions, and
(iv) reconfiguration effector, the concern that applies atomic reconfiguration operations on the
software architecture.

ISSN 1988–3455

SISTEDES, 2009

4

Actas de los Talleres de las Jornadas de Ingeniería del Software y Bases de Datos, Vol. 3, No. 4, 2009

Each of the concerns we have identified to perform the reconfiguration have been encapsulated
into an aspect (Monitoring, ReconfigurationAnalysis, ReconfigurationCoordination and
ReconfigurationEffector). Next, each one of these aspects is described in detail below.
4.1 The Monitoring aspect
This aspect monitorizes the architecture of the composite component where it has been imported
to. It provides a set of services for collecting information about: (i) the events that take place in the
architecture, (ii) the current configuration of the architecture, and (iii) the runtime status of the
different elements of the architecture (see Figure 2).
Services 1 to 3 (see Figure 2) allow to capture any event triggered in the composite component.
Examples of events are: a service execution request, the creation of either an architectural element
instance or a connection, etc. As it will be described in the following section, event capture is used
to trigger reconfiguration processes. In addition, no only internal events can be captured, but also
external events can be captured to react to changes in the environment. We use a similar approach
as [13] does, so it is not described here because it has no relevance.
Monitoring Aspect
...

Services
(1)
afterServiceRequest(CONNid, serviceName, out params[], condition);
(2)
beforeServiceRequest(CONNid, serviceName, out params[], condition);
(3)
insteadOfServRequest(CONNid, serviceName, out params[], condition);
(4)
getArchitecturalElementInstances(out IDList[], [AEtype]);
(5)
getArchitecturalElement(AEid, out ArchitecturalElement);
(6)
getConnections(out IDList[], [AEid]);
(7)
getConnection(CONNid, out AEid1, out AEid2);
(8)
getStatus(elemID, out status);
...

End_Aspect;

Fig. 2. The Monitoring aspect

Services 4 to 7 (see Figure 2) provide information about the current configuration of a
composite component. These services provide the references to its architectural element instances
and to their connections. Since the architecture of a dynamic reconfigurable system can change
substantially over time, information about the configuration of the architecture at any given
moment is essential. This way, a composite component can be aware of its configuration and use
this knowledge to decide if a reconfiguration is needed. Furthermore, this information also allows
to verify whether or not a set of reconfiguration actions has been successfully executed, and
whether or not the target configuration has been achieved.
Service 8 (see Figure 2) provides information about the runtime status of the elements the
composite component is made of: if the elements are idle, they are processing services or they are
stopped. This information will allow a composite component to know whether its elements are
ready to be reconfigured or not.
4.2. The ReconfigurationAnalysis aspect
This aspect describes the proactive reconfiguration behaviour (see section 2) of the composite
component. It defines when to perform a reconfiguration process, and how the different
architectural elements must be reconfigured. The ReconfigurationAnalysis aspect defines the
policies that will drive the reconfiguration of the composite component that it belongs to. We have
used the PRISMA AOADL to define simple event-condition-action (ECA) policies. These policies
are expressive enough to describe how the composite component should react in presence of
certain events. These policies are described at design-time. However, policies can be changed at
run-time by using reflective dynamic evolution mechanisms, as described in other paper [9].
This aspect is divided into two sections: a set of configuration transactions (i.e. actions) and a
set of reconfiguration triggers (i.e. events and conditions). A configuration transaction is a
specification that describes a set of (re)configuration actions to be executed transactionally (all or
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none) in order to achieve a new valid configuration. Thus, the configuration actions will be
executed, and if anything fails, the configuration will be rollbacked. A reconfiguration trigger is a
condition which, if true, activates a configuration transaction. A condition may use the events
captured by the Monitoring aspect (see section 4.1) to check if a service has been called in the
architecture, or if a connection has been created or destroyed, etc.
For instance, consider a composite component S consisting of two components, A1 (whose type
is A) and oldB (whose type is B), which are interconnected through an attachment (see 1, Figure
3). Assume that we wish to achieve the configuration 2 of Figure 3, if the previous instance (oldB)
does not work properly. Figure 3-right, shows the specification of the ReconfigurationAnalysis
aspect to perform this reconfiguration. On the one hand, the transaction section specifies a
configuration transaction called repairFaultyB. First, a reference to the instance of A is obtained
(1). Next, a new instance of B, newB, is created (2). Then the connection between A1 and oldB
instances is removed (3), and a new one is created between A1 and newB (4). Finally, oldB is
destroyed (5). On the other hand, the triggers section activates the reconfiguration transaction
repairFaultyB when the trigger detects that an instance of B has an Unknown status (6).

1) Before the reconfiguration transaction

ReconfigurationAnalysis aspect S_EvolAnalyzer
...
Transactions
repairFaultyB(input oldB:string):
(1) PREPARE = getAinst(output A1) Æ RECONFIGURE
RECONFIGURE =
(2) createB!(output newB)Æ
(3) detachA_B!(A1, oldB)Æ
(4) attachA_B!(A1, newB, output attID)Æ
(5) destroyB!(oldB) Æ END;
...
Triggers
(6) repairFaultyB(oldB) when
getBinst(output oldB) AND getStatus(oldB,“Unknown”)
...
End_Aspect S_EvolAnalyzer;

2) After the reconfiguration transaction

3) ReconfigurationAnalysis aspect

Fig. 3. A simple Reconfiguration Example

4.3. The ReconfigurationCoordination aspect
As described above, the ReconfigurationAnalysis aspect provides a set of domain-specific
reconfiguration specifications. Whereas the ReconfigurationAnalysis aspect is responsible for
triggering these reconfigurations when certain conditions apply, the ReconfigurationCoordination
aspect is responsible for driving the successful execution of these reconfiguration specifications. It
ensures that the reconfigurations triggered are performed transactionally (all or none).
When a reconfiguration transaction is triggered in the ReconfigurationAnalysis aspect, the
service beginConfigurationTransaction(), which is provided by the ReconfigurationCoordination
aspect, is implicitly executed. The execution of this service prepares the architecture of the
composite component to be reconfigured. Then, the execution of each configuration action
belonging to a reconfiguration transaction implicitly triggers the execution of one of the generic
reconfiguration services provided by the ReconfigurationCoordination aspect (see Figure 4).
These generic reconfiguration services describe the set of low-level actions to perform for each
different kind of reconfiguration action (i.e. creating instances, disconnecting instances, replacing
instances, etc.). Each generic reconfiguration service performs three steps. First, the running
transactions of the elements affected by a reconfiguration action are finished in a consistent way.
For instance, the affected elements when performing the destroyArchitecturalElement operation
are the instance to destroy, its connections, and its adjacent architectural element instances.
Second, the set of required low-level changes are applied (e.g. destroying the required instance and
its connections). These low-level changes are performed by the ReconfigurationEffector aspect
(see section 4.4). Third, when the reconfiguration has been realized, it is verified whether or not
the desired configuration has been achieved, by querying to the Monitoring aspect about the
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configuration information (see section 4.1). Each generic reconfiguration service successfully
executed is registered in a data structure, in order to undo the operation if anything fails.
Finally,
if
a
reconfiguration
transaction
ends
successfully,
the
service
endConfigurationTransaction() is implicitly executed. Then, all the elements that were stopped are
restarted. It only makes sense to start reconfigured elements when all the reconfiguration
operations have been performed succesfully. If any of the reconfiguration services fails, the
configuration transaction is rollbacked.
createArchitecturalElement(architecturalElementType, initializationValues,
out architecturalElementInstanceID);
destroyArchitecturalElement(architecturalElementInstanceID);
createAttachment(archElementInstanceID1, portName1, archElementInstanceID2,
portName2, out attachmentID);
destroyAttachment(attachmentID);
createBinding(systemPortName, archElementInstanceID, archElementPortName,
out bindingID);
destroyBinding(bindingID);
replaceArchitecturalElement(archElementInstanceIDToBeReplaced, newArchElementType,
[initializationValues], out newArchElementInstanceID);

Fig. 4. Reconfiguration services provided by the ReconfigurationCoordination aspect

4.4. The ReconfigurationEffector aspect
This aspect effects, or performs, the changes on the architecture it manages. It provides low-level
services (i.e. those that interact with the middleware and the technological platform) to modify the
architecture without taking into account the status (i.e. whether the element has been previously
stopped or not) and/or the relations with the adjacent architectural elements. These low-level
services must be correctly coordinated to carry out a safe reconfiguration: this is performed by the
ReconfigurationCoordination aspect (see section 4.3). The most relevant low-level services
provided are the following, being omitted most of the implementation details due to space reasons.
 Services to change the execution status of an element: (i) StartElement(elemID), the
element is activated and can process services; (ii) StopElement(elemID), the element is
passed to the blocked status (either tranquillity or quiescence is achieved [30]).
 Services to reconfigure the architecture: (i) CreateInstance(compType, initParams, out
compID), (ii) DestroyInstance(compID), (iii) Connect(compID1, port1, compID2, port2,
out connID), (iv) Disconnect(connID), and (v) ReplaceArchitecturalElement(compID,
type, [params]).
4.5. The Evolver component: Placing all the Reconfiguration Aspects together
As described in the previous sections, the Dynamic Reconfiguration concern has been
implemented by using four different aspects. The reason of this decomposition is to separate code
that has different rates of change, as stated by Mens and Wermelinger [23]. The objective is to
avoid that changes (i.e. maintenance operations) on the platform-specific reconfiguration
mechanisms may have an impact on the platform-independent reconfiguration specifications, and
vice versa. Each aspect has a different role in the MDD process. The Monitoring and
ReconfigurationEffector aspects encapsulate the specific mechanisms that provide support for
supervising/changing the architecture of a specific technological platform. These aspects can be
easily replaced when another technological platform is selected (e.g. from .NET to Java), without
affecting the high-level reconfiguration specifications. In addition, these aspects can be used in its
own in different component models (i.e. not only in PRISMA). The ReconfigurationCoordination
aspect encapsulates the mappings from the high-level PRISMA concepts to low-level
technological services. This allows that changes on low-level mechanisms does not affect the highlevel reconfiguration specifications, and viceversa. Finally, the ReconfigurationAnalyis aspect is
different and specific for each composite component, and encapsulates the high-level
reconfiguration specifications of the component. This aspect is specified by the software architect.
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The reason to use aspects and not modules to encapsulate the dynamic reconfiguration
behaviour is because of the advantages AOSD provides. Although modules can be used to separate
concerns, the invocations among different modules are defined explicitly inside each module, thus
making each module dependent of the other. However, aspects are, by definition, independent of
each other. In addition, in symmetrical aspect-oriented models [10] like PRISMA, we cannot talk
about invocations among aspects, but synchronizations among aspects. Aspects are synchronized
with each other by means of weavings, which are defined outside the aspects and perform
interceptions of aspect services to coordinate the execution of aspects. This way, aspects are
completely independent of each other. In this way, modifying an aspect will only impact the
weavings that are specifically related to this aspect. Following the example of Figure 3, some of
the weavings between these aspects are shown in Figure 5.b (S_ReconfCoord and S_EvolAnalysis
are instances, for the system S, of the ReconfigurationCoordination aspect and the
ReconfigurationAnalysis aspect, respectively).
These aspects are provided to each PRISMA composite component intended to be dynamically
reconfigurable. In the PRISMA model, aspects are imported by simple architectural elements
(components and connectors); composite components do not import aspects. For this reason, the
aspects related to Dynamic Reconfiguration have been imported by a simple component that is
named Evolver† (see Figure 5.a).
Component Evolver
...
Weavings
S_ReconfCoord.createArchElement(“B”,[],
AEid)
insteadOf
S_EvolAnalysis.createB(AEid);
S_ReconfCoord.createAttachm(AE1,”p1”,
AE2,”p2”,attid)
insteadOf
S_EvolAnalysis.attachA_B(AE1,AE2,attid);
...
End_Weavings;
...
End Component Evolver;

a)

Graphical representation

b)

ADL specification

Fig. 5. The Evolver component (a) and an example of the weavings among the Reconfiguration aspects (b)

The Evolver component provides the composite component with fully autonomy to dynamically
reconfigure its architecture independently of the rest of the system, eliminating the need for a
centralized reconfiguration manager. Thus, a reconfigurable composite component will have a
fixed part, the Evolver component, and a variable part, all the other architectural elements and
connections of the composite component, that the Evolver will act upon. It is important to note that
this component can only manage the architecture that it belongs to (see Figure 5.a). However, this
fully autonomy does not mean that the reconfiguration process is unconstrained. The
reconfiguration is limited by the constraints defined in the architecture pattern each PRISMA
composite component defines [7]. Thus, although different instances of the same composite
component may reconfigure its architecture, they will always maintain their conformance to their
architectural pattern, so that the overall composition is preserved.
This fully autonomy is optional: only those types of composite components which may be
subject to changes in the future are created (i.e. automatically generated in the context of a MDD
paradigm) with reconfigurable mechanisms, in order to optimize system resources and
performance. Thus, we can design software systems that are made of static architectural elements
(i.e. not evolvable) as well as autonomously evolvable architectural elements.
†

This name has been chosen because this component also imports other aspects, related to the dynamic
evolution of architectural types. However, since this is outside the scope of this paper, we refer the reader
to [9] for further details.
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5. Related works
In the last years, a lot of research efforts have been done to address dynamic evolution of software
systems [4][24], and dynamic reconfiguration of software architectures [3][11]. A few proposals
have explicitly addressed the use of aspects to separate the evolution concerns in software
architectures. AO-Plastik [2] isolates the reconfiguration concern by using aspectualized
components and connectors to encapsulate the reconfiguration specifications. SAFRAN [14] has
extended the FRACTAL component model to introduce adaptation aspects, which decouple
reconfiguration from functional concerns. However, these approaches do not take into account all
the concerns involved in the autonomous control loop, such as monitoring and effecting changes.
Greenwood and Blair [17] proposed the use of dynamic aspects for monitoring and effecting
changes. However, this work is focused on a particular technology whereas our approach is based
at the architecture level in a MDD context.There are many ADLs, such as Darwin[22], LEDA[6],
PiLaR [11] or SOFA [5], which provide dynamic reconfiguration support to software architectures
through specific language primitives. However, these works only focus on reconfiguration
specifications but do not describe how reconfiguration primitives reconfigure the architecture at
runtime. In addition, its functional specifications are tangled with reconfiguration specifications.
Several architecture-based approaches [12], [16] that provide self-adaptation capabilities [26] have
emerged. However, these approaches use external and centralized reconfiguration mechanisms
instead of using localised mechanisms to each system instance. Morrison et al. [25] have used the
term autonomic evolution for describing those systems which can make changes to themselves
based on evolutions that have previously been programmed. This approach is closely related to
ours, but it is not described how the high-level mechanisms for change interact with the runtime
infrastructure and if some aspects of the reconfiguration process are addressed.

6. Conclusions and further works
This paper has described an approach for supporting dynamic reconfiguration of composite
components in an autonomic way. The guidelines for building autonomous systems, described by
the Autonomic Computing approach, have been applied to identify the concerns involved in the
dynamic reconfiguration process. These concerns have been encapsulated into aspects to avoid
reconfiguration code from being tangled with system functionality. These aspects are: the
Monitoring aspect, the ReconfigurationAnalysis aspect, the ReconfigurationCoordination aspect,
and the ReconfigurationEffector aspect. These aspects are imported by the Evolver component,
which is imported by each composite component with autonomic reconfiguration needs.
Maintenance and reuse is improved as the aspects defining reconfiguration mechanisms
(ReconfigurationCoordination, Monitoring, and ReconfigurationEffector) are described just once
in the system and are imported by all composite components which are going to be reconfigurable.
We have used the PRISMA AOADL to define simple event-condition-action (ECA) policies,
although any other kind of policies could have been defined [18]. Other promising approaches that
could be encapsulated inside the ReconfigurationAnalysis aspect are those that carry out task
synthesis from high-level goals [29]. Our contribution is not the definition of the reconfiguration
specification, but the explicit separation between the reconfiguration specifications and the
mechanisms that provide support to them. This way, the different concerns (i.e. the business logic,
reconfiguration specifications, and reconfiguration mechanisms) can be mantained separately since
they have different rates of change. The former is changed by the reconfiguration specifications
together with the reconfiguration mechanisms. Moreover, the reconfiguration mechanisms can also
be used to change the reconfiguration specifications, treating them as any other concern of the
system, as we stated in [9].
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Abstract. This paper discusses how to reconfigure systems in which
components have mismatches in their behavioural specifications. We are
interesting in performing component substitution without stopping the
system, though we assume components are not designed with reconfiguration capabilities in mind. We also assume that components may need
to be adapted before interacting with the system.
The contributions are the enumeration of requirements to allow runtime
component substitution and different compatibility notions that are adequate to component substitution under behavioural adaptation.
Finally, we illustrate these requirements and compatibility notions in a
case-study of a client/server system where the server needs to be substituted by a new one. Classic compatibility notions fail to find a new
server because the only available one implements a different behavioural
interface. We show how our compatibility notions could be used in order
to let the system keep on working.

1

Introduction

Software reuse is of great interest because it reduces costs and speeds up development time. Indeed, a vast number of software components are already available
through the Internet, and many research and development efforts are being invested in devising techniques for combining them safely and efficiently. In particular, Software Adaptation promotes the use of adaptors in order to compensate
some mismatches in component’s interfaces. In fact, this is the only known way
to adapt off-the-shelf components since designers usually only have access to
their public interfaces. Without adaptation, components could not be connected
or the execution could lead to deadlocking scenarios [2,9].
Still, one of the most challenging issues is that systems need to adapt to
environmental changes, server upgrades or failures, or even the availability of
a new component more suitable to be used in the system. In dynamic reconfiguration [14], reconfiguration must be applied without stopping the complete
system, which means that components must collaborate to support reconfiguration capabilities. In fact, it is important to determine when the system can
be reconfigured and which kind of properties the system holds before and after
reconfiguration. Unfortunatelly, dynamic reconfiguration is limited when dealing
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with off-the-shelf components: not only behavioural mismatches must be compensated, but also the source code is not accessible in case some components do
not support reconfiguration.
Few works have studied the interplay of behavioural adaptation and reconfiguration so far. For example, substituting a component by another one usually
requires the new component to implement the same functionality as the former.
This means that substitution is usually limited to instances (or subtypes) of
the same component. On the other hand, component substitution should also
consider that components may need to be adapted before interacting with the
system. That is, it is possible that a component cannot substitute another one
but an adapted version can.
This paper presents requirements for runtime component substitution and
different compatibility notions that are more fitted to component substitution
under behavioural adaptation. The paper is structured as follows: Firstly, Section 2 provides some background on behavioural specification and adaptation.
Then Section 3 introduces a client/server system that is used as running example. Section 4 enumerates some requirements that we have identified for allowing
runtime component substitution. Section 5 defines different notions of compatibility that we believe are adequate for component substitution under behavioural
adaptation. Then, Section 6 outlines the platform that we plan to implement for
validating our results. Finally, Section 7 presents related works on reconfiguration and behavioural adaptation and Section 8 concludes this paper.

2

Background

We assume that component interfaces are equipped both with a signature (set of
required and provided operations), and a protocol. For the protocol, we model
the behaviour of a component as a Labelled Transition System (LTS). The LTS
transitions encode the actions that a component can perform in a given state.
Definition 1. [LTS]. A Labelled Transition System (LTS) is a tuple
hS , s0 , L, →i where S is the set of states, s0 ∈ S is the initial state, L is the
set of labels, → is the set of transitions: →⊆ S × L × S .
Communication between components are represented using actions relative
to the emission and reception of messages corresponding to operation calls, or
internal actions performed by a component. Therefore, in our model, a label is
either the internal action τ or a tuple (M , D) where M is the message name and
D stands for the communication direction (! for emission, and ? for reception).
2.1

Specification of Adaptation Contracts

Adaptors can be automatically generated based on an abstract description of
how mismatch situations can be solved. This is given by an adaptation contract.
In this paper, the adaptation contract AC is specified using vectors [8]. Each
action appearing in one vector is executed by one component and the overall
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result corresponds to a synchronisation between all the involved components. A
vector may involve any number of components and does not require interactions
to occur on the same names of actions.
For example, a vector v = hC 1 : on!, C 2 : activate?i denotes that the action
on! performed by component C 1 must be synchronised with action activate?
performed by component C 2. This does not mean that both actions have to take
place simultaneously, nor one action just after the other. For the transmission
of messages between components, the adaptor will take also into account their
respective behaviour as specified in their LTS, accommodating the reception and
sending of actions to the points in which the components are able to perform
them.
Adaptor

C1

C2

on?
on!

activate!

on?

on!

activate?

activate?

activate!

3

Running Example

This section presents the running example used in the following sections. It
consists of a client/server system in which the server being may be substituted
by an alternative server component. This may be necessary in case of server
failure, or simply for a change in the client’s context or network connection that
made unreachable the original server. Suppose that the client wants to buy books
and magazines as shown in its behavioural interface in Fig. 1(a). Server A can
sell only one book per transaction (see Fig. 1(c)); on the other hand, server B
can sell a bounded number of books and magazines (see Fig. 2(b)).
Initially, the client is connected to server A; we shall call this configuration cA .
The client and the server agree on an adaptation contract AC C ,A (see Fig. 1(b)).
Naturally, under configuration cA the client can buy at most one book in each
transaction but it is not allowed to buy magazines because this is not supported
by server A. The latter is implicitly defined in the adaptation contract (Fig. 1(b))
because there is no vector allowing the client to perform the action buyMagazine!.
Finally, server A does not send the acknowledgement ack ? (see v4 in Fig. 1(b))
expected by the client; this must also be worked out by the adaptor.
In an alternative configuration cB the client is connected to server B whose
is depicted in Fig. 2(b). Similarly, the client and the server agree on an adaptation contract AC C ,B (see Fig. 2(a)). Under configuration cB , the client can
buy a bounded number of books and magazines. In Fig. 2(a), we see that vector v5 allows the client to buy magazines. Moreover, server B sends a different
acknowledgement for each product (see v4 and v6 in Fig. 2(a)).
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0
USER ?
0

1

LOGIN !

PASSWD ?

1

v1
v2
v3
v4
v5

PASSWD !
2

=
=
=
=
=

hC
hC
hC
hC
hC

:
:
:
:
:

login!, A : user ?i
passwd!, A : passwd?i
buyBook !, A : buy?i
ack ?, A : i
logout!, A : disconnect?i

2
BUY ?
DISCONNECT ?

LOGOUT ! BUYBOOK ! BUYMAGAZINE ! ACK ?
4

3

DISCONNECT ?

3

4

(b) Adaptation Contract
AC C ,A

(a) LTS of Client C

(c) LTS of Server A

Fig. 1. Configuration cA .

0
CONNECT ?
1

v1
v2
v3
v4
v5
v6
v7

=
=
=
=
=
=
=

hC
hC
hC
hC
hC
hC
hC

:
:
:
:
:
:
:

login!, B : connect?i
passwd!, B : pwd?i
buyBook !, B : buyBook ?i
ack ?, B : bookOk !i
buyMagazine!, B : buyMagazine?i
ack ?, B : magazineOk !i
logout!, B : disconnect?i

PWD ?
2
DISCONNECT ? BUYBOOK ? BOOKOK !
5

(a) Adaptation Contract AC C ,B

3

BUYMAGAZINE ? MAGAZINEOK !
4

(b) LTS of Server B

Fig. 2. Configuration cB .

4

Requirements for Runtime Component Substitution

Runtime reconfiguration in highly dynamic scenarios – as those we are dealing
with – impose additional requirements for component replacement. First, reconfiguration must be done at runtime, without stopping the system and trying
to affect minimally its performance, in particular the functioning of those parts
of it not directly involved in the reconfiguration. Second, new components may
need some adaptation in order to fit in: behavioural analysis must provide the
sources of incompatibilities, and provide solutions at runtime.
We analyse in this section requirements for performing this kind of dynamic
reconfiguration.
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4.1

Component Discovery

The need for finding a new component to be integrated in the system may be
either reactive or proactive. The reactive case is caused by the system itself: for
instance as a consequence of connection loss or failure of one its current components, thus creating a hole in the system that must be filled for its correct
functioning. The proactive case would be caused by the availability of a new
component that is suspected to be a good candidate for being integrated in the
system, replacing some of its current component. In both cases, we have first to
detect the reconfiguration need by using runtime monitoring techniques both on
the system and on its environment. Then, the interface of the candidate components – and its compatibility with the rest of the system – must be evaluated,
attending not only to its signature interface (names of services, operations, messages and parameters), but also to its behavioural interface and the QoS features
provided/expected by the component and the system.
Example. If a reconfiguration is triggered to substitute server A, the system
searches for candidates and finds server B . Both signature and behavioural analysis on server B point out mismatches, though the system recognises that these
mismatches can be worked out and server B is finally accepted as a candidate.
4.2

Component Adaptation

Previously to the system reconfiguration of the system by the integration of
a new component, we will likely need to adapt the component for solving the
problems of compatibility detected in the component discovery phase. This will
be accomplished by generating an adaptor, that will play the role of wrapper
or component in-the-middle, filtering the interactions between the component
and the system and ensuring both a correct functioning of the system (verifying
for instance the absence of deadlocks or other user defined properties) and the
safety of the composition (i.e., that the component is behaving as stated on its
interface).
Example. Before connecting the client to server B , an adaptor is generated
based on the adaptation rules established in the adaptation contract AC C ,B in
Fig. 2(a).
4.3

Component Initialisation

Interactions already initiated with the component being substituted cannot be
merely ignored; they must be either reproduced up to an equivalent state with the
new component, transparently to the rest of the system, or rolled back and compensated when the reproduction of the state is not possible. Both fault-tolerance
algorithms, exception handling and roll-back techniques must be developed to
this effect, and compensation procedures must be defined when the initiated
interactions cannot be correctly finished.
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Example. In the running example, if the login phase has already been realised,
server B should be initialised such that the client does not need to re-login. Supposing the client has performed a trace σC = hlogin!; passwd !i, an initialisation
trace for server B could be σB = hconnect?; pwd ?i.
4.4

System Reconfiguration

Once the new component is initialised, the system is reconfigured in order to use
the new component. This must be as transparent as possible to the rest of the
system, meaning that the other components should continue working on without
being affected.
Example. The system is reconfigured from the configuration cA to the configuration cB . The substitution of server A by server B does not affect the client in
the sense it does not need to re-loggin the system. In fact, the client continues
working on transparently, though it is warned that the adaptation contract has
changed.

5

Levels of Substitution

One of the key elements in allowing safe reconfiguration is to determine when
two components are compatible. This has a strong influence in which servers will
be accepted as candidates in the discovery phase of Section 4.1.
A bisimulation equivalence can be used to check whether two components can
be substituted [18]. Nevertheless, in our case components have mismatches in
their behavioural interfaces; thus a test based on bisimulation would immediately
reject these components. In this section we discuss some substitutability notions
that are more adequate to component substitution involving adaptation.
5.1

Partial Bisimulation

A bisimulation criteria on the behaviours of the former and the novel components
is too restrictive because it takes into account all visible actions performed by
the components and ignores the behaviour of the environment. In our case, we
would like to consider the influence of the environment and to ignore the actions
performed by the former and novel components such that the rest of the system
continues working transparently. This allows both former and novel components
to provide different behavioural interfaces as far as their adapted versions provide
the environment with the same functionalities.
Example. In the running example, a client that buys at most one book in each
transaction can interact with either server A or B . Therefore, the client (in this
case it is the environment) enforces some behaviour that makes servers A and
B equivalent in the sense above. Therefore, we should be able to build a system
that is able to reconfigure at any point from server A to server B (or from server
B to server A).
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5.2

Minimal Disruption

A more relaxed substitutability notion is what we call minimal disruption. Here,
only the future actions performed by the environment are taken into account
as far as the current execution can be simulated in the new configuration. This
is useful when the new configuration has an incompatible behaviour up to a
point and a compatible one afterwards, but for some specific trace – the current
execution – the incompatible part of the behaviour works fine.
Example. If the execution of the a configuration can be simulated in another
one, then the environment could have been working flawlessly together with the
new component from the very beginning. After reconfiguration, the environment
keeps on working exactly as it was supposed to because it is within the compatible part of the latter configuration.
5.3

History-aware Substitutability

When dealing with component upgrade it is more useful to demand a Historyaware Substitutability. Here, only the current execution needs to be simulated
in the new configuration; future actions are allowed to be different. After reconfiguration, the environment may access the new services provided by the new
component, or be denied to others that cannot be handled in the new configuration.
Example. In the running example, a client logs in server A. After that, server
A is substituted by server B . Now, new functionality is available to the client
because it can now buy several books and magazines.
5.4

Transaction-aware Substitutability

Finally, we have also identified that it is useful to endow components with subtransactions. Once a sub-transaction is finished, there is no need to reproduce
the sub-transaction if the component is substituted.
Example. In our client/server example, the server would specify that a subtransaction starts when buying a product and ends when the acknowledgement
has been sent to the client. Then, it would be possible to buy magazines from
server B (which is not supported by server A), and then substitute B by A. As
the sub-transaction has finished, it can now be safely ignored when substituting
server A; this also avoids the client from buying an already bought product.

6

Component-Model Support

We plan to validate the ideas presented above through real-world applications
on implementations using the Fractal component model [5].

ISSN 1988–3455

SISTEDES, 2009

17

Actas de los Talleres de las Jornadas de Ingeniería del Software y Bases de Datos, Vol. 3, No. 4, 2009

Fractal is a modular, extensible, and programming language independent
component model for designing, implementing, deploying, and reconfiguring systems and applications. We consider that it is a suitable setting for showing the
benefits of our proposals because it deals explicitly with system reconfiguration,
and has been the origin of many interesting formal underpinnings that can be
applied to analysis of interface compatibility and verification of system properties [6,3]
The Fractal model is an open component model, and in that sense it allows
for arbitrary classes of controllers and interceptor objects, including user-defined
ones. This allows us to define our own reconfiguration controllers that will take
care of component discovery, adaptation, initialisation, and system reconfiguration (see Section 4). Moreover, in Fractal all remote invocations go through
a membrane that controls the component. This makes the membrane an ideal
container for a behavioural adaptor: the membrane will intercept all incoming
and outgoing messages and pass them to the behavioural adaptor; the latter will
compensate mismatches accordingly to the adaptation rules and orchestrate safe
executions.
A good starting point for experimenting with our results is to use the framework developed in [4]. The framework is based on a Fractal-compliant component
model and uses custom reconfiguration controllers in order to allow the system
to self-adapt to changes in the environment. Their model supports dynamic reconfiguration, dynamic component instantiation, and support for interception
of functional requests. Moreover, controllers are implemented in the form of a
component-based system, which means that each of our controllers would be
seen as a component plugged in the component’s membrane.

7

Related Work

Dynamic reconfiguration [14] is not a new topic and many solutions have already been proposed in the context of distributed systems and software architectures [11,12], graph transformation [1,19], software adaptation [16,15], metamodelling [10,13], or reconfiguration patterns [7]. On the other hand, Software
Adaptation is a recent solution to build component-based systems accessed and
reused through their public interfaces. Adaptation is known as the only way to
compose black-box components with mismatching interfaces. However, only few
works have focused so far on the reconfiguration of systems whose correct execution is ensured using adaptor components. In the rest of this section, we focus
on approaches that tackled reconfiguration aspects for systems developed using
adaptation techniques.
First of all, in [16], the authors present some issues raised while dynamically
reconfiguring behavioural adaptors. In particular, they present an example in
which a couple of reconfigurations is successively applied to an adaptor due to
the upgrade of a component in which some actions have been first removed and
next added. No solution is proposed in this work to automate or support the
adaptor reconfiguration when some changes occur in the system.
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Most of the current adaptation proposals may be considered as global, since
they proceed by computing global adaptors for closed systems made up of a predefined and fixed set of components. However, notably an incremental approach
at the behavioural level is presented in [17,15]. In these papers, the authors
present a solution to build step by step a system consisting of several components which need some adaptations. To do so, they propose some techniques to
(i) generate an adaptor for each new component added to the system, and (i) reconfigure the system (components and adaptors) when a component is removed.

8

Conclusions

We have presented a new research track where components must be adapted
to allow the system to be dynamically reconfigured. We have identified new
compatibility notions that are more adequate for verifying compatibility of such
components and enumerated requirements for a runtime component substitution.
New compatibility notions are needed because they must allow some mismatches in the behavioural interfaces For the same reason, we believe component discovery algorithms should also take into account components that have
some degree of mismatch, as far as there is a specification of how mismatches
can be worked out. Finally, before reconfiguring the system, we have shown that
the new component must be adapted and initialised accordingly to the current
system state. These constitute new requirements for the runtime platform that
we plan to address in the short-term.
Acknowledgements. This work has been partially supported by the project
TIN2008-05932 funded by the Spanish Ministry of Science and Innovation, and
project P06-TIC-02250 funded by the Andalusian local Government.
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Abstract. Choreography description languages aim at specifying from a
global point of view interactions among a set of services involved in a new
system. From this specification, local implementations or peers can be
automatically generated. Generation of peers that precisely implement
the choreography specification is not always possible: this problem is
known as realizability. When peers corresponding to this specification are
being executed we may want to modify the choreography specification
and reconfigure dynamically the system. This is the case for instance if
we add or remove interactions due to the addition of functionalities to
the system at hand or the loss of a service. In this paper, we first present
the Chor specification language, and successively present our solutions
to check if a choreography is realizable and if a specific reconfiguration
can be applied or not.

1

Introduction

A choreography describes how a set of services interact together from a global
point of view. Several formalisms have already been proposed to specify choreographies: WS-CDL, collaboration diagrams, process calculi (such as Chor),
BPMN, SRML, etc. Choreography specification, correctness, realizability and
implementation are crucial issues in Service Oriented Computing. Several works
aimed at studying and proposing solutions to the realizability problem [5, 14, 4,
2, 16] that consists in checking if a set of existing peers implement a choreography. In this paper, we first present some techniques to check realizability of
choreographies. Next, we focus on the dynamic reconfiguration of a choreography which has been distributed and deployed. Such reconfigurations correspond
to the addition or removal of some interactions (loss of a service, extension of
the functionalities, substitution of a service, etc.) at run-time.
We use the Chor calculus [14] as choreography specification language because
it is an abstract model of WS-CDL coming with a formal syntax and semantics (not the case of WS-CDL). Our goal here is first to check realizability of a
choreography. To do so, we propose an encoding of Chor into process algebra and
reuse equivalence checking tools to verify that the behaviours of both systems
(centralized and distributed) are the same. Next, we formalise a reconfigurability
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test that checks if a set of peers that have been obtained from a choreography can
be reconfigured with respect to a second choreography specification which consists in an extension (addition of some interactions) or a simplification (removal
of some interactions) of the original choreography. If these reconfigurations are
possible, new peers are generated and replace the former ones. In addition, we
also propose some analysis techniques to check some properties on the reconfiguration, e.g., if modifications coming from the new choreography specification
impact current peer behaviours only after their current execution state.
The rest of this paper is organized as follows: Section 2 introduces the Chor
specification language. Section 3 presents some automatic techniques to check
whether a Chor choreography is realizable. In Section 4, we present our approach
to check if some reconfigurations specified in a new choreography can be applied
or not and some techniques to analyze the impact of reconfigurations. Section 5
ends the paper with some concluding remarks.

2

Choreography Specification Language

Chor [14] is a simple process language, and a simplified model of WS-CDL, for
describing peers from a global point of view. From this global specification, behavioural specifications of peers can be generated by projection. Table 1 shows
the syntax and semantics of Chor (C, C1 and C2 are arbitrary Chor specifications). It uses weak traces for specifying its semantics (where [[C]] stands for the
weak trace set of C). The reader interested in more details on the language may
refer to [14].
Table 1. Syntax and semantics of Chor
means do nothing, its trace set is equal to {hi}
is an arbitrary local activity performed by peer i, and its trace set is
{hai i}
c[i,j]
is a communication between two peers i (sender) and j (receiver)
through channel c, its trace set is {hc[i,j] i}
C1 ; C2 means first C1 and then C2 , [[C1 ; C2 ]] = [[C1 ]] ⌢ [[C2 ]]
C1 ⊓ C2 means either C1 or C2 , [[C1 ⊓ C2 ]] = [[C1 ]] ∪ [[C2 ]]
C1 kC2 means C1 and C2 run concurrently, [[C1 kC2 ]] = [[C1 ]] ⊲⊳ [[C2 ]]
∗C
means execute C an arbitrary number of times, [[ ∗ C]] = [[C]]∗
skip
ai

The loop operator “∗” has the highest priority among the others. After that,
priority of the sequential composition operator “;” is higher than the other operators, as an example, ∗C1 ⊓ C2 ; C3 is not ambiguous. Priority of parallel “||” and
choice “⊓” operators is equal, as an example, C1 k ∗ C2 ⊓ C3 = (C1 k(∗C2 )) ⊓ C3
(left associativity).
Chor is implemented by the coordination of a set of independent processes
or peers. A peer is described as a Labeled Transition System (LTS). An LTS
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is a tuple (A, S, I, F, T ) where: A is an alphabet, that is a set of messages with
direction (“!” for emission, and “?” for reception), S is a set of states, I ∈ S is the
initial state, F ⊆ S are final states, and T ⊆ S × A × S is the transition function.
Peers interact using binary communication on same message names with opposite
directions. In this paper, we will consider a synchronous communication model
(studying asynchronous communication is left as perspective of this work).
Given a Chor specification, peers are generated using natural projection. Natural projection1 preserves high-level operators such as sequence, choice or loop
at the level of the peer LTS, and replaces basic activities as follows:
– each activity not performed by a peer P disappears,
– a local activity performed by a peer P remains unchanged,
– a communication activity involving a peer P is replaced by a channel input
activity (if P is the receiver) or a channel output activity (if P is the sender).
Example. Let us present a simple example specified in Chor. Our case study
consists of three peers: a client (c), an online book store (s), and a stock (k). In
a first choreography, we specify that the client can buy a book to the store, and
the store updates its stock.
C = buy[c,s] ; update[s,k]
Corresponding peers obtained by projection are given in Figure 1. Peer LTSs
are automatically generated using an encoding into FSP that we overview in
Section 3.
c1

s1

(Store)

(Client)

(Stock)

c_s_buy?

c_s_buy!

c2

k1

s2

s_k_update?

k2

s_k_update!

s3

Fig. 1. Peer LTSs generated from choreography C

3

Choreography Realizability

This section presents first a realizability definition based on projection, and then
how we check it automatically by translating the Chor language into the FSP
1
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process algebra. The reader may refer to [14, 15] for further details about Chor
realizability.
Realizability. Our definition of realizability compares two behaviours: (i) the
behaviour of a choreography specification C, and (ii) the behaviour of composed
peers whose interactions are specified in C. We call composition of peers realizable, if and only if those two behaviours are equivalent. Both Chor and peers
obtained by natural projection use weak trace sets as their formal semantics.
Therefore, we define realizability as follows:
Definition 1 (Realizability (projection)). A choreography specification is
realizable if and only if:
1. both the choreography specification and interacting peers (generated from this
choreography by natural projection) produce the same set of traces, and
2. peers cannot get stuck.
Chor language is by definition deadlock free. The second condition of realizability ensures that like the choreography specification, the composition of peers
is also deadlock free.
Translation into FSP. If the realizability check wants to be performed automatically, there are two main solutions: (i) generate and compare sets of traces
in an ad-hoc manner, and use exhaustive search to find deadlocks in the composed peers (if any exists), or (ii) translate Chor to some intermediate language
and use existing tools to compare their behaviour. We prefer the second solution
because it enables the designers to take advantage of existing tools such as equivalence checking to verify realizability, or model-checking tools for validation and
verification purposes. We chose FSP because it relies on a simple language yet
expressive enough to encode Chor operators. Moreover, FSP is equipped with
the LTSA toolbox which provides efficient tools for state space exploration and
verification. This encoding allows to: (i) validate and verify Chor specifications
using the LTSA toolbox, (ii) generate peer protocols from its choreography specified in Chor, (iii) test for realizability of the Chor specification, and (iv) generate
Java code from FSP for rapid prototyping purposes.
Basic activities are translated into simple FSP processes with one transition
from the source to the final state (we use τ for skip action). The Chor sequential
operator is encoded using the FSP sequential operator. As regards the choice
operator, we prefix each operand by a τ action, therefore similarly to the Chor
language, selecting a choice operand is performed non-deterministically. In FSP,
actions which are in alphabets of both operands can only evolve through synchronizations, but the parallel operator of Chor does not synchronize activities
of its operands (interleaving). Consequently, we first prefix operands of each parallel operator with a unique value, thus no synchronization occurs. Then, we use
the renaming operator of FSP to replace these new action names with their original values. The loop operator ∗C is specified in FSP using a non-deterministic
choice between performing skip, or performing C and then a recursive call to
the FSP process that encodes the loop operator.
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Definition 2 (Chor into FSP). Encoding a Chor specification C into FSP is
achieved using function c2f : Chor → F SP description, as follows (“\” operator hides actions in the FSP process, “/” operator renames actions in the FSP
process, and ac(C) returns non-skip basic activities of its Chor operand):
c2f(skip) =
b SKIP = (skip−>EN D)\{skip}.
c2f(ai ) =
b c2f pi (ai ) = (i a−>EN D).
[i,j]
c2f(c ) =
b c2f pi (c[i,j] ) = (i j c−>EN D).
c2f(C1 ; C2 ) =c2f
b pi (C1 ; C2 ) = c2f pi (C1 ); SKIP ; c2f pi (C2 ); EN D.
c2f(C1 ⊓ C2 ) =c2f
b pi (C1 ⊓ C2 ) = (z −>c2f pi (C1 ); EN D|z −>c2f pi (C2 ); EN D)\{z}.
assuming z is neither in the alphabet of c2f pi (C1 ) nor c2f pi (C2 ).
c2f(C1 kC2 ) =
b
kT.c2f pi (C1 kC2 ) = (p1 : c2f pi (C1 )kp2 : c2f pi (C2 )).
c2f pi (C1 kC2 ) = T.c2f pi (C1 kC2 ); SKIP ; EN D/
{ba1 /p1.ba1|ba1 ∈ ac(C1 )} ∪ {ba2 /p2.ba2|ba2 ∈ ac(C2 )}.
c2f(∗C)
=
b
c2f pi (∗C) = (z −>SKIP ; EN D|z −>c2f pi (C); SKIP ; c2f pi (∗C))\{z}.
assuming z is not in the alphabet of c2f pi (C).
FSP does not allow actions to have subscript or superscript. Therefore, we
respectively translate ai and c[i,j] into i a and i j c. c2f pi is a one-to-one function of type Chor 9 P rocessIdentif ier generating fresh identifiers (the same
ones for identical Chor specifications) as output, which obey naming rules2 of
FSP process identifiers. T.c2f pi returns a process identifier which is obtained
by prefixing the result of c2f pi by T . For all C and C ′ such that c2f(C) has
a process identifier c2f pi (C ′ ) in its specification, the result of c2f(C ′ ) must be
included in the result of c2f(C), because whenever we use one FSP identifier
in our specification, we must include the specification of that process in our final specification. We proved that this translation preserves the semantics of the
Chor language [15].
Peer generation and realizability check. From this FSP encoding of the
choreography, each peer is derived hiding in this specification actions in which
the peer at hand is not involved. From these encodings, LTSA is used to generated LTSs corresponding to these FSP specifications. Last, realizability can be
checked by comparing the set of traces produced from these LTSs corresponding
on one hand to the choreography, and on the other to the set of interacting peers.
Note that we implemented a prototype tool (see Figure 2 for an overview)
that automates this encoding, the generation of peers, the realizability test but
also the choreography verification and the generation of Java code for peers.
Example. Let us first translate the choreography specification C introduced
in Section 2 into the FSP process algebra.
2
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Fig. 2. Prototype tool overview

Chor Specification
skip
buy[c,s]
update[s,k]
buy[c,s] ; update[s,k]

FSP Process Specification
SKIP = (skip−>END)\{skip}.
C S BUY = (c s buy−>END).
S K UPDATE = (s k update−>END).
S = (C S BUY; SKIP; S K UPDATE; END).

Trace set of C has only one element hbuy[c,s] , update[s,k] i. Client and Stock
peers only perform one communication action with their complementary parts
in the Store peer (see Figure 1). On the other hand, in the Store peer, s k update!
can only occur after c s buy?. Therefore, in the composition of peers, s k update
can only occur after c s buy, and it means the first condition of realizability is
verified (assuming a synchronous communication model is used). One can easily
check that peers cannot get stuck in this composition. Therefore, this simple
choreography is realizable3.

4

Choreography Reconfigurability

In this section, we show how we check whether a reconfiguration can be applied
or not at run-time4 . Note that here our goal is not to check consistency of the
reconfiguration, it could be checked beforehand on the choreography specification
using validation and verification techniques (see Section 3). Instead, we propose
some techniques to check if, from a protocol point of view, a reconfiguration
is possible while preserving the global flow of control as specified in the new
choreography.
This process accepts as input two choreographies (an initial one, say CI , and
a reconfigured one, say CR ) and a trace t which corresponds to the history of
the current execution (sequence of tuples (ps , pr , a) meaning that an interaction
a occurs between a peer ps , the sender, and a peer pr , the receiver). Traces only
contain observable activities (tau corresponding to internal actions and used to
3

4

ISSN 1988–3455

C is restricted natural (RN) with respect to [14], and such a choreography is always
realizable.
In this paper, we prefer to refer to our approach as dynamic or run-time reconfiguration instead of self-reconfiguration since the process requires as input the modifications to be made on the running system, and in this sense changes are not applied
in a completely autonomous way.

SISTEDES, 2009

26

Actas de los Talleres de las Jornadas de Ingeniería del Software y Bases de Datos, Vol. 3, No. 4, 2009

On Realizability and Dynamic Reconfiguration of Choreographies

7

encode non-deterministic choices in peers are not stored in these traces). From
the choreography specification CR , peer LTSs are obtained using techniques
presented in Section 3. If the trace t executed by peers obtained out of CI can
be executed in reconfigured peers generated from CR , then the reconfiguration
can take place.
In practice, a reconfiguration is applied as follows. First, actual peers matching with abstract descriptions (LTSs) derived from the choreography are seeked
into databases of peers (e.g., UDDI) or directly reused from the former system
for peers which have not been modified. Next, these peers are instanciated and
executed (using the history stored in trace t) up to the point where the reconfiguration has been applied (this last part can be enforced by an external controller
for instance).
Definition 3 (Reconfigurability). Given two choreographies CI and CR , two
sets of peers PI and PR respectively obtained from those choreographies, and a
trace t, the current system consisting of peers PI is reconfigurable to peers PR if
t
there exists a global state (s′1 , . . . , s′n ) for these new peers such that (s1 , . . . , sn ) =⇒
t
(s′1 , . . . , s′n ), where si , i ∈ 1..n are initial states of new peers PR , and =⇒ stands
for the execution of interactions among peers as specified in trace t.
However, the former check only says if the actions that occurred so far can
be reproduced in the new system. We want to go further than this check since
in some situations, one may want these reconfigurations to have an immediate
impact on the running system, or to preserve the forthcoming behaviour as specified in the former choreography (the system can do at least what was possible
before, but it can do more as well).
Therefore, this test is completed with a couple of analysis of where the modifications take place, that is we check if modifications appear in peers after the
current global state, and if the evolutions possible from the current global state
are preserved with respect to the former choreography. This analysis may help
the designer to decide whether he wants to reconfigure or not the system. Indeed,
we can imagine situations in which the designer may want these modifications
to immediately impact the whole behaviour.
The first case, referred as preservative in the following, is computed by first
extracting the current global state from the trace t, and checking that all traces
that can be executed from this state in the former system are included in the
traces obtained from this same state in the new system.
Definition 4 (Preservative Reconfiguration). Given two choreographies CI
and CR , two sets of peers PI and PR respectively obtained from previous choreographies, and a trace t, new peers PR are preservative with respect to former
peers PI if traces((s1 , . . . , sn ), PI ) ⊆ traces((s1 , . . . , sn ), PR ), where (s1 , . . . , sn )
is the current global state of peers PI obtained from t.
Note that the global state obtained by application of trace t is common to
both peers PI and PR since the reconfigurability test has been applied before
and has returned true confirming the presence of this trace in both systems. This

ISSN 1988–3455

SISTEDES, 2009

27

Actas de los Talleres de las Jornadas de Ingeniería del Software y Bases de Datos, Vol. 3, No. 4, 2009

8

Gwen Salaün and Nima Roohi

global state is unique because peers have been determinized (no two transitions
holding the same label going out from the same state) during the generation
process presented in Section 3. Function traces return the set of traces reachable
in a system composed of interacting peers from a global state.
The second case, referred as modificative in the following, is computed by
first extracting the current global state from the trace t, and checking for each
reconfigured peer if all new interactions are reachable from its current execution
state.
Definition 5 (Modificative Reconfiguration). Given two choreographies CI
and CR , two sets of peers PI and PR respectively obtained from previous choreographies, and a trace t, new peers PR are modificative with respect to former
peers PI if for each peer pi ∈ PR , si ∈ (s1 , . . . , sn ), reachable(si , pi ) ∩ Mi = Mi ,
where (s1 , . . . , sn ) is the current global state of peers PI obtained from t, and Mi
stands for all the modifications (added or removed interactions) applied between
CI and CR for peer i.
Given a peer i, modifications for this peer between choreographies CI and CR
are obtained by computing the difference of both alphabets5 AIi \ARi (ARi \AIi ,
resp.) if some interactions are added (removed, resp.). Function reachable from
a state s and a peer LTS p is defined as follows:
reachable(s, p) =
{s1 , . . . , sn } ∪ reachable(s1 , p) ∪ . . . ∪ reachable(sn , p)
where {s1 , . . . , sn } = {s′ | (s, l, s′ ) ∈ T } and T is the transition set belonging
to the peer LTS p = (A, S, I, F, T ).
Last but not least, realizability of choreography CR can be checked using techniques presented in Section 3, and this realizability result is another analysis on
which the user can rely on to decide whether or not applying the reconfiguration.
Example. Let us go back to our running example and show some possible
reconfigurations of this choreography. Suppose now that one wants to enable the
user to buy a book or just order it. Moreover, a confirmation message is added
after a book purchase. Consequently, the original choreography is extended as
follows:
C1 = (buy[c,s] ; (update[s,k] ||confirm[s,c] )) ⊓ order[c,s]
Peer LTSs for C1 are shown in Figure 3 where dashed lines correspond to
new transitions with respect to those specified in C. An additional final state
in peer Stock is added since this peer is not mandatorily used now. Actions tau
stand for a non-deterministic choice made by peer Store.
Peers corresponding to choreography C (Fig. 1) can be reconfigured at any
moment since all traces of these peers can be reproduced in peers obtained from
C1 (Fig. 3). In addition, the modificative property is verified only if all peers
5
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s1

c1

tau

tau

k1

(Store)

(Client)

(Stock)
s_k_update?

c_s_buy?

c_s_order?

9

tau
c2

c_s_order!

c4

s4

s3

s2

c3

tau

c_s_buy!

s_c_confirm!

s5

c5

s_c_confirm?

s6

s_k_update!

s_k_update!
s_c_confirm!

c6

k2

s7

s8

Fig. 3. Peer LTSs generated from choreography C1

in Figure 1 are in their initial states. If these peers start their evolution, this
property is not preserved (the order interaction between the client and the store
will never be executable in such a case). The preservative property is always
verified with these peers because all traces that can be produced by former
peers (from any state) can be executed by new peers as well.
Now, we want to remove the update interaction, resulting in the removal of
the Stock peer:
C2 = (buy[c,s] ; confirm[s,c] ) ⊓ order[c,s]
Reconfigured peers are given in Figure 4.
s1

c1

(Store)

(Client)
tau

tau

c2

c4

s2

c3

c_s_order!

c_s_buy?

c_s_order?

s3

c_s_buy!

s_c_confirm!

s4

c5

s_c_confirm?

c6

Fig. 4. Peer LTSs generated from choreography C2

As far as this reconfiguration is concerned (removal of the update message),
this is possible if the current global state consists of states appearing before the
execution of the update interaction in Figure 3. Let us study the modificative
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property of this reconfiguration from peer Store point of view (since this mainly
depends on this). This reconfiguration is modificative if this peer (Fig. 3) is in
state s1 , s3 , s4 , s5 , s6 , and is not if the peer is in state s2 , s7 , s8 . As regards
the preservative feature, this property is only verified is the system evolved
through the order interaction. Otherwise, the property is not verified because
either the update interaction has already been executed, and the reconfigurability
test returns false, or this interaction is going to occur, and former and new traces
will not be included in one another.

5

Concluding Remarks

In this paper, we have proposed an approach to automatically check realizability
of choreographies, and also some techniques to verify if some reconfigurations
can be applied dynamically on some peers that have been generated from a
choreography specification. For illustration purposes, we have used the Chor
language and transition systems to describe peers. Reconfigurations have been
specified as a new version of the choreography where some interactions have been
added or removed.
Dynamic reconfiguration [11] is not a new topic and many solutions have
already been proposed in the context of distributed systems and software architectures [7, 8], graph transformation [1, 17], software adaptation [13, 12], metamodelling [6, 10], or reconfiguration patterns [3]. However, to the best of our
knowledge, nobody has already worked on the reconfiguration of service interactions initially described using a choreography specification.
As regards future work, we plan first to extend our analysis techniques to take
other kinds of reconfigurations into account. As an example, in some situations
one may wish to reduce the behaviour of the interacting peers while producing
only traces that were executable before reconfiguring the system (this is the opposite of the preservative case presented in Section 4). Second, we would like to
study reconfiguration issues in the context of an asynchronous communication
model. Last, we plan to extend our prototype tool to not only check realizability but also verify the different analyses presented in Section 4 for dynamic
reconfiguration purposes.
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Abstract. This paper describes mocas (Model Of Components for Adaptive Systems), a component model which relies on a model execution environment to create software components with self-* cabilities. A mocas
component has its structure constrained by a uml profile and its behavior specified with a uml state machine. The state machine is embedded
into the component at runtime and executed by an engine. The component is installed in a container to become adaptive and is endowed with
a control loop to self-adapt.
mocas relies on three different tools which covers the life cycle of a mocas system: a plug-in for the eclipse-based topcased platform in order to
model mocas components and to generate java code; an engine, which
runs on the top of the eclipse modeling framework (emf), for executing uml state machines; an administration platform for managing mocas components. We illustrate our approach by designing a self-adaptive
gearbox supporting self-configuration and self-healing.

1

Introduction

As the number and complexity of software systems increase, their sole management by humans becomes strenuous. Thus, software systems need to be able
to manage themselves to free human administrators from repetitive tasks. Such
systems are qualified as autonomic systems [1] and are able to manage their
behavior and their relashionships in relation with third-party systems. An autonomic system is first and foremost a self-adaptive system: it is able to modify its behavior at runtime. Self-adaptation capabilities are required to perform
self-configuration (e.g. because of evolutions of environmental conditions) or selfhealing operations (e.g. because of failures).
In this context, mocas (Model Of Components for Adaptive Systems) is
a state-based component model [2] which has been extended to enable selfadaptation and coordination of its software components. mocas promotes usability and instruments self-adaptive systems by relying on models and modeldriven engineering technologies. By usability, we consider the way to design selfadaptive systems, to develop them, to manage them and the way communication
is carried out between different stakeholders (designers, developers, administrators,...). To that purpose, mocas has strong links with the unified modeling
language (uml).
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First, we expose works related to dynamic adaptation. Then, we describe the
mocas component model and its uml profile. After, we present the tools which
have been realized to ease the design and development of a mocas system, to
allow the execution of uml state machine models and to observe and control
mocas components at runtime. Finally, we illustrate our approach by designing
a self-adaptive gearbox supporting self-configuration and self-healing.

2

Related work

Aksit and Choukair [3] make a clear separation between dynamic reconfiguration
and dynamic adaptability. The former focuses on architectural modifications of
component-based software systems by deleting/adding/replacing/moving components. This is usually performed thanks to architecture description languages
(Darwin [4], ArchStudio [5]). The latter, dynamic adaptability, focuses on modifications of the behavior of software components. It is a lighter process than
reconfiguration and thus it tends to take place quicker. mocas promotes this
latter kind of adaptation.
Specification of a self-adaptive system traditionally requires multiple formalisms (Safran [6]): architecture description languages to describe the structural adaptation of the component system, process algebric languages to describe
the behavior, a set of on-event-do-action rules to describe the adaptation policy,
other ones to express constraints on the system like the quiescent states [7] and
invariants to check the integrity of the system [8]. With the development of mde,
self-adaptive systems are more convenient to specify, in such a way that they
gain in usability.
mocas exploits mde techniques to provide a solution for self-adaptation
by only using uml. It provides a generic approach to self-adaptation in order to endow systems with self-* properties (self-configuration, self-healing, selfoptimization, self-protection) [1]. It makes a clear separation between the business logic and the self-adaptive logic, so that the designer does not worry about
adaptation. It proposes a uniform approach for building such systems by using
state machine formalism. We describe its characteristics in the next section.

3
3.1

The MOCAS component model
Business components

A mocas business component embeds at runtime a uml state machine which
describes its behavior and which is the support for executing this behavior. The
state machine controls the processing of input signals and triggers internal actions (like computation and data transformation) and output of signals. Internal
actions are implemented by the functional context of the component. The component owns business properties which are used by the behavior, to specify its
constraints (such as transition guards and state invariants), and the functional
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context, to perform the business of the component. mocas components communicate asynchronously through signals. Signals allow mocas components to
be loosely coupled and can inherit from other signals. These different concepts
related to mocas are expressed as stereotypes and are contained in the uml
profile in fig. 1.
Each input signal is processed atomically according to the run-to-completion
cycle of the state machine. When a signal incomes, it is put at the end of the
component message queue waiting for to be processed. Only one signal is processed at a time. A run-to-completion cycle starts by picking up the first signal
of the queue and ends when all the transitions of the state machine have been
fired and a new state configuration is active. Then a new cycle occurs by processing the next signal from the queue. If a signal can not be processed because
of the current state of the component, it is ignored, unless it has explicitly been
declared to be deferred from that state.

Fig. 1. The mocas component uml profile

3.2

Adaptive components

A mocas business component supports several kinds of adaptation: the redefinition of its state machine, the swapping of its functional context, the extension
of its properties. To become adaptive, the component is wrapped in a container
conforming to the mocas component model (cf. Fig. 2). The business state
machine is owned by the MOCASBehavior submachine state of this container.
Then, the container is in charge of managing the adaptation process. Adaptation
is triggered by the reception of the dedicated AdaptMOCASComponent signal.
This signal is append to the same queue that business signals are, so that it
is processed the same way. Thanks to the run-to-completion operating mode,
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the component is always in a quiescient state [7] between the processing of two
signals.
When receiving the AdaptMOCASComponent signal, the container checks
if the requested adaptation is valid with respect to the attached guard. The
guard specifies a set of basic requirements which can be extended: the new
state machine must support the same state configuration that was lastly active
in the component, the new functional context must implement all the internal
actions and the new property set must be an extension of the previous one. After
adaptation has been done, the container checks that all invariants related to the
component business properties are true. If this is not the case, an exception is
thrown (which can be dealt by an autonomic component).

Fig. 2. The mocas container

3.3

Autonomic components

To become autonomic so that it can perform the adaptation itself, an adaptive
component is endowed with a control loop. The control loop in mocas is a set of
mocas components: sensors detect what happens in the autonomic component
environment and supervise its behavior, an aggregator centralizes and reports
the sensed information to other components, an evaluator decides the actions
to perform according to its embedded policy and the reported information, and
effectors realize adaptation according to the decided actions. A policy is specified
with a state machine: it is a set of signal-guard-effector transitions related to a
state representing a particular operating mode. These different concepts related
to the self-adaptation are expressed as stereotypes and are contained in the uml
profile in fig. 3.
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Fig. 3. The autonomic mocas component uml profile

4

Tool support

mocas supports a set of tools which cover the life cycle of software components
from design to administration.
4.1

A tool for development

As they rely on state machine models and uml profiles, mocas components
are meant to be developed in case (Computer-Aided Software Engineering)
tools supporting mde. To that purpose, we choose to develop a plug-in for the
eclipse-based topcased platform [9]. topcased is an open-source project chiefly
dedicated to the conception of embedded systems for aeronautics by putting
forward the use of models. eclipse already has a strong support for models
thanks to its modeling framework (emf) and its implementation of the uml
metamodel. topcased adds to it a lot of plug-ins supporting specification of
ocl constraints [10], code generation, model verification and validation.
Our topcased plug-in allows the specification of mocas components by using
the uml profiles introduced above. It enables generation of java classes matching
the structure of each component. Finally, it creates a jar file embedding these
classes and the xmi files [11] describing the state machines.
4.2

A tool for execution

We have also developed an engine1 for executing uml state machines. This engine
is a java library which relies on the emf implementation of the uml metamodel.
It supports several uml state machine features such as orthogonal, submachine,
history and final states, completion transitions, call operation and send signal
actions, hierarchy of signals, guards and invariants,... The mocas engine is useful
1
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at design time for simulating the behavior of components in topcased. At runtime, the state machine is loaded from the xmi file contained in the component
jar file in order to create its emf structure.
The first idea when designing the mocas engine was to rely on the javabeans
component model, javabeans properties and java reflexive capabilities. Thus, the
elements used by the mocas engine are java classes with a no-parameter public
constructor and getter/setter to access properties. All the mocas stereotypes are
realized by a class whose name is the same than the stereotype and which extends
the emf class matching the uml metamodel elements extended by the stereotype.
As an example, the MOCASSignal stereotype is realized as shown in table 1.
Then, all the signals processed by the state machine engine have to extend the
Table 1. Realization of the MOCASSignal stereotype in the mocas engine
import o r g . e c l i p s e . uml2 . uml . i n t e r n a l . impl . S i g n a l I m p l ;
public c l a s s MOCASSignal extends S i g n a l I m p l {
...
}

MOCASSignal class. Moreover, the mocas engine also exists for the java mobile
platform thanks to a partial j2me implementation of the uml metamodel2 . As
reflexive mechanisms are not available in this mobile environment, each mocas
class has an attached class describing the methods which can be invoked.
4.3

A tool for administration

Each mocas component can be managed thanks to the mocas administration
platform (mocasap). mocasap allows to deploy mocas components, which are
contained in the jar files generated by the plug-in, on a local host. It enables to
build the control loop of each autonomic component by attaching sensors and by
delivering policies. It also allows to act on a component by updating its behavior
and by sending signals. Especially, mocasap enables to control the behavior of a
mocas component by activating a specific state of its state machine. This is done
by double clicking on a state and is useful to activate a specific state configuration
(e.g. in case of a failure which can be dealt by autonomic capabilities).

5

The self-adaptive gearbox example

As a example, we have designed a self-adaptive gearbox. By default, this gearbox
is an automatic gearbox owning five gears (cf. Fig. 4). Each gear is represented by
a state which owns an invariant related to the speed supported by this gear. The
2
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Fig. 4. Specification of the GearBox component in TopCased
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gearbox switches from automatic to manual mode upon requests from the control
component. When in automatic, according to the speed reported by the speed
sensor, the gearbox shifts gear up or down. Moreover, the gearbox switches from
five gears to six gears according to the slope of the road reported by the slope
sensor. The plugin generates a different structure according to the stereotype
applied on a component (cf. Fig 5): a component stereotyped AutonomicMOCASComponent will be embedded in the container and be equipped with an
aggregator and an evaluator; components stereotyped MOCASSensor will be
embedded in a component providing facilities for starting/stopping the sensors.

Fig. 5. Specification of the GearBox system

In the topcased environment, the designer specifies the state machine of each
component (e.g. the five gear box state machine on figure 4) and the policies.
The figure 6 shows the policy owned by the evaluator or the gearbox component.
The top region of the state machine is dedicated to self-configuration. This region
specifies under which conditions (e.g. slopeValue<=10 and slopeValue>10) the
gearbox switches its number of gears. The guard of the container prevents from
switching from six gears to five gears when the sixth gear is active (because this
state does not exist in the five gear state machine).
The policy also specifies self-healing actions (cf. Fig. 6, bottom region). When
a gear invariant is violated, the Failure signal is issued. The first time, the SafeState effector tries to find the one state whose invariant is true. If this state does
not exist, a Failure signal is issued again, and the adaptation is rollbacked.

6

Conclusion and future directions

mocas is a generic component model enabling to create self-* software components by providing self-adaptation capabilities. mocas components are developed through a model-driven process. A mocas component is designed in the
eclipse-based topcased platform by using uml. A uml profile constraints its
structure and a state machine model describes its behavior. A mocas component embeds its state machine model at runtime. The state machine is executed
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Fig. 6. the policy of the GearBox

thanks to the mocas engine. A mocas component is monitored and controlled
thanks to the mocas administration platform.
In the next tool releases, we want the topcased plug-in to enable the specification of an assembly of mocas components. We will also extend the mocas
engine features with time events and change of property values for triggering
transitions. Finally, we are investigating the support of remote deployment and
mobility of mocas components in the mocas administration platform.
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Abstract. This article deals with a mechanism for modifying run-time
behavior of statechart-based software components. The main target of
the presented approach are reactive and control systems, where the main
source of failures and uncertainties are due to environmental faults and
situations arisen from the numerous different working conditions that
a system must deal with. This leads to complex situations that if not
handled at an early stage, generate stop and maintenance cost, even
risks or dangers.
The proposed adaptation mechanism is applied to each individual component. First, we model the behavior for normal or standard conditions
by means of statecharts, and then, any variation will be modeled as a
modification of the initial model. Upon the detection of environmental
variations, those model modifications will be launched at run-time. This
is the foundation of this paper’s contribution to manage adaptation of
components.
Key words: Reconfiguration, statechart, run-time adaptation.

1

Introduction

Adaptation means the ability to cope with new situations. In biological and
sociological systems, this is obtained through structural or behavioral changes.
The main stream in self* systems attempts to give a system the desired properties
through structure changes and component configuration [1]. The basic support
for that are component platforms: by means of replacing, replicating, relocating
or/and configuring components and assemblies, systems can maintain at lest
some minimum level of the desired QoS.
This approach mainly deals with factors that are external to specific applications’ logic: hardware failures, external attacks, excessive workloads, etc.
However, as mentioned in [2], systems rarely are complete in all senses: specifications are incomplete, the design of the system is in evolution, the internals of
some third party components are not well known, etc. When focusing on control
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systems, we also should consider those uncertainties originated for operating in
unstable environments. Typically, sensors and actuators are the main source of
failures inside the control system itself. Additionally, it is difficult to determine
how the environment affects the system, and in particular to the sensors.
Those uncertainties are specific to each application and traditionally are managed in a specific way. As noticed in [3], the adaptation mechanism implemented
in embedded systems has evolved and will probably evolve in the following way.
Indeed, in a first stage, adaptation was not considered. At a second stage, it had
not been separated from the rest of the functionalities. At a third stage, where
we probably are nowadays, we consciously consider it but there is no proven
engineering practice to cope with it in a systematic way. And at a final stage,
this engineering practice will arise. Moreover, such adaptation mechanisms could
be a complementary technique to traditional redundancy-based fault-tolerance
approaches, even a cheaper one.
Reconfigurability provides the foundation upon which autonomic systems can
adapt to their changing environments. This is useful for dynamically optimizing
system functionality based upon the observed execution profile or for recovering
from errors and failures without human intervention [4]. The main stream in self*
communities consider components as the basic blocks for reconfiguration. This
enables to deal with systems from an overall architecture perspective. Some few
works operate at the virtual machine level in managed environments like JAVA
or CLR (for example, [5]). Whenever the case, all use some kind of model at
run-time. They also act on systems in terms of the concepts of the meta-model
in which those models are based upon.
However, there are other kinds of models that are only used at design-time.
In case of software components modeled by means of statecharts, such models
are used as specifications or descriptions. There are a lot of design patterns
in the literature and many tools in the market exist that make us easier their
transformation into code. Most of the times, the model gets lost at run time.
This implies that if a system/component can be operating in many different
but not simultaneous environmental situations or working conditions (working
mode), the developer must cope with all possible situations. This increases the
complexity of the behavioral model of the component.
This paper focuses on software components which have been specified mainly
by means of statecharts and whose behavior, upon the reception of any event,
is governed by such statechart. In some cases, a modification of the control part
(the statechart) of the component is a suitable strategy as an adaptation mechanism to different working modes. First, we propose a mechanism for modeling
adaptation of software components as model changes and then, we describe a
framework that supports and assists the development of such components. The
chosen approach is close to agent theory. In some cases, local algorithms are
viewed as suitable for adaptation purposes.
In section 2, it is presented a concise and representative problem that illustrates how the adaptation mechanism described in this paper is constructed.
Section 3 describes a required support to implement that mechanism. Section
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4 puts together the method and the support treated in sections 2 and 3. Finally, section 5 copes with the applicability of the approach, its extensions and
improvements.

2

Behavior Changes Modeling

Let us consider a software component in charge of controlling the temperature
of a room by means of a heater and a cooler. Having omitted some details,
its control part is illustrated in Fig. 1. Although we present this component in
isolation, it is part of a broader system in charge of the air-conditioning/heating
and energy management system of an entire building. This component, when
receiving a command that specifies a time interval and a desired temperature,
switches to the controlling state. Consequently, it switches among its various
substates depending on the real temperature until the specified time interval
expires.

Fig. 1. The Control of the behavior of a room temperature controller.

Let us now assume another variant of such a control element. Suppose that
in the room there is also a presence detector. In this context, the behavior of the
controller can be adapted, so that whenever the presence detector detects that
nobody is in the room, the controller must stop the control of the temperature.
It is resumed when presence is detected. This new behavior is depicted in Fig.
2.
To imagine a more complicated behavior, suppose that the presence detector
can become faulty and in this case, we want the controller to switch between
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Fig. 2. Extended room temperature controller designed for working in collaboration
with a presence detector.

both working modes at run-time. Regarding those specifications, we need some
additional mechanisms to made possible such an adaptation.
Traditionally, this kind of issues have been solved in an application-specific
way. Both behaviors, although being exclusive, are mixed in one unique model
that implicitly supports many orthogonal working modes. That does not mean
that the developer is unaware of that fact. But the working mode changes are
hardwired with other functional aspects. Complexity of the components grows
due to extra guards or sentences like: {if(mode=MODE1) then ...}. When developing the component, we need to cope with all working modes simultaneously.
Instead, if we could model both working modes in a separate way and if we had
the necessary support to switch them at run-time, the developer could use it as
an explicit adaptation mechanism based on redundancy of control algorithms.
This mechanism should be coupled with an infrastructure for detecting such
conditions that may launch at run-time a model change in each particular component.

3

Support for Statecharts Based Components

As previously mentioned, we are interested in systems whose software components are modeled mainly by means of statecharts. For implementation of finite
state machines and statecharts, there are a lot of design-patterns [6] and commercial tools. Most of them are suit to deal with plain state machines and fewer
of them cope with statecharts. There are several criteria that makes one pattern
preferable to others depending of the context in which they are applied. This is
why we can not talk about an optimum implementation. The majority of them
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aim at transforming the model to implementation in a systematic way. Once the
code is obtained, the model is forgotten.
Few approaches maintain the statechart or finite state machine model at
run-time. In [7], an approach is proposed for dynamic change of the behavior
associated with each particular state. However, there is no possibility for effecting
this dynamic change with transitions or other modeling elements and it is only
applicable to plain state-machines. In [8] a reflective structure is implemented
inside each software component which is modifiable at run-time. But it is not
used for run-time reconfiguration purposes and it needs some extensions in order
to gain an adaptation ability.
The approach presented here will permit to develop such software components in a model driven style of development, and with the aid of a framework,
the statechart model will remain in a reflective structure enabling its change
at run-time. For this purpose, we have developed an experimental framework
called ISCART in JAVA ([9]). Fig. 3 shows the overall structure of such software
components.

Fig. 3. Overall structure of the proposed software components.

Beforehand, we must delimit what model elements will be reflected at runtime. In order to be applicable to any software component, it has been decided to
separate those aspects pertaining to statechart language from those pertaining
to each specific application. For example, if upon the reception of an event E
we have a transition from state S1 to S2 , guarded by a condition C and has
associated the action A, all those elements will be reflected by the software
component except the internal implementation of the guard evaluation and the
action execution. For those last two elements the reflection infrastructure will
have a reference of them. Let briefly describe the elements that constitute the
software components (Fig. 3) constructed by our framework:
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– The event reception will be implemented through messages. The communication model for our components is based on asynchronous messaging with
reception acknowledgement. For that issue we have the FunctionalPort and
Buffer parts.
– There is a Timer element that offers the timeout facility.
– The main part, statechartDefinition, is a composite structure that reflects the statechart model of the component. The snapshot part is a global
repository of the component that references the states that are active and
mantains the message it is being processed in each instant of execution. This
last feature avoids many parameter passing problems among different parts.
– executor is an object that maintains all the “pseudovariables” of the component (counters, references, . . . ). Some of its methods are responsible for
the executing actions and evaluating guards.
– scheduler is the element that upon the the reception of a message, interrogates the statechart part to know which sequence of actions should fire. Thus,
the executor part is needed for evaluation of the needed guards. Afterwards,
it will direct the executor to actually execute the list of actions.
It is not our objective to enter into each detail. The way to accomplish the
development of such components is through the support of a framework. Fig. 4
shows some classes offered by such framework. The developer must construct the
statechart model in a programmatic way specifying state hierarchy, transitions
and the rest of the elements that form the model. At initialization time, this
results in a complex structure that reflects the initial model. Besides, he must
supply the executor class whose methods will be invoked whenever a guard must
be evaluated or an action must be executed.

Fig. 4. Main classes whose instances will form the statechartDefinition structure.

Whenever the component receives a message, it must first determine which
actions should fire. In statechart formalism, compared to their plain state machines counterparts, each transition really is a family of transitions . For example, consider in Fig. 2 the transition fired by the TIMEOUT event from state
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Controlling to Iddle. In fact, this transition is a factorization of 3 transitions
going out from each subestate of Controlling towards Iddle. The situations
aggravates if we employ pseudoestates as “History” or “DeepHistory” and we
have multiple parallel regions.
As shown in Fig. 5, upon the reception of a message, our framework determines the exact reaction in the following way: (1) depending of the current active
states, ask for the transitions that may be fired and whose guards permit it. (2)
Doing so, the estates of the hierarchy that may be entered are marked and an instance of PreparedReaction is created at run-time as a particularization of the
transition it becomes from. (4) Finally, the reaction associated to the received
message is fired.

Fig. 5. Determinarion of the reactions to be fired.

Although lacking many details, this section shows the ability to change the
control model at run-time. It suffices to modify the StatechartDefinition part.
What remains now is how to made such changes in a structured way.

4

Behavior Changes at Run-Time

Let us return to the temperature controller example of section 2. Remember
that we have specified a behavior change depending on the correct working of
the presence detector. We can cope with it in at lest three different ways:
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– Implement all working modes hardwiring them and all the rest of functionality (it does not exclude design patterns or language idioms for helping in
that duty)
– Develop two alternative components, each of them suitable for one set of
circumstances and let an external infrastructure to swap between them.
– Build inside the component a mechanism to swap behavior.
The better suitability of any of them will depend on many factors, e.g. the
number of working mode switches, the complexity of coping simultaneously with
all them, the facilities offered by and restrictions of a component platform we are
considering, etc. Far away of being exclusive, they can complement each other.
Particularly we are focusing on the third one.
Let us assume that at development time we have detected various different
working modes. How and when must we effect those changes at run-time? In
Fig. 3 there is an element called ReconfigurationPort that could allow to
perform model changes externally not previously programmed. But it only has
been depicted to illustrate this capability. The selected approach is described
next:
1. The developer team defines a behavior for a software component in normal
operation conditions.
2. For each anomalous/different working conditions, the behavior of the component will be modeled as a variation of such first model. Such variations
will be called Modifiers.
3. The software component will be packaged with the first behavior along with
those variations as illustrated in Fig. 6(a)

(a) Software components packaged with multiple modifiers. (b) Modifiers’
superclass.
Fig. 6. Each statechart based software component is provided with a basic behavior
and a set of modifiers

4. By provision of some detection mechanism, upon the detection of some
“circumstantial change”, a variation of the actual statechart model will be
launched.
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Point 4 deserves an explanation of how we have implemented it. As we have
preciously mentioned, the part of each software component that reflects the
control aspects is a complex structure that is constructed at initialization time.
Listing 1.1 shows some code snippets of how the control part of the software
component is constructed by means of the interface that out framework offers.
If it is done at initialization time, it means that it have been done dynamically.
Now, if we want to modify such control part in any instant of execution, we
only need to launch similar sentences that modify the structure that reflects the
statechart.

Listing 1.1. Initialization(partial) of the temperature controller of Fig. 1
protected void initStructure ()
{
sRoot = new XorState ( " sRoot " );
rootState = sRoot ;
sIdle = new XorState ( " Idle " );
sRoot . addInitialState ( sIdle );
sControlling = new XorState ( " Controlling " );
sRoot . addState ( sControlling );
sStandBy = new XorState ( " StandBy " );
sStandBy . setTimer (60*1000); // 1 min
........
}
protected void initBehaviour ()
{
storeTask = new MethodInvocation ( " storeTask " );
rStoreTask = new SimpleReaction ( sControlling , null ,
storeTask , " StoreTask " );
sRoot . addReaction ( EvSetTemperature . class , rStoreTask );
.....
}

But many questions arises in that issue. Are we going to permit all kind
of changes or are we going to restrict them? Is it possible to eliminate an state
which is active at the moment of launching the modification? Could we need some
mechanism to go backward in the execution history for helping those changes be
consistent? Can various modifiers be applied simultaneously? etc. We have not
addressed these questions and have only provide a facility for effecting run-time
changes. The responsibility of such questions is delegated to the developer.
As shown in fig. 6(b) there is a superclass for each modifier that aims at
effecting the changes in a proper way. Their interface is limited by such a superclass and has the unique possibilities of applying a modification or restoring
the changes it has made. The developer can launch them as any other action
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in response to the reception of an event. Of course, for this to make sense, that
event will normally be a kind of notification of some circumstantial change. This
mechanism differs from component swapping in that we do not need an external
infrastructure to change behavior in a systematic way.

5

Conclusions and Future Work

We have presented an approach based on a framework for effecting in statechart
based software components model changes at run-time, i.e. behavior changes.
Thanks to such a framework, the mechanism is built inside the component and
does not need any external infrastructure. Anyway, it must be complemented
with an environment sensing mechanism that guides those behavior changes.
Ultimately, this run-time behavior modification can be used as an adaptation
mechanism.
But even having a framework that support the developer in run-time behavior changes, there are still some open issues as how to limit those changes in
order to avoid semantic misunderstandings. Besides that, we have applied exclusively with statecharts. We did not explore other behavior description artifacts,
e.g. activity diagrams as a basis for behavior reconfiguration, and ultimately
adaptation mechanism.
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Abstract. Both Academy and Industry agree in the importance of having an adequate management of the Service Oriented Architecture (SOA)
to adapt and scale to meet the evolving needs of the organization. In order to face this problem, SOA Governance is defined as the set of policies
and principles that manage the operations related with the SOA and allow an appropriate evolution aligned with the business goals of the organization. These are both human-oriented and infrastructure-oriented and
can be applied within the overall life-cycle of the service: from designtime to run-time. Currently, some seminal works have been proposed
to create a reference model for SOA Governance and some infrastructures of Governance have been proposed; current approaches rely on
human-oriented tasks in governance without advanced autonomic behaviors. This paper shows SOA Governance automation as a challenge
in the autonomic computing area, and analyzes how the different self-*
properties of autonomic systems could be applied to this context, identifying desirable capabilities and open issues.

1

Introduction

Service Oriented Architecture (SOA) adoption by organizations is growing fast
[1]. However, it inherently brings a various orders of magnitude increase on the
number components of the architecture and their dependences, and consequently
a dramatic growth of the effort needed to properly manage and control it [2]. In
this context, SOA Governance is defined as the management process to deliver
the SOA promise of effective reuse, business goals support and change responsiveness [3] [4]. Consequently, both industry and academia have identified recently
SOA Governance as a hot spot [4][5].
Autonomic Computing is defined as system self-management to overcome
the growing complexity of current systems as they evolve and scale [6]. In this
context, the essence of Autonomic Computing is imbricated on the SOA Governance framework and its unavoidable need of automation [7]. Additionally, in
a SOA, complexity and management needs come not only from computing systems, but also from the organizational structure, business processes and goals.
As a consequence, a proper SOA Governance Model should seamlessly incorporate people management, organizational management, processes management
and IT management.
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In doing so, the vision of services as business entities, would drive to a business dimension the meaning of autonomic properties.
In this paper we explore the relation between SOA Governance and Autonomic Computing, showing how principles and properties developed for autonomic systems can support SOA Governance. This leads to the creation of
Autonomic SOA Governance Infrastructures (ASGI). In particular, we present
a set of governance requirements, and target different self-* properties showing
how they would support those requirements for effective SOA Governance.
This paper contributions are:
1. The identification of set of governance requirements (desirable behaviors)
that could be fullfilled by an ASGI (governance infrastructure with autonomic capabilities).
2. A conceptual model of SOA Governance extending previous ones where we
highlight elements that could implement autonomic properties.
The rest of the paper is structured as follows: In the next section we describe
a general SOA Governance Model for Organizations in order to clarify responsibilities and elements that an ASGI should face, highlighting the elements that
could be target of autonomic computing techniques and properties. In section 3,
we apply the autonomic properties to SOA Governance focusing on policies, and
providing insights on the capabilities and challenges they represent. In section
4 we describe the related work. Finally, in the last section we summarize and
enumerate the open issues and future work of our research.

2

SOA Governance Model

SOA Governance is a subset of the whole organization governance framework
that accounts for the specific characteristics of Service Oriented Architectures,
such as increased number of IT components and dependencies, and focus on business alignment. In this context, SOA Governance is defined as the management
process to deliver the SOA promise of effective reuse, business goals support and
change responsiveness [3] [4].
According to this definition, SOA Governance sustains and extends business
strategy and goals, supporting the alignment of IT and business that SOA proposes. In so doing, the SOA Governance framework must be lead by a SOA
governance strategy, that comprise governance goals (aligned with organization
strategy and supporting business goals); e.g. governance goal: ”service reuse on
new applications should be at least 30% ” that supports the general business goals
of ”IT cost reduction” and ”time to market reduction of new products”. Those
governance goals must be defined in quantifiable form, allowing us to measure to
what extent we are achieving them. Furthermore, SOA governance goals generate governance principles (general rules to achieve governance goals)[3] [8], that
will be expressed and enacted as a set of governance policies. Those elements
bridge the gap between the conceptual governance framework, that describes
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what should be done and descriptions of how to do it at a conceptual level (comprising governance strategy, goals and principles) and the effective governance
system, that describes in detail how do things and how we control that things are
done accordingly (comprising policies and processes) [3]. The governance model,
then, specifies the processes, polices, and mechanisms required to monitor the
SOA throughout the SOA lifecycle [9, 3]. The governance model also provides
the organizational structure that defines the roles and responsibilities needed
to operate the governance model and to ensure that the SOA is successful [8].
In figure 1 a global view of our proposed global governance model is shown.
This model is based on the OASIS Reference Model for SOA [10] and on those
proposed in [3], [9] and [8].

Fig. 1. Conceptual SOA Governance Model - Global View

Effective SOA Governance comprises definition and enforcement of policies
and processes. Consequently, in figure 1 processes and policies are highlighted
as the ”active elements” that support autonomic properties on SOA Governance
Infrastructures. Based on service life-cycle, we can subdivide those policies and
processes in two groups. On the one hand, design time governance involves service identification, definition, creation and reuse along the organization. On the
other hand, runtime governance which comprises management of the rest of
the service life-cycle (i.e. deployment, consumption, versioning & change and
retirement). SOA Governance automation and specifically automated policy enforcement is a challenge [7] [9] that would bring significant benefits, such as cost
reduction and improved responsiveness. Furthermore automation is a must when
policies express requirements for services that should be enforced -or provisioned-
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in each invocation or when the issue is critical for the organization -e.g. service
security policies-.
A governance policy represents a capability, requirement or behavior that
allows the SOA to achieve their goals, and whose meeting can be evaluated.
Policies have a scope s, and a finite set a 6= ® of policy assertions {a1 , a2 , . . . , an },
that are predicates to be met (by all the policy subjects specified by the scope).
Policy scope defines the elements for which the policy will be applied, i. e.
policy subjects; examples of policy scopes can be: All services, services provided by
department X or services used by Applicacion/bussiness process Y. Governance
policies specify rules that SOA parties must adhere to, consequently there are
different types of policies depending on the purpose of the rule and the nature of
the scope: business and corporate policies,(people) behavioral policies, process
policies, technical policies, quality of service (QoS) policies, testing policies, etc.
Governance processes are specifications of actions that when executed contribute to achieve the goals of SOA governance.
In figure 2 a more detailed view of the structure and relations of processes and
policies is shown. Policy structure is based on the WS-Policy standard elements
[11] (incorporating attachments), but with some added elements to support a
richer runtime behavior, such as thePolicyEnforcementModel (described in [3]),
responsible of assuring that policy assertions met. Enforcement models could be
manual, assisted by technology or fully automated. One of the most potentially
fruitful areas of governance automation is specifically the creation of autonomic
infrastructures that implement automatic enforcement and monitoring models.
The heterogeneity of policies to enforce (as described above) makes this automation one difficult challenge.
One interesting point of figure 2 is that policy is a subtype of PolicySubject,
in this way we can create meta-policies [12], [13] (i.e. policies about policies; e.g.
”authorized business managers may change a policy threshold value up to 10%
in either direction without requiring IT approval, but any changes greater than
10% must go through a particular IT manager first” [14]).
It is important at this point to highlight that design-time activities for policies
is associated with runtime activities of meta-policies (i.e. meta-policies should
be enforced at policy design time).Consequently, autonomic activities associated
with policy enforcement (like monitoring, analysis, etc.) that are usually executed at runtime for usual policies, are executed at design time for meta-policies
leading to autonomic governance infrastructures that handle design-time governance.
2.1

Achieving autonomic behaviors on the SOA

The management process that support SOA governance drives the behavior of
the elements to assure conformance to the governance model, specifically with
policies meeting. In this sense, the whole governance process is a self-protection
process, to assure SOA success through management.
In the context of Autonomic Computing, policies have been identified as key
elements for human-to-autonomic-system interaction [6]. Consequently, they are
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Fig. 2. Conceptual SOA Governance Model - Policies & Processes

used in some architectural descriptions as inputs of the higher level of autonomic
management system [15], where different autonomic controllers are orchestrated
to support an adequate management and balance of the different autonomicgoals and associated actions.
Accordingly, most SOA Governance policies are declarative expressions of
an autonomic goal, that guide the behavior of the underlying infrastructure
(and humans interacting on the SOA) to self-protect, self-configure, self-optimize
and self-heal the different elements of their scope. In table 2.1 we provide some
governance policies that encode autonomic objectives.

Table 1. Governance policies that promote and drive autonomic behaviors
Example governance policy

Autonomic
erty/Objective
”Different versions of a service will have different end- Self-Configuration
points and namespace (automatically assigned and managed based on the version)”
”Prior to create a new service request users should search Self-Optimization
service registry for services with similar functional properties”
”If a critical stateless service endpoint is failing, the ser- Self-Healing
vice should be automatically re-deployed on a different
server and a routing rule should be created on the Enterprise Service Bus (ESB) to drive invocations to the new
endpoint”
”External service invocations must be authenticated and Self-Protection
encrypted using an X.509 certificate”
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Furthermore, an proper management of governance policies needs by itself an
infrastructure that exhibit autonomic properties as we show in the next section.

3

Self-* Properties applied to SOA Governance
Infrastructures

The general capabilities of an autonomic (self-managing) system can be summarized as four objectives: self-configuring, self-optimizing, self-healing and self protecting; and four properties: self-awareness, environment-awareness, self-monitoring
and self-adjusting [6]. However those properties and objectives are means to give
-an autonomic- response to specific needs and usually complex tasks that must
be performed on a system daily operation and supporting activities. In this section we link self-* properties and goals to the SOA Governance activities. In
doing so, we try to give a response to the following question: Where should an
ASGI exhibit those features? or more specifically: Which SOA Governance tasks
should be automated?.
Giving a response to this question from a business perspective is fairly simple,
all activities that could be automated should be automated to provide maximum
benefit and performance. However, providing a coherent approach to the automation of SOA Governance tasks is difficult since the high heterogeneity of tasks
to be performed and elements to manage (see [3, 8] for a detailed discussion).
Furthermore, from a realistic -more IT related- perspective we should select a
set of features that will provide the biggest business and operational benefits
with the minimum development and integration effort.
We will focus on SOA Governance policies activities, since its support of the
effective governance and wider potential application range.
Concerning to Self-Configuration, we consider governance policies scope updating a design time autonomic property; i.e. the policy design system (usually
and Integrated Development Environment or web administration application)
should connect to the service registry, and provide help to specify the scope of
the currently editing policy.
We consider general governance policies enforcement a runtime autonomic
property because of the need of monitoring, and possibly managing and configure the underlying infrastructure of the elements of the scope. Finally, service
redeployment and enactment is considered because of the evident need of selfconfiguration to implement it automatically.
Concerning to Self-Optimization, we consider governance policies simplification and redundance detection a design time self-optimization activity, given
that it allows the SOA governance infrastructure perform better, having to manage a smaller number of simpler policies. Moreover, we consider run-time service
redeployment and enactment a self-optimization and self-healing activity. On
the one hand, when service re-deployment is performed at run-time on a different infrastructure in order to obtain better performance, we consider it a self
optimization. On the other hand, it is considered a self-healing activity when is
performed on response to a service failure as a form of micro-rebooting [16].
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Table 2. Autonomic objectives/properties applied to SOA governance policies management
Autonomic
erty/Objective
Self-Configuration

Self-Optimization

Self-Healing

Self-Protection

Prop- Design-Time Governance

Run-Time Governance

Governance Policies Scope Governance Policies Enupdating
forcement
Service Redeployment and
enactment
Governance Policies Sim- Service Redeployment and
plification and Redundance enactment
Detection
Governance Policies Consis- Governance Policies Confortency Checking
mance & Violation treatment
Service Redeployment and
autonomic enactment
Autonomic
Meta-Policies Governance Policies MoniGeneration
toring

Concerning to Self-Healing, we consider governance policies consistency checking a self-healing activity, given that it allows to detect and disable inconsistent
policies fixing the policies database (it could be considered also a self-protection
activity). Moreover, we runtime governance policy violation treatment a selfhealing activity, given that they try to compensate the effects of policy violation; e.g. the execution of compensation actions specified in QoS policies such
as ”If service X response time becomes bigger than Y, deploy a new instance on
a different server and balance invocations between corresponding endpoints”.
Concerning to Self-Protection, we consider autonomic meta-policies generation (based on SOA governance policies monitoring) a self-protection activity,
given that meta-policies regulate the design and changes on actual policies; e.g.
”authorized business managers may change a policy threshold value up to 10% in
either direction without requiring IT approval, but any changes greater than 10%
must go through a particular IT manager first”. Moreover, we consider governance policies monitoring a self-protection activity, given that they provide
means to detect (and potentially avoid through provisioning and enforcement)
violation of policies.
It is important to note that our table is not complete nor exhaustive. Consequently, policy related activities can be added as were identified as autonomic
activities, and our answer to the original question is only a partial one.
Finally, focusing on governance policies life-cycle the desirable behavior of
an ASGI would be:
– At design-time: The set of defined meta-policies are enforced (usually performing self-protection tasks, such as consistency checking of the policy; e.g.
”a ∧ ¬a” is not a consistent policy assertion). The system assist on the
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specification of the policy scope and assertions (achieving a minimal selfconfiguration).
– At deployment-time: Consistency checking of the assertion on deployment
with the whole set of previously stated policies is performed (self-protection)
and the policy is analyzed and simplified to assure that it is not redundant
(self-optimization). Moreover, scope is evaluated warning if there are not
currently elements on it (self-healing).
– At run-time: Policy meeting is monitored and enforced (possibly performing
self-configuration, self-optimization or self-healing activities depending on
the scope and kind of the policy).

4

Related Work

Both Autonomic Computing and SOA are both flourishing areas in the computer
science research landscape. However, combination of both research lines has been
a subject of little research effort. Proposals in this context mainly provide ways
to implement services [17] or processes [18] with some autonomic capabilities
like self-healing [19] and self-configuration [20].
Furthermore, Autonomic SOA Governance is a topic nearly unexplored with exceptions such as [7]-. In [7] the application of autonomic architectural
patterns for managed resources [21, 15, 22] is proposed to support web services
management. However, this proposal is strictly focused on web services and lifecycle management, without taking into account policies and the rest of elements
of a complete governance model.
Policy-based management has been subject of extensive research in its own
right. In the context of autonomic computing, policies have been proposed as
high level guidance tools for humans to allow self-management [23], becoming
relevant elements in this context [6]. Concerning to autonomic policy enforcement, in [24] policies are presented as means to specify general goals and desired
behaviors to the autonomic system that are translated to different levels in the
system in order to achieve self-management, and an agent based approach for
implementation is proposed. In [25] an SLA based QoS enforcement architecture
is proposed, and in [26] this proposal and a SLA management infrastructure are
used to support SOA governance policies enforcement for some kinds of policies. This approach provides a mechanism to support some of the capabilities
of table 3, specifically governance policies scope updating, governance policies
consistency checking and governance policies enforcement.

5

Conclusions

In this paper we propose a conceptual model for SOA Governance. Additionally,
we identify important requirements and challenges, such as governance policy
enforcement and conformance testing respect to the governance model. Finally,
we have shown how different governance policy related activities to automate
relate to autonomic goals.
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Currently our research group is working on different ways to support autonomic SOA governance as presented in this paper: (i) A governance policy
enforcement mechanism based on QoS and SLA management infrastructures is
under development with some initial results [25][26]. (ii) An automatic service
protocol adaption engine with QoS-aware capabilities for an open source JBI
compliant ESB [27] is on design phase. (iii) A policies management and enforcement model and infrastructure supported by (i) that extends the approach
presented in [24] based on multi-agent systems is conceptualized.
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Abstract. Multi-Agent Systems (MAS) are increasingly popular in AI to solve
complex problems; they are conceived to be flexible and to be able to adapt to
different situations. However, this feature is often compromised because of the
need to reach internal coordination. This paper suggests that this issue requires
an architectural solution, distilled as a new construct, the agreement, designed
to be adaptive. The paper starts discussing the coordination problem and some
of their traditional solutions, leading to an organization-based approach. This is
followed by the description of a base architecture, including organizations and
services, capable of supporting the agreement structure. The concept itself, and
some requirements, is discussed and outlined in a set of logical layers, which
are also defined as intertwining facets. Afterwards a real-world case study, in
the domain of medical emergencies, is presented, describing a situation where
the agreement model is applied, and some requirements to shift from directed to
emergent evolution are highlighted, indicating some lines of future work.

1 Introduction
Intelligent Information Technologies are related to the capabilities of software systems
to learn and reason, and to manage knowledge. This approach has known several
incarnations, having the notion of agent as the most sophisticated among them. This
concept has evolved from a single, complex “intelligent agent”, to the distributed
complexity of sets of multiple, simpler agents, a.k.a. Multi-Agent Systems (MAS).
In theory, a MAS should be able to find the perfect balance between the strict rules
which define a reasoning system (an agent) and the adaptive nature of a evolving
“society” of autonomous individuals. Where the former assumes a closed-world and a
static setting, the latter provides the means to open the system in a flexible manner,
defining a dynamic structure able to tackle social complexity.
However in practice, many MAS are much less flexible than at first expected. They
often stabilize a concrete structure during their training phase, which has to remain
unaltered, in order to maintain their reasoning capabilities, and it is therefore unable to
change and evolve, limiting its adaptiveness.
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From this point of view, the MAS approach would not fulfil its original promise, as
it does not guarantee that the system is indeed adaptive; in fact, sometimes its own
structure precludes that. The reason is the need for internal coordination; as different
agents in the MAS have different agendas, only a coordinated action can ensure a
consistent behaviour. The main thesis of this work is that this coordination must not be
provided by agents themselves, but by the containment structure (“architecture”).
The first step in this direction has already been given in many MAS proposals by
providing an intermediate step in the form of virtual organizations, i.e. groups of
agents which share common features or constraints. This way, the MAS itself can be
divided into smaller fractions, with different agendas. The main idea is that agents in
an organization are automatically coordinated, and therefore the level of abstraction is
raised. Organizations appear as a subjacent structure (often a hierarchy), and provide a
flexible and powerful means to provide adaptiveness.
Obviously, with this secondary structure simplifies adaptation: it mainly reduces to
agent reorganization, i.e. an agent segregates from a certain organization and regroups
in another with different constraints. Of course this may have consequences, not only
for the agent itself, but also for the source and target organizations, which may need to
adapt to the different line-up.
At the same time, this setting implies a number of additional questions. First, about
the inner role of organizations in the MAS, and their functional significance; and later,
about the need to provide (second-order) coordination for organizations themselves, in
order to achieve adaptation. To answer to them, two additional concepts have to be
defined; respectively, services of an organization and agreements between them.
The former provides both a methodological basis for our approach, as well as a
direct connection to SOA [16][25]; we would only refer to it briefly.
Globally, the research referred to in this paper can be summarized as the pursuit of
three main goals, namely:
-

To evolve the classic agent-oriented approach, from an originally closed MultiAgent System design into an open Service-Oriented ecosystem,
To define the corresponding infrastructure and methodology to achieve this, using
the notion of organization as the conceptual nexus, and
To provide internal coordination by defining the agreement, conceived as an
adaptive architecture-level construction, which would provide coordination as an
emergent property, by containment.

The final purpose is to fulfil the original promise of MAS, i.e. to define a generic
problem-solving intelligent technology, capable of being used in an open context, and
able to adapt to future evolution, supported by a self-organized architecture. In this
paper we do not claim to provide a final solution; but we already have a suitable base
architecture, and some firm steps in that concrete direction.
The rest of this paper is structured as follows: first, the coordination problem within
a multi-agent system is exposed, and historical approaches to solve it are discussed,
leading to organization-based proposals. Then the Agreement Model is presented as a
potential solution in this context. After that, we describe our base architecture, which
includes organizations, designed to support many variants of the Agreement Model.
The five main perspectives to consider in the Agreement Model are then summarized,
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and some implicit features of their relationships are distilled. Finally, a real-world
example is provided, to illustrate the architectural and emergent nature of the concept,
both in the present and in future developments; and some further steps in these
directions are briefly discussed.
2 The Coordination Problem
As already noted, agents were originally conceived as single actors, which had to
reconcile a number of conflicting requirements on their inside. But with the advent of
Multi-Agent Systems, a different method has become possible, causing the focus to
change. Now a separate agent can be devoted to a different goal; and the whole system
gets the responsibility of reconciling these views and solving the problem. The tradeoff continues, but has transformed into a coordination problem.
To “coordinate” can be defined [29] as “to harmonize in a common action or
effort”. Maybe one of the most accepted definitions of “coordination” in the MAS
field is taken from Organizational Science. It defines coordination as “the
management of dependencies between organizational activities” [20].
From a “micro” point of view (agent-centred) [28] coordination is understood as an
environment adaptation. If new agents come into an ambient of another agent, this has
to coordinate with them, reconsidering its goals, plans, and actions, regarding the new
potential interdependencies. The result of coordination for the agent, in the new
(multi-agent) environment, is better if it shows a high level of cooperation to the
achievement of their goals.
On the other hand, from a “macro” point of view (MAS-centred), the consequences
of coordination can be conceived as something global (plan, decision or agreement).
This can be a “shared” plan [23] if the agents achieve an explicit agreement during
coordination process; or it just can be the summa of individual plans, sometimes
called “multi-plan” [21]. At this level, results of coordination can be evaluated as a
conjunction of agent goals or taking into account the MAS functionality as a whole.
In summary, when using a MAS as a software solution, the problem of coordination
is always present. In fact, if we had a self-organized agent structure, we could consider
this structure as optimal, because it would solve the coordination issues. In such a
context, the hypothesis is that agents are adequately organized, i.e. “they coordinate
alone”, as individuals in a (human) society. This self-organization would be, at least in
part, emergent. The idea is that instead of working to force individual agents to behave
as the designer needs, they should be organized such that they “spontaneously” react
as desired, “moving” in the right direction. In fact, this has always been the implicit,
underlying promise in the MAS approach. But for this to be completely fulfilled, the
agent-oriented approach must be complemented with a self-organizing coordination
structure: the solution is, therefore, at the architecture level.
2.1 Evolution of Coordination Approaches
Pioneer work, where agents and cooperation are related, was tackled in the AI area at
the end of the 70’s and beginnings of the 80’s. In these works cooperation is seen as a
required concept for the intelligent solution of complex problems [2].
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At the beginning of the research and developments on cooperative systems, some of
the main questions were how to find cooperative models for every kind of problem,
how to represent these models in order to execute them, and which methods were
necessary to make the cooperative systems actually effective.
Several solutions to the cooperation problem were developed. The blackboard
architecture [13] provides cooperation between knowledge sources using a simple
communication mechanism. Each subsystem takes data from the blackboard, produces
its own results and them writes down in the blackboard. This architecture is useful for
problems for which no deterministic solution strategies are known.
The contract net [25] proposes negotiation as a mechanism to coordinate and to
assign tasks to different entities participating in problem solving. Each entity can be a
provider or a requester, and the cooperation conditions are established by a signed
contract. The coordination problem is dynamically solved.
The next step was the reactive architecture. These works describe the intent to
obtain an intelligent behaviour from simple models, without knowledge
representation, reasoning or learning mechanisms [7]. The emphasis of these models is
on interactions, from which the group behaviour emerges to solve problems.
Finally, agent architectures with organizational capacity appeared. Beside domain
knowledge, agents need to know about their own social features. This knowledge is
important for the agents because it allows them to know their role in the organization,
as well as rules, and other agents’ capabilities.
2.2 Agent-Oriented vs. Organization-Oriented MAS
MAS can be designed with a fixed organizational structure, which is composed of
static agents. Using evolutionary or flexible agents, organizational models that mimic
human organizations (teams, communities, coalitions, etc.) can be obtained. In order
to achieve that, it is necessary to be able to modify such properties as the roles of
agents, levels of autonomy or control mechanisms, for example.
Pure agent-oriented MAS methodologies (such as MAS-CommonKADS [19], Gaia
[31], MaSE [30], Tropos [18] or Prometheus [22], among others) usually concentrate
in the agent vision; it is assumed that the final behaviour of the system emerges from
the interrelations between the designed agents. But the global behaviour is not
analyzed in detail. In this approach, if external agents enter into the organization, the
global behaviour of the system can be seriously affected unless some kind of control,
norms, sanctions, etc. is not established.
On the other hand, in organization-oriented MAS methodologies, the system
organization is taken into account from the beginning. The analysis is made from a
global perspective (Agent-Group-Role [15], MESSAGE [8], ANEMONA [17], AML
[10], OperA [12], Civil Agent Societies [11], MOISE [16], Electronic Institutions
[14], HARMONIA [27], GORMAS [3], among many others). The objectives describe
the organizational purposes at a high level. This allows the determination of tasks,
types of agents, resources assignation between members, etc. The system is structured
by the roles, agents’ interactions and communication language they use. Socials norms
are very important too because they describe the desired behaviour of the members.
These norms will derive in control, prohibitions, sanctions, etc. to achieve the
expected global behaviour. Mechanisms to allow external agents to enter the
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organization and control their behaviour are taken into account. This feature is
particularly useful to design open MAS.
2.3 Towards the Agreement Model
Generically, individuals are organized into a loose structure of any kind, either a
society or an architecture, by using two different kinds of devices; both are based in
limiting the range of available actions. These are controls, i.e. devices which either
enforce or forbid specific interactions –or connections–; and protocols, i.e. devices
which either enable or channel them. Therefore, where the former are based on force
or imposition, the latter are based on consensus and agreement.
The concept of agreement among computational entities seems to be the right
approach for this problem. The objective is to “discover” a suitable structure of
controls and protocols so that it emerges as a global structure, the agreement. This
will make possible to define the main inner structures in order to obtain agreementbased organizations. Therefore, an important concept, although not so new, is that
agents are grouped into organizations, unlike the classic plain MAS layout.
As already noted, the coordination problem is always present in a MAS. As the
structures of agents are become more and more complex, it is clear that for some kind
of problems we need not a superstructure, like the blackboard. What we need is agents
that organize themselves in organizations and after that, as a next level, in agreementbased organizations. The main objective is to evolve from that emergent coordination
to an emergent agreement between entities involved in a solution.
It is important to note that the concept of agreement is under development, and
although there are elements to define it (see Section 4), the concept is not a closed
one. As the structure that it defines, agreement is in constant evolution [1].
3 A Base Architecture for the Agreement Model
The architecture that gives support to the model has been defined both as an open
Multi-Agent System (MAS) and also as a service-oriented, organization-centric,
agent-based architecture. The central notion is that of a service, the basic component
of the architecture is the agent, and the structure gluing all this together is the
organization. This multi-level and multiple viewpoint nature must be specifically
enabled by the technical architecture, as it must present several different notions as the
key concept of the system. The logical place to provide this support is the middleware,
as the platform is conceived as a distributed system.
To be both a MAS and a Service-Oriented Architecture (SOA) at the same time,
one of these structures and core concepts (agent, service) must be the basis of the
other. Agents supporting services has been chosen as the obvious alternative. First,
agents are well-known computational entities, with an implied granularity, and need to
comply with an existing standard [19]. On the other hand, services are still defining its
final role and ultimate relevance; though there are already a number of standards that
services could comply with [7, 12, 16, 25], these are defined at different levels of
granularity, and most of them just impose restrictions on the service’s interface.
Therefore it is easy to conceive a service as a way to present the operational

ISSN 1988–3455

SISTEDES, 2009

66

Actas de los Talleres de las Jornadas de Ingeniería del Software y Bases de Datos, Vol. 3, No. 4, 2009

capabilities of an agent – even better, of a collection of agents, hierarchically
amalgamated in an organization. In summary, the obvious choice is to have the
platform defined as a SOA, built on top of a supporting MAS.
These concepts are intended to be built on top of existing and concurrent work,
such as THOMAS [4] and GORMAS [3]. A brief discussion of the features could help
to achieve a better understanding of the way in which the platform and middleware
would provide the required capabilities.
As can be seen in Figure 1, the THOMAS architecture, including its middleware, is
structured in three levels but they are not strictly layers. They are orthogonally
supported by four components, organized in different subsystems, and providing
capabilities to different levels. The three levels are:
-

-

-

Platform Kernel. The lowest level, which supports all of the above. It is the actual
kernel of the middleware. It provides all the required capabilities of a FIPAcompliant architecture [19]. Therefore, at this level of description, the platform is
already an open Multi-Agent System.
Service & Organization Management. This refers to the conceptual level
composed of the OMS and the SF components. It is not specifically marked as a
subsystem in the Figure, as it lacks a unified interface.
Organization Execution Framework. It is the “space” where all the computational
entities “live” and perform their functions. The purpose of the other levels in the
platform is to provide this one with the required capabilities.

The main components of the platform, which provide the middleware with most of
its capabilities, are summarized as follows:
-

-

-

Agent Management System (AMS). It is the component which provides all the
required capabilities and functions for an agent. It guarantees FIPA compliance
and is the support subsystem for the first perspective (agent-based).
Organization Management System (OMS). It is the component which provides all
the required capabilities and functions for an organization. It is the support
subsystem for the second perspective (organization-centric).
Service Facilitator (SF). It is the component which provides the required
capabilities and functions which allow that a certain selection of the operations in
an organization behave as a unified service. It is the module which provides the
top-level perspective of the system, and also the support subsystem for the third
perspective (service-oriented).

The Platform Entities Management subsystem does not define a layer, and as
already noted it is layered itself. Its function is to provide all the required capabilities
to manage every active computational entity, i.e. agents and their organizations,
considered either as aggregates or independent units.
The part of the technical architecture which has received the name of Organization
Execution Framework defines a service-oriented framework, as supported by the SF.
In this “space” the services are provided by organizational units, as managed by the
OMS, leading to an organization-centric structure. And this structure is built on top of
an open MAS layer, where agents, as part of an organization, provide the required
services; therefore the whole platform is, in summary, agent-based.
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Figure 1: THOMAS Technical Architecture (inspired on [4])

Therefore, this architecture provides a satisfactory explanation of the multi-level,
multi-aspect perspective which makes possible to reconcile the two different visions
previously described. The provided platform presents itself as a starting point for the
development of the proposed agreement-based coordination structure, and it is
sufficient to test and simulate many variants of the agreement model.
3.1 The Role of Services
The concept of service is the cornerstone of the architecture. It is well known that a
service has always a behavioural nature and presents a functional interface. However,
it is not described by a single signature, but by a collection of them (except on the case
of a unitary interface). A service is always provided by a service provider and by a
concrete role within this provider.
There are basically two distinct sets of services, namely:
-

-

Base Services or simply Services. These are user-level services, defined for every
concrete application. In summary, the purpose of the platform is to serve as the
support to define and use services of this kind.
System Services. Those are not strictly “services” as they are not offered by a
concrete user-level provider, and are usually at a lower level than a base service.

According to their function and the extent of their capabilities, however, we can
identify three separate sets of services in the architecture, namely:
-

-
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Structural Services. These are the services which allow defining a certain
organizational/architectural structure, by creating and registering organizations
(units), their elements (roles) and properties (norms), and their relationships.
Information Services. These are the services which provide specific information
about components in an organization. They are always reflective in nature.
Dynamic Services. These are the services which allow entities (agents, in
particular) to dynamically enter or abandon an organization, as well as to adopt
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existing roles. Differently from structural services, they do not alter (in principle)
the system’s style and generic architecture, its norms or vocabulary.
As noted above, there may be several implementations for the same service,
described using the same interface and the same semantic profile. At the same time,
each such implementation is semantically specified by a different service process
model. Then in turn, that implementation, conforming to that process model, might be
provided by several different service providers.
The service process model identifies three kinds of process in the structural
description, namely atomic, simple and composite.
-

-

Atomic processes can be directly invoked (by sending a message to a specific
agent), execute in a single step, and cannot be decomposed.
Simple processes are also perceived to be executed in a single step, but cannot be
directly invoked. In fact, they are abstract processes, acting as placeholders; their
place can be filled either by an atomic process or by a composite process.
Composite processes are decomposed in sub-processes, which can be defined in
turn as atomic, simple or composite ones. This way, the service’s functionality
unfolds recursively as a hierarchic composite structure.

Therefore, the service process is also the basis for the definition of composite
services. Though the approach here has a semantic nature, this is essentially the same
approach which is also used for this purpose, from a behavioural perspective, in the
context of orchestration-based service composition [24].
3.2 The Role of Organizations
Although the central concept of the architecture is that of service, the most
important active element, and the unifying notion of the architecture itself, is the
concept of organization. The organizational hierarchy is what makes possible to
simultaneously define the architecture as service-oriented (at the high level) and as
agent-based (at the low level).
The notion of organization defines a recursive structure. An organization is
composed of units or organizational units. A unit is an active entity with a definite,
externally observable behaviour, and it can have either a collective nature (where the
unit is an organization itself) or an autonomous nature (when the unit is also an agent).
When a unit is also an organization, the recursive structure is unfolded.
In fact, the model can be described as organization-based, and the unit provides
support for the rest of them. In this conception, the unit is the substrate which supports
both the gathering of agents and the definition of services, describing the recursive
plexus which explains the relationship between both perspectives.
4 The Agreement as a Layered, Multi-Faceted Structure
As already noted in previous sections, the central notion in our proposed approach is
the agreement between computational entities (organizations, at the top levels; but
also agents, at the lower levels), conceived as an architectural construct.
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Several key research topics must be considered to propose that agreement-based
coordination. They can be seen in a “tower” structure [1] where each level provides
functionality and inputs to the one above (Figure 2). Therefore, the agreement must be
seen as a layered structure, by definition. This makes sense with commonsense
intuition: when an agreement is reached at a certain level, elements located at lower
levels must respect it at their own level. If an organization reaches an agreement, the
agents it contains must comply with the terms of that agreement.
The tower structure defines the set of layers with define the conceptual essence of
an agreement. These are the following:

Figure 2: Agreement Technologies’ original Tower (layered) Structure [1]

Semantics. It is the bottom layer, as semantic issues influence all others. The
semantic alignment of ontologies [6] is extremely important to avoid mismatches and
is needed to have a common understanding, for example, of norms. Another subject to
explore is the automatic detection of the agents directly or indirectly involved in a
certain interaction, for instance the current one.
The impact of semantics affects at least at two different levels, namely:
-

Semantic domain. It gathers elements sharing the same, or at least a compatible
ontology, which are therefore able to mutually understand each other,
Semantic interaction. It defines the “semantic architecture”, an implicit structure
that takes into account semantic connections and connectors (“who do I want or
need to speak with”, “who am I told to speak with”, etc.)

Norms. The next layer is concerned with the definition of rules determining
constraints that the agreements, and the process to reach them, have to satisfy. The
norms may imply structural roles affecting (or controlling) the behaviour of agents,
intertwined with the semantic domain. There are principles as abstractions of norms
that may define a normative domain. They are also intertwined with the interaction
pattern because they have some degree of consensus and have associated permissions,
obligations, sanctions, etc. And of course, norms evolve and change.
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Organizations. They are above norms, as they imply a super-structure that restricts
the way agreements are reached by fixing the social structure of the agents, the
capabilities of their roles and the relationship among them [5]. First, it defines “social”
architectures that affects downwards and, on the other hand, organizational needs and
issues may define structures, roles, dependencies, relationships, etc.
Argumentation and Negotiation. These can be seen as protocols that define the
structure of an agreement. Negotiation between organizations forms a large-scale
agreement, for example a convention or collective agreement; and a low-level one is a
pact or individual agreement. A negotiation between an organization and an individual
forms a medium-sized structure, as a contract, legal or formal agreement.
Trust. It is the top level in the tower. Agents need to use trust mechanisms that
summarize the history of agreements and subsequent agreements executions in order
to build long-term relationships between them [30]. A durable agreement creates a
sense of trust and gives a notion of reputation. An agreement is built on top of the trust
in order to have reliable relationships between organizations.
These five layers, of course, are not seen as isolated because they may well benefit
from each other. A switch from the described “tower” into a multi faceted figure can
be conceived because the agreement pervades (and is influenced by) all the
facets/levels. In this sense, the facets are intertwined (see Figure 3), but agreement is
still a layered structure – and in fact, layers bind both ways.

Figure 3: Multi-faceted Structure of an Agreement

In fact, the agreement is a crosscutting structure, which maintains a bidirectional
relationship to every element it contains. The agreement defines the architecture: only
those elements who agree to be bound are contained in the structure; but at the same
time, the architecture defines the agreement: it channels the forces in the environment
and provides a concrete structure, defining roles which must be filled by specific
elements. The agreement is shaped by those forces, but its existence also shapes the
reaction to them, and models the future evolution of the system.
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It is important to note that the multi-faceted perspective (the “pentagon”) is not
intended to replace the “tower” structure, as the architecture described in previous
sections is still hierarchical in many senses, but the agreement itself can be considered
not only as layered, but also as multi-faceted. Layers are just conceived to provide
logical separation of concerns, and they are not always physical (contained) tiers. To
understand that multi-faceted structure at the implementation level, it suffices to
consider that a single agent can be grouped under (or bound to) many organizations,
even at the same time. Also, the layered structure is related to the organizational
hierarchy; but even when it must be considered at the time of publishing services, this
is not required at the time of providing them.
5 Case Study: the mHealth System
In order to illustrate both the self-adaptive nature of the agreement construct and the
steps in our development methodology, this section presents a case study, describing a
scenario from the medical emergencies domain. This example is related to the
mHealth (mobile-Health) demonstrator, which is an evolutionary prototype currently
under development in the Agreement Technologies project [1].
The main purpose of the demonstrator is the utilization and evaluation of research
results in a real world scenario: the medical emergencies domain. The medical
emergencies in the Autonomous Region of Madrid are managed by the SUMMA112
organization [32]. Important tasks accomplished by SUMMA112 have been used as a
reference model for our analysis.
In the following we describe a real-world scenario describing an emergency (E1) in
this system, which has to evolve to simultaneously react to a second one (E2). This
describes how adaptiveness requires an agent reorganization within the agreement.
E1. There is a fire in Casa de Campo, the large urban park situated west of central
Madrid, which contains a big leisure area. There are about 500 people at that moment.
About 65 people present symptoms of asphyxia, and due to climate and wind, the fire
is extending to adjacent areas at a very fast pace.
SUMMA112 receives information related to this emergency (E1) and following its
protocols it starts to attend the sanitary emergency immediately. After analyzing the
received information, SUMMA112 decides that 5 ambulances and one helicopter are
needed. The coordination with Fire Department and Police is urgent in this situation.
These entities inform that they will send 3 fire trucks and 5 police cars. From an
organizational approach all these elements form an organization, O1.
Considering these scenario in a MAS environment, each actor maps onto an agent.
So, 14 agents are interacting in the organization O1. Each agent has its role, goals and
plans inside the organization. Also, every organization has its norms and protocols,
which make it able to function and operate, and to solve problems.
E2. At this time of the year, much people travel on vacation, and there are may car
crashes because of the agglomeration. One hour after the fire in emergency E1, there
is a chain car crash (E2) in the tunnel of Paseo de Extremadura, a road near to E1
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location. About 7 cars have crashed and initially, 2 of them are on fire. After a fast
analysis SUMMA112 decides that this emergency requires 3 ambulances, and that
they must contact hospitals near the area. After coordinating with Fire Department and
Police, they decide to send one fire truck and 3 police cars. Again, all these (initially
7) elements form a second organization, O2.
To have into account potential interactions between both emergencies, we must
consider both organizations. So, let’s consider first O1, where all elements interact in
a coordinated way to tackle the emergency E1. These elements reach an agreement to
do that. At this point, the agreement construct can be defined as “the set of elements
that interact in a coordinated way to solve a problem”.
But at the time to assign resources to E2, O2 is not considered in isolation from O1.
Some resources that previously were mapped onto O1 now can be mapped on O2.
This situation is feasible because the conditions in emergency E1 may have changed
during the last hour. This process of re-mapping implies a reconfiguration of unit O1,
i.e. an agent reorganization within the O1+O2 composite.
Methodologically, some services which were provided by unit O1 are no longer
required to solve E1, and are now re-mapped onto O2. For example, the system
decides if one of the fire trucks is not necessary for E1 anymore, and can be assigned
to E2. The same decision can be made about 2 ambulances and 2 police cars. These
decisions are efficient also because both scenarios are close to each other.
The original O1, now with a smaller set of elements, continues working in E1; and
a new agreement is created around E2, defining the O2 organization. At the same
time, a larger agreement is created encompassing both units (and therefore, defining
another one). This agreement would continue adapting to changes in both
emergencies, even possibly reassigning its elements again if necessary.
A reconfiguration like that is manually managed; it is directed evolution. Ideally,
and particularly in an agent-oriented environment, the goal is to achieve an automatic
reconfiguration. The agreement (the global ecosystem) must carry out a series of
reorganizations until it finds an optimal point and stops at it. To do so, it has to detect
if the new configuration is stable. If it is not, it has to continue its evolution until it
finds an optimal configuration or, at least, a local optimal point. Of course, this can
perfectly be a continuous process, as the situation itself evolves.
The criteria used to decide if an agent belongs in an agreement should be managed
the same way: this defines an emergent agreement, where not only part of the
behaviour, but the structure itself emerges from the situation.
The base architecture described in section 3 already includes all the services and
facilities necessary to carry out any reconfiguration [4]. However, this is not enough to
define a self-adaptive structure – the triggering of those services is essential. Of course
norms (to define constraints) and organizations (to define their scope) can assist in the
establishment of such a structure; and even the negotiation layer can be used to trigger
the creation of the agreement itself.
On the other side, a reconfiguration can also be triggered bottom-up; a single agent
can react to a change in their surroundings by asking for some kind of change, such as
a move to some other organization. Of course this change can cause some others in
turn, and the effect would spread accordingly, causing even a global reorganization.
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The case of SUMMA112 shows clearly why we need to consider, not a “classic”
closed system, not even a single-design open system, but a general ecosystem. In many
senses, SUMMA112 is an independent, single institution, which could naïvely be
described as a single system; but this would only describe the internal information
system for that institution. However, it alone does not comprise the entire emergency
system in Madrid, but only the medical emergency service. To actually provide the
required response in an emergency, it has to coordinate the information systems from
the Fire Department, the Police, every hospital in the area, and SUMMA112 itself. Of
course these are separate information systems, which are designed and managed by
different institutions and, most probably, have different origins. This implies that it is
not possible to have a unified pre-programmed strategy to manage emergencies in the
Region of Madrid, as it should be embedded in several independent systems which
only sometimes gather to act together.
In summary, the example describes how to achieve coordination inside a service
ecosystem (also, a system of systems), and also justifies why this behaviour cannot be
completely pre-designed, and hence it must be emergent.
6 Conclusions and Further Work
This paper has described the implicit coordination problem which compromises the
adaptiveness in the MAS approach, and has proposed to use an architecture-level
construction, the agreement, as a solution for this problem. The main purpose of this
work has been to delimitate some of the required features of this concept, as well as
providing details about the base architecture to support it, its layered and multi-faceted
structure, and its place in the evolution of historic approaches to this problem.
The example in the previous section succinctly describes an actual (i.e. simulated)
coordination effort in the current SUMMA112 system. An existing MAS, structured in
organizations, and implemented on top of the architecture described in section 3, has
been used to model the system (and many others) and simulate several situations [10].
The reconfiguration process has also been modelled and tested using several different
approaches; but this manual process is only the first stage of research. The next step is
to develop a model-driven approach to guide the reconfiguration, and will be followed
by a well-defined self-adaptive, emergent approach, which is our ultimate goal.
The key idea in the Agreement Model is that it creates an architectural context, in
which agents (and organizations, and even the services they provide) are coordinated
and reorganized by inclusion in a structure. In particular, there is not an architectural
element in charge of reconfiguration, i.e. there is not a self-supervisor in charge of
enforcing a self-organized system. Instead of that, every self-property in the system is
conceived as emergent, and they will be “indirectly” provided by structural features of
the agreement, as described in section 4. The elements (agents, services, units) do just
what they must to comply with the requirements of the location they occupy within the
architecture; the relationships between the agreement facets will do the rest.
Further work will develop and implement variants of the agreement model, in order
to refine it as necessary. The concept of agreement is still evolving and the process of
defining its limits still continues – but even at this initial stage, the existing fragments
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of the approach have already proven its utility and expressive power. Current results
suggest that the adaptive architecture is indeed feasible, and could fulfil the promise of
generalizing the usefulness and extension of the MAS approach.
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